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1 Introduction 
The Internet has changed the way we share knowledge and lowered the barrier to access and publish 

documents to a global audience [1]. Today, people and computers interact with information on the 

Internet mostly in the same way they did when the first search engines appeared: Hypertext links allow 

people to navigate the web using Web browsers and computer programs (search engines) index the Web 

and analyze the structure of links between Web documents to infer potential relevance to users' search 

queries [2].  

Using this technology people have been able to find documents about virtually anything on the Web and 

extract information from the text and other types of media, like images and video, inside web 

documents. However, as Tim Berners-Lee noted twenty years ago: “to a computer, the Web is a flat, 

boring world, devoid of meaning; this is a pity, as in fact documents on the Web describe real objects 

and imaginary concepts, and give particular relationships between them”. For example a Wikipedia page 

might describe a person and contain a link to a picture of that person. To a computer that page contains 

some text and a link to an image file. Adding semantics to the Web involves two things: allowing 

documents, which have information in machine-readable forms, and allowing links to be created with 

relationship values  [3]. Once when we have this extra level of semantics computer programs can exploit 

the information beyond simply retrieving and rendering a web document. 

One of the most valuable information currently available in the World Wide Web is government 

information known as Open Government Data (OGD). It has been recently recognized that government 

data has significant potential, more specifically, this data can be a catalyst in the production of value 

added services and products developed and exploited by the private sector [4]. Even more importantly, 

services and products based on government data also increase government transparency, improve 

public administration’s function, and provide social value to citizens [5]. 

For many years, the main obstacle in exploiting government information was to obtain access to the data 

itself. But during the last decade, especially since the OECD (Organization for Economic Co-operation and 

Development), which includes most developed countries of the world, signed the Declaration on Open 

Access to publicly funded data1 which essentially states that all publicly funded archive data should be 

made publicly available, governments all around the globe have started OGD initiatives. 

These initiatives follow the Open Data philosophy of making government data freely available to 

everyone without any restrictions [6]. However, this process of making government data freely available 

often happens in an ad-hoc manner, and in many cases thousands of datasets are published without 

adhering to commonly agreed data and metadata standards and without reusing common identifiers. 

Hence, a fragmented data-scape is created, where finding, reusing, integrating, and making sense of data 

from different sources is a real challenge [7]. The Colombian Government OGD initiative, like most OGD 

                                                           

1OECD Declaration on Open Access to publicly funded data http://www.oecd.org/document/0,2340,en_2649_34487_25998799_1_1_1_1,00.html 
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initiatives [4], began in the form of a national portal where data produced by public authorities is 

published with no significant efforts made to integrate this information. 

Besides the technical aspects of this integration problem, providing integrated information is also 

valuable because a major consequence of the network society we live today is that individuals have 

become more responsible for the production and management of their own political identities [8]. This 

makes it important for governments to provide information linked to the topics the citizens care about 

as new generations are skeptical of official versions of the events and seek external sources of 

information to form their own opinion. More importantly, as noted by Bennet, they seek information 

that is attached to values and activities they know and trust. The new generation of citizens is more 

inclined to seek integrated information that comes with action options and to participate in the 

evaluation of information on which decisions about actions are based [8].  

Objectives 
This work aims to use linked data technology as a means to integrate and provide uniform access and 

linking [9] of Colombian OGD that reside in different data sets and other information sources like news 

portals and information provided by Parliament Monitoring Organizations (PMO). 

Its main objective is to propose a system to deliver relevant, accessible, and linked information to 

citizens about high-profile Colombian public figures, and to collect and integrate information from Open 

Government Data and public data sources to create a Knowledge Base to assist researchers, and electors 

in general, in making informed political decisions.  

Specific objectives 

 Propose a high level architecture of a semantic web application, and build a knowledge base 

containing information about public figures, considering their relationship with the Colombian 

Parliament and their appearance in the news, using public information sources. 

 Model an ontology using linked data standards, in order to integrate and infer new information 

from the collected semantic data. 

 Implement a proof of concept application to provide value added services using the knowledge 

base. 

After this introduction, the next section presents related work and compares it with the proposed 

solution. The strategy used to design the solution is documented in section 3. The proposed solution is 

presented in section 4. Finally, in sections 5 and 6, we present evaluate our results, present our 

conclusions and provide some considerations about future work. 
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2 State of the art 
The objectives mentioned in the previous section are related to a series of research topics. This section 

presents an overall assessment of the state of the art in those areas; taking into account what can be 

learned and reused, and also how related work differ or complement the proposed solution, referred in 

this document as SPEAk, an acronym for: Linking State Public Data for Enlightenment about Political 

Actors.  

The idea of building information systems to give insight about parliamentary work has already been 

considered and is presented first. Then, we examine previous work on recognizing and linking named 

entities, and populating ontologies with named entities, followed by an overview of applications built to 

analyze Linked Open Data (LOD) and semantic government portals. This section ends with a comparison 

of what each solution offers in terms of certain requirements needed to achieve the objectives 

presented in the previous section. 

2.1 Analytical information systems for parliament information 
Congreso Visible2 (CV) is a Colombian Parliamentary Monitoring Organization (PMO) that has successfully 

provided free access to very complete information about the members of the Colombian parliament, 

their affiliation with political parties, and a through coverage of the legislative process for more than a 

decade. It has already been noted that, perhaps because of its academic roots, some of the legislative 

information provided by CV is presented in a way that is difficult to understand by someone who is not 

familiar with the parliamentary domain and terminology [10].  

When Roncancio developed his work, known inside CV as “Congreso Inteligente”, the semantic 

technologies available  at the time were not mature enough for his objectives and he preferred to use a 

Data-Warehousing approach to build a system aimed at analyzing parliamentary work and to deliver 

knowledge in order to close the gap between political science and information technologies with the 

goal of improving democracy and bringing electors close to their representatives [10]. SPEAk on the 

other hand, uses Roncancio’s in depth dimensional analysis of the parliament as valuable tool to propose 

an ontology with the same goal of providing better access to the data offered by Congreso Visible. 

Another key difference between SPEAk and Congreso Inteligente is the use of standards such as 

Resource Description Framework (RDF) [11] to store and publish the data in such a way that it may be 

linked with external sources.  

Roncancio’s work is guided by the needs of academic experts in political science, while SPEAk is more 

concerned with linking data to information sources related to the interests of users beyond the academic 

domain. 

                                                           

2
 http://www.congresovisible.org 
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2.2 Named entity reconciliation 
One of the objectives of this work is to link information from news sources with the named entities 

mentioned in news articles. Numerous approaches to the problem of detecting named entities, 

explained in section 3.2.4, have been proposed. Bunescu and Pascua propose a conceptually simple 

strategy using the bag of words model based on the cosine similarity between words modeling the entity 

and text in a Wikipedia article potentially representing the entity [12]. 

This approach requires a dictionary mapping string of names to Wikipedia articles about named entities. 

A mapping of members and former members of the Colombian parliament to potential candidate 

Wikipedia pages is currently not available and SPEAk uses a more simple approach that, as explained in 

section 4.3.5.2, produced an initial list that can be extended and be used on the previously mentioned 

bag of words model. The CORFU Technique [13] is of special interest as it is specifically designed for 

named entity reconciliation in the context of LOD and e-Government. The CORFU technique uses 

information contained in the context of the named entity using Natural Language Processing (NLP) 

techniques and semantic information in knowledge bases like DBPedia3 or Freebase.  

The problem of named entity reconciliation in the context of this work is discussed in section 3.2.4.2 and 

the term knowledge base as it is used in this work is presented in section 3.1.2. The related work in this 

field is used to select the component used to build SPEAk, but the goals of named entity recognition and 

linking are very specific and only address part of the problems that must be solved in order to deliver 

relevant, accessible, and linked information to citizens. 

2.3 Knowledge Base population with named entities 
The work in this area is related to named entity reconciliation, but is concerned with the more specific 

problem of linking a mentioned named entity with an entity in an existing knowledge base. This is often 

done in order to add new facts to the knowledge base. Shen et al. propose a graph-based approach for 

ontology population with named entities [14] (APOLLO). The authors claim this solution is superior to n-

gram based approaches.  

The main difference with SPEAk is that APOLLO assumes that an initial knowledge base already 

populated with entity mentions exists and do not consider the problem of consuming information from 

news sources and other external data sources in non-RDF formats. 

2.4 Semantic government portals and linked open government data 
Semantic portals enabled by Semantic Web technologies have been suggested to provide a point of 

access to an integrated body of information about some domain [15]. Jarvernpaa et al. propose a 

semantic portal for legislative information designed in the context of the Finnish legislative system.  

                                                           

3
 http://dbpedia.org/ 



 

5 

 

Their prototype is a demonstration of using linked data to successfully integrate different data sources in 

a single repository. However, this prototype does not interact with external data sources, and its use 

cases are limited to the legislative domain using a very special purpose user interface. 

The most similar solution in terms of using OGD to provide insights into government affairs is presented 

in [16]. Vafopoulos et al. preprocess, convert to LOD, and interlink with external sources, spending data 

from seven countries to build a web application to make the data easily consumable by interested 

citizens. Their application stores the data in a graph store, but their work does not involve the creation of 

an ontology to infer knowledge as they use a previously developed ontology for public spending [17] 

In a related work that is worth mentioning, although not strictly concerned with linked data, Berlo et al. 

recognize the potential of Big Data in transforming governments, and augment the interaction with 

citizens and the business sector [18]. The work in this area serves to identify opportunities to develop 

value added applications, but, to the best of the author’s knowledge, does not present an architecture 

that guides the development of value added services using Big Data. 

2.5 Summary 
The solutions analyzed in this section are compared with some requirements expected from the solution 

to fulfill the objectives defined in the introduction. The results are summarized in Figure 1. 

Requirement 
Congreso 

Inteligente 

Semantic 

Finish 

Legislative 

Portal 

Insights in 

Global 

Public 

Spending 

CORFU 

Technique 
APOLLO 

Store data using linked 

data standards 
No Yes Yes No Yes 

Ontology to infer 

knowledge 

(Uses data 

warehouse) 
Yes No Yes 

(Assumes 

exists) 

Extract semantic 

information from 

natural language 

No No Yes No Yes 

Link Named Entities  No No Yes Yes Yes 

Present data to non-

domain experts 
No No Yes No No 

Figure 1. Requirements vs. alternatives matrix. Yes means the alternative meets the requirement.  
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3 Solution strategy 
This chapter presents a high level view of the proposed solution, considerations of the different 

alternatives to achieve the desired objectives, and describes the individual components used in SPEAk, 

its scope, and imposed restrictions. 

SPEAk automatically collects and links information from different sources such as web sites, data stored 

in relational databases, and linked data repositories. The main processes SPEAk must perform are: 

discovering and gathering the data, pre-processing the collected data to extract relevant information and 

detect references to named entities, which are ultimately linked to other entities in the SPEAk 

knowledge base, and finally storing the data using RDF standards in such a way that it can be linked to 

other semantic data sources and consumed by third-party applications. 

3.1 Fundamental decisions 

3.1.1 Storing and distributing information 

A Relational Database Management System (RDBMS) is the predominant database technology today and 

is used by most web applications to store data. Due to the ubiquity of RDBMS’s it is expected that some 

data sources used in semantic web applications will come from a RDBMS. More recently, data is being 

represented using the RDF data model [11] that is more appropriate for distributing information 

throughout the Web. 

3.1.1.1 Relational Database Management Systems (RDBMS) 

The term relational database was invented by Codd in 1970 when he proposed the Relational Model to 

store information [19].   

Modern relational databases store information as a collection of tables consisting of a set of rows and 

columns, see Figure 2 for an example of data stored in a tabular format, and provide ways to manipulate 

and query data stored in the RDBMS using the Structured Query Language (SQL).   

 

Figure 2. Data about political parties stored in a table.4 

 

                                                           

4
  Source: Congreso Visible 
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3.1.1.2 Resource Description Framework (RDF) 

One way to introduce RDF is to analyze a way in which data stored in a tabular fashion could be 

distributed among different sources. Let’s consider the data about Colombian political parties in Figure 2. 

Every row represents a political party, identified by an id, and every column describes a property about a 

particular party.  

Every cell in the table is the value of a property (e.g name, website), described by its column, for a 

Political Party identified by a row id. If the data in a single cell is distributed, three values: row id, 

column, and cell content have to be given in order to be interpreted. In RDF those three values are called 

a triple. Each item in the triple is given the following name: the row identifier is the called the subject, 

the column is called the predicate, and the cell content is called the object. According to this definition, 

the following first two rows of the table are represented as the triples in Figure 3. 

 

Figure 3. Data about Political Parties represented as triples. 

Even with the triple representation there is still one problem that is better illustrated through another 

example.  

Suppose a second data source also stores data about political parties and stores the triples in Figure 4 in 

its database. Is the subject identified by row-id 2 the same as the one with the same id in Figure 4? What 

does the value of “name” in the predicate column represent? Do the two data sources give the same use 

to the “name” predicate? At first glance a subtle difference in the use of this predicate by the two data 

sources is that one includes the word partido before the full party name and the second one does not. 

Although this is a minor detail, it serves to illustrate the point that the definition, or identity, of the 

different elements in the triple must be included along with their value. 

 

Figure 4. Triples about political parties from a different data source. 

To solve this problem, RDF uses Uniform Resource Identifiers (URI’s) to uniquely identify each part of a 

triple. Assigning arbitrary URI’s to each element, the last triple in Figure 4 could be represented like this: 

{<http://www.congresovisible.org/partidos/2/>, <http://wiktionary.org/wikipedia_url>, <http://es.wikipedia.org/wiki/Partido_Liberal_Colombiano> } 
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Each element’s URI, besides providing an identity, can be used to provide a definition of the element. 

For a complete introduction to the Resource Description Framework, please refer to the W3C World 

Wide Web Consortium Recommendation [11].  

3.1.2 Ontology and Knowledge Base 

The literature contains many definitions of an ontology; for this work we use the definition given by Noy 

and McGuiness in [20]: an ontology is a formal explicit description of concepts in a domain of discourse 

(classes (sometimes called concepts)), properties of each concept describing various features and 

attributes of the concept (slots (sometimes called roles or properties)), and restrictions on slots (facets 

(sometimes called role restrictions)). 

A closely related concept is a Knowledge Base (KB), which is used broadly to describe any technology 

used to store complex structured and unstructured information used by a computer. However, for the 

purpose of this solution, a KB is used to refer to the ontology along with the set of individual instances of 

classes stored in a RDF store. 

Because SPEAk needs to store and publish its data in such a way that it may be linked with external 

sources using open standards, a RDF store is used instead of a RDBMS.  The ontology provides the 

required metadata to infer new triples from the triples stored in the knowledge base. 

3.2 Data Sources 
One of the primary objectives of this work is to relate information published in the news about political 

figures, especially those related to the Colombian parliament, therefore, at least one of the data sources 

must provide news to be analyzed. This section presents the data sources currently used in SPEAk and 

the motivation behind their selection. 

3.2.1 Congreso Visible 

As mentioned in Section 2, Congreso Visible is a Colombian PMO with information about members of the 

parliament, legislative processes and candidates to the parliamentary elections. Congreso Visible uses a 

Relational Data Base Management System (RDBMS) to store its information. The main reasons behind 

the election of CV as a data source are the quality of its data, which has been manually curated by 

political science researchers, and the fact that it is an indirect source of Open Government Data.  

Congreso Visible consumes OGD from different sources. Two sources worth mentioning are the official 

Congress Gazette and the National Civil Registry.  The former is available online5 as Portable Document 

Format (PDF) or an unstructured HTML document; and provides legislative information; the latter 

provides electoral data, such as personal information, number of votes obtained by a given candidate to 

a parliamentary election, and in some cases contributions to a candidate’s campaign.  

                                                           

5
 http://servoaspr.imprenta.gov.co:7778/gacetap/gaceta.portals 
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A third and less frequently updated source of OGD used by CV is the personal information such as office 

number and email address of members of the congress provided by the House of Representatives6 and 

Senate7 websites.  

There are various reasons for not consuming the data directly from the sources used by CV. First, the 

effort spent on extracting information from unstructured sources is better spent on integrating the 

information that is already consolidated in one reliable data source. Besides, the data is often times 

published as images in a PDF file, for example the individual votes of members of the parliament about 

matters subject to vote inside the parliament illustrated in Figure 5.  

 

Figure 5. Sample of a PDF file produced by the conference software used to tally votes8. 

It is outside the scope of this work, and more importantly, not aligned with its objectives, to develop an 

Optical Character Recognition component to import data from such sources. Finally, most of the Open 

Government Data from the National Registry comes as the result of parliamentary elections that take 

place every four years and therefore changes at a much lower velocity compared to other data sources 

like news portals, which change several times a day. 

3.2.2 Freebase 

Freebase [21] describes itself as “A community-curated database of well-known people, places, and 

things.” Currently its website claims to contain over 43,651,814 topics and more than two thousand 

billion facts about those topics, organized in different domains, as shown in Figure 6. 

                                                           

6
 http://www.camara.gov.co/portal2011/representantes/honorables-representantes 

7
 http://www.senado.gov.co/el-senado/senadores 

8
 Source: Congreso Visible 
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Figure 6. Freebase home page.9 

Although Freebase uses a proprietary system to organize and store its data, it publishes a weekly 

snapshot of the stored information along with its schema as a weekly RDF dump10 in a standard N-Triples 

file format. This dump is released under a Creative Commons license that allows to copy, transform, and 

redistribute the material in any medium or format as long as proper attribution is given to the original 

source.11  

DBPedia was first selected over Freebase, primarily because it is part of the LOD initiative and does not 

use proprietary technologies. However, there is much more information about Colombian political 

figures available in Freebase than in DBPedia and the information in both cases is available as RDF 

triples, so Freebase is used instead. 

3.2.3 Online news source 

For the purposes of this work an online news source is either a traditional printed publication, or online 

only news portal that publishes news articles. Although social media sites do sometimes provide valuable 

information about current events they are not considered as a news source and are outside the scope of 

this work. Online news sources distribute their content mostly on a website and sometimes also provide 

a Rich Site Summary (RSS) feed. 

3.2.3.1 Online news websites 

Traditional printed newspapers have published their information online for more than a decade [22], 

news websites are accessed using a web browser to display news articles in HyperText Markup Language 

(HTML). HTML news articles are designed to be read by a person and sometimes contain the same 

                                                           

9
  Source: Freebase.com 

10
 https://developers.google.com/freebase/data 

11
 http://creativecommons.org/licenses/by/2.5/ 
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textual information and images present in the printed news article. The HTML document structure is not 

intended to be machine processed. Figure 7 shows a newspaper article in a browser and a fragment of 

the HTML code of the same news article.  Clearly a person can identify the name of the news publisher, 

the article’s title and author when reading the news article in the browser. Also, even someone who is 

not familiar with HTML can identify the news article title, the name of the article’s and the publication 

date from the source code in the right side. 

 

Figure 7. Online news article in browser vs article HTML source code.  

For a computer the data in the article HTML is poorly structured. Although some tags have classes that 

describe their content, like “article-title” in line 5 of the code fragment in Figure 7, and the content 

“author-submitted” element in line 8, which only provides two words to identify the author and includes 

the publication date in the same line.  

There is no indication of where the article text begins; it is not clear whether the two words that identify 

the author correspond to its first and last name and even if they did, what differentiates two authors 

with the same name?  

Also, in this particular article, there is a picture of someone who is mentioned in the news text, but to a 

machine processing the HTML, the image is only a reference to a file with a given width and height. 

Many more examples could be mentioned, but the idea is that HTML news articles are not easily 

processed by a machine, and their semantic information is buried inside text in natural language 

designed for human reading. 

3.2.3.2 Rich Site Summary (RSS) feed 

News sources sometimes publish their news articles as RSS feeds using standard formats to allow users 

to subscribe to their content and receive updates when a new article is available. A standard format to 

represent news articles ensures compatibility with many different programs that can interpret RSS feeds.  
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News sites provide a link for users to subscribe to feeds, which are most of the time organized into 

categories, by clicking a feed icon ( )  from a web browser. A webpage with the list of RSS subscription 

links for different news categories is shown in Figure 8. 

 

Figure 8. List of RSS feed subscription page for a news source.12 

The data inside the feed is not designed for human interpretation and it is the job of an RSS reader to 

render the feed and provide a representation for the end user. An example of a news article represented 

as an item inside a RSS feed is shown in Figure 9. The structure of the document is evident. There is a 

separate tag to store the publication date, and there are associated categories with the news articles. It 

is important to note that the categories (lines 11 – 16) have a Uniform Resource Identifier (URI) that 

uniquely identifies them. In this example, the category “Ivan Cepeda” is related to the 

http://www.elespectador.com/tags/ivan-cepeda URI. This is a superior representation for a machine 

than the HTML news article discussed previously and more importantly, allows a computer program to 

aggregate news from different categories together, as long as they refer to the same URI, even if they 

come from separate RSS feeds. 

 

Figure 9. Fragment of a news article inside a RSS feed. 

                                                           

12
 Source: http://elespectador.com/ page-suscripciones-rss 
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RSS is predominantly consumed through a computer application known as RSS reader or aggregator. This 

application combines news from different RSS feeds and shows a summary of the information for every 

item in the feed. The user selects elements items of interest in the feed to display more detailed 

information about that item, Figure 10 shows a sample of two news in a newspaper RSS. For that reason 

all the news article content is not always present in the RSS feed and most of the times only the title and 

a short summary is provided, along with a link to read the full  article in the news website. 

 

Figure 10. Entries inside a news RSS feed 

The RSS feeds of the two major national newspapers in Colombia, El Tiempo13 and El Espectador14 

provide a very short fragment of the news article where only the most popular political figures, such as 

the President or the Inspector General of Colombia, have a high probability to appear. 

As SPEAk wants to link political entities not popular enough to appear on news headlines, RSS is not used 

and the next available source, the news website, is used instead. 

3.2.4 Named entity recognition and reconciliation 

Named entity recognition (NER) also referred as named entity identification, is the task of identifying 

appearances of named entities in a text and categorizing them into pre-defined categories such as names 

of persons, organizations, and locations. Named entity reconciliation, named entity disambiguation, or 

named entity linking, is a related task of determining the identities of named entities mentioned in a 

text. 

3.2.4.1 Named entity recognition (NER) 

NER systems take an unannotated text, for instance: 

In a Twitter message, Ms. Smith thanked supporters for the innumerable expressions of 

affection.  

And produce an annotated block of text that identifies the names of entities: 

In a [Twitter|Company] message, [Ms. Smith|Person] thanked supporters for the innumerable 

expressions of affection.  

                                                           

13
 http://eltiempo.com 

14
 http://elespectador.com 
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In this example Company and Person names are pre-defined named entity categories. The Message 

Understanding Conferences (MUC) papers are a recommended as a reference [23] on challenges of the 

NER task and modern NER systems.  

3.2.4.2 Named entity reconciliation 

Named entity reconciliation is different from NER in that it identifies not the occurrence of names but 

the reference to the real world entities they represent. For illustration purposes, suppose a text 

contains the following, very ambiguous, description of George Walker Bush, the 43
rd

 President of the 

United States: 

 

Figure 11. Example test for the Named Entity Reconciliation task 

The text in Figure 11 contains two occurrences of the named entity “George W. Bush”. However, the real 

person they are referring to is not the same, even though they both have the same first and last name. 

The first time “George W. Bush” appears in the text is a reference to George Walker Bush, born July 6, 

1946, and President of the United States from 2001 to 2009; the second time, “George W. Bush”, is a 

reference to George Herbert Walker Bush, born June 12, 1924, and President of the United States from 

1989 to 1993.  

Entity linking uses a knowledge base of entities to perform the task of producing an annotated text with 

names linked to entities in the knowledge base. A popular candidate as a knowledge base of entities is 

Wikipedia as a lot of real world entities have a Wikipedia page that can be used to identify them.  

An annotated version of the text in Figure 11 using links to the entity’s Wikipedia page to uniquely 

identify each named entity appearance is: 

 

State of the art named entity linking techniques exploit the information in a knowledge base to 

disambiguate named entities. The initial ontology SPEAk provides can serve as a first step toward using a 

similar technique in the future. Initially, a more simple approach, known as Fuzzy Matching, that uses a 

heuristic based on the string similarity (using the Levenshtein distance metric), longest common 

substring, and word order of the named entities names in the news article and the names of the known 

entities in the KB is used to solve this problem in SPEAk. 

3.3 SPEAk high level description 
The proposed system follows the semantic web application architecture and components of proposed by 

Allemang and Hendler [24].  

[George W. Bush|http://en.wikipedia.org/wiki/George_W._Bush] is an American politician and businessman, former President of 

the United States, and Governor of Texas from 1995 to 2000. He is the eldest son of 

[Barbara|http://en.wikipedia.org/wiki/Barbara_Bush] and [George W. Bush|http://en.wikipedia.org/wiki/George_H._W._Bush], 

41st President of the United States. 
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SPEAk main components, illustrated in Figure 12 are the data preprocessor that interacts with converters 

needed to gather data from the different information sources, the RDF store, along with the query 

engine and inference model, the RDF importer, which provides the parser and serializer components 

used to import data to the RDF store. The SPARQL endpoint interacts with end user applications and also 

provides an interface for an advanced user to query the RDF store using the SPARQL Query Language 

[25]. The NER component is not part of the general architecture in [24], and is added to the proposed 

solution to recognize named entities in natural language text sources and link them to information 

stored in the RDF store. 

 

Figure 12. SPEAk Context Diagram. 

The motivations behind the design come from the desired characteristics of the system presented in the 

previous section. First, the data must be available in an open standard and linked to data in other data 

sources, and the information must be provisioned in a distributed manner, which means that SPEAk 

cannot assume that all the information will be available in a central repository.  For this reason the 

design includes a separate Data Preprocessor component that gathers the information from the distinct 

data sources and interacts with the RDF store to persist the data in the required format.  Although the 
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RDF parser has a very similar purpose, it is included as a separate component because not all data has to 

undergo a conversion process before it is stored in the RDF database, and because there are many 

general purpose parsers and serializers already developed that may be reused contrary to the Data 

Preprocessors, which are more likely to be individually developed for a particular information source. 

The solution also strives to make the stored data loosely coupled from the applications that provide 

value to end users with the available data. For that reason, the two application components must 

interact with the RDF store using linked data technologies. 

3.4 Components 
This section describes the individual parts that make up SPEAk and state its main responsibilities and 

interactions with other components that will guide the solution design presented in the next section.  

3.4.1 RDF store 

An RDF store is a database that is tuned for storing and retrieving data in the form of triples. The 

responsibilities of this component are, in addition to the familiar functions of any database, the ability to 

merge information from multiple data sources, as defined by the RDF standard. 

This is a central component of SPEAk. It stores the Knowledge Base, receives new data from the RDF 

Importer, and exposes its data through the inference and query engine.  

3.4.2 Inference and query engine 

For the data to be connected and consistently integrated, we must be able to add relationships into the 

data that will constrain how the data are viewed and also to infer new information from the stored data 

[24]. This component uses the schema given by the ontology in the RDF Store to define what inferences 

are valid, given certain patterns of triples.  

3.4.3 SPARQL end-point 

The SQPARQL end-point component accepts queries in the SPARQL language and return results in one or 

more machine readable formats. The SPARQL endpoint is mostly conceived as a machine-friendly 

interface towards a knowledge base. Both the formulation of the queries and the human-readable 

presentation of the results should be implemented by the end-user application component, and not be 

done by human users [26]. 

3.4.4 RDF Importer 

This component allows SPEAk to incorporate data available in RDF format. The RDF parser functionality 

reads text in a Turtle format [27] and interprets it as triples in the RDF data model; these triples are sent 

to the RDF store and integrated with existing information. 

3.4.5 Data Preprocessor 

The motivation behind the inclusion of this component is to allow independently operated data sources 

not available in RDF to be incorporated into SPEAk. The two types of converters considered are a 

database converter to import data from Congreso Visible, and an HTML converter to import news 

articles. 
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3.4.5.1  Congreso Visible (database converter) 

This converter interacts with a relational database and SPEAk’s RDF store component. The only 

responsibility of this converter is to provide access to databases that are not triple stores and insert data 

converted to a graph using SPARQL queries into the RDF store. A Database Converter is used in SPEAk to 

import data from the PMO Congreso Visible. 

3.4.5.2 News sources (HTML converter) 

This HTML converter is used for news sources and is commonly known as a scrapper. The information to 

be converted is available in a web document in HTML format. The job of this converter is not as simple as 

the database converter as the original information is stored in a non-structured format. Websites already 

include structured information, like contact information, dates, and related publications. But currently it 

is more common to find that the information is not available in a structured manner. The scraper 

preprocess this information and makes it available in RDF by following extraction rules specific to each 

site; the data is cleaned before being converted to RDF triples. An HTML converter is used in SPEAk to 

import news articles inside an HTML document. 

3.4.6 NER matcher 

The NER matcher component performs the two information retrieval tasks of named entity-recognition 

and named-entity reconciliation introduced in page 13. The NER matcher interacts with the Data 

Preprocessor and RDF Importer component to link the named entities identified in the data being 

processed by those components to the known entities inside the Knowledge Base. 

3.5 End-user application 
Once all the required data sources have been converted or parsed, the end-user application uses the 

data in the RDF store exposed through the SPARQL end-point to consume data. There is no need for the 

application to be aware of the data integration that has taken place to merge data into the RDF Store. 

The end user application behaves very much like any other application that uses data from a database 

application. 

As a way to evaluate the proposed solution, SPEAk includes the prototype of an end user application to 

present the information from entities related to the Colombian parliament in the KB in an accessible 

manner for someone who is not an expert in the parliamentary domain. 

3.6 Users 
Most of the times the users of SPEAk will consume the data in the RDF Store from an application like the 

prototype proposed in the previous section.  

Advanced users can query the data if they are familiar with the SPARQL language, and although the 

solution does not include its own Administrator interface,  the SPEAk’s administrator user can modify 

and update the existing data using the query and update functionality provided by the SPARQL end-

point. 
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The domain experts interact with the ontology component to update the KB or integrate new ontologies 

with SPEAk. 

3.7 Scope 
 This solution does not consider any data security technologies to prevent data from malicious or 

unauthorized users. 

 The proposed ontology is modeled in order to integrate the data provided by Congreso Visible 

and Freebase with the semantic data in the news sources.  It is outside the scope of this work to 

provide a complete ontology of the Colombian parliament domain.  

3.8 Restrictions 
The present solution is constrained by the following restrictions: 

 All the data must be stored in standard formats such as RDF triples and accessed using the 

SPARQL standard. 
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4 SPEAk design 
This section presents the proposed solution guided by the strategy and architecture selected in the 

previous section. In order to discuss the interaction of SPEAk with external users and applications, we 

present the Actors that interact with the system. 

4.1 Actors 
The Actors are shown graphically in Figure 13 and described below. 

1. Administrator: The administrator is the person responsible for managing the information in the 

Knowledge Base. 

2. Advanced User: The advanced user interacts with the Knowledge Base directly using a query 

language such as SPARQL. 

3. Regular User: This could be any user with basic computer skills like using a web browser or 

desktop application. This user does not interact with the KB directly, but through an end-user 

application. 

4. Task Manager:  This actor, colored blue in Figure 13, could be either a human user or software 

component such as the operating system task scheduler (e.g crontab in Linux, taskschd.msc in 

Microsoft Windows). SPEAk is designed to be automated, and the use cases provided to this 

Actor are invoked via automated scripts. 

 

Figure 13. Actors that interact with SPEAk.  

4.2 SPEAk architecture 
This section presents the design and components that provide the functionality required to satisfy the 

work objectives (see Section 1). We present the responsibilities of each component and the interfaces it 

uses and provides to interact with other components.  
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Figure 14. SPEAk Component Diagram. 

4.3 Components 
The component diagram in Figure 14 shows how the different components interact by exposing different 

interfaces. The design tries to keep the number of interfaces provided by each component low and use 

standard protocols and file formats to communicate and exchange information between two 

components. We introduce the RDF Store, RDF importer, and SPARQL components first since all other 

components, directly or indirectly, interact with them. The components used in the process of 

recollecting and processing the news and PMO data sources are introduced afterwards. The other two 

components (Freebase and Ontology) used to import data to the RDF Store are much simpler since they 

work with data already available as RDF triples. Finally, the external Web application component is 

discussed. 

4.3.1 RDF module 

This module is composed of three components: the RDF Store, RDF importer, and SPARQL end-point. The 

first component stores RDF triples and provides the Update and Query interfaces used by the SPARQL 

component to expose two services with the same name to external applications using the SPARQL 

protocol. The RDF importer is designed to load triples stored in RDF files to the data store. These 

components are represented graphically in the component diagram in Figure 15. 
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Figure 15. RDF module component diagram. 

 

4.3.1.1 RDF module components 

The RDF store along with the two components that provide access to it, the RDF Importer and SPARQL, 

are designed using the Apache Jena Framework, also referred to as Jena [28]. Jena is a free and open 

source framework for building Semantic Web and Linked Data applications.   

Apache Jena was chosen over other popular RDF Stores because it is not just a standalone RDF Store, but 

a framework composed of different APIs interacting together to process RDF data as shown in the 

architecture diagram in Figure 16. This allows the RDF components used in SPEAk to be loosely coupled 

and to design the solution using different components for the RDF Store (along with the RDF reasoner 

used for inference) and SPARQL functionality. 
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Figure 16. Jena Framework Architecture. Components selected for the solution are outlined in green.15 

RDF store 

The responsibility of the RDF store is to persist RDF triples and allow its retrieval using a Query language. 

The RDF stored used in SPEAk is a native tuple store, TDB, provided by the Jena Framework. 

TDB is a component of Jena for RDF storage and query. It can be used as a high performance RDF store 

on a single machine. Please refer to [29] for a detailed description of the TDB design and internal 

architecture.  

The Jena inference API, shown in Figure 16, is designed to allow a range of inference engines or 

reasoners to be used on top of the RDF store. The primary use of this inference engines is to support the 

use of languages such as RDFS and OWL which allow additional facts to be inferred from the triples 

stored in the KB. SPEAk uses the built-in Jena OWL reasoned, documented in [30].  

                                                           

15
 Source: Adapted from [35] 
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SPARQL 

The SPARQL component must provide the functionality of a SPARQL end-point, as described in section 

3.4.3. Although this functionality could be provided by a software component not part of the Jena 

Framework, a solution from the Apache Jena stack, Fuseki, is chosen as the SPARQL component in SPEAk. 

Fuseki is a SPARQL server. It uses TDB for persistent storage and provides the SPARQL protocols for 

query, update and REST [31]  update over HTTP. By using Fuseki, SPEAk can present an interface that 

complies with the at least the following SPARQL standards: 

 SPARQL 1.1 Query. [25] 

 SPARQL 1.1 Update. [32] 

 SPARQL 1.1 Graph Store HTTP Protocol. [33] 

The administrator and advanced user can use the web interface provided by Fuseki in Figure 17 below to 

perform SPARQL updates and to enter and get the results of a SPARQL query. 

 

Figure 17. Fuseki web interface in a web browser. 

RDF Importer 

The RDF Importer responsibility is to take information represented in a valid RDF format such as Turtle 

formats and RDF/XML and add it to the information in the RDF Store. 

This component interacts with many other SPEAk components. It is used by the PMO, News Importer, 

Freebase, and Ontology components through a single interface that takes a Graph object and stores it in 

the data store. As it is coupled to a large number of components, it is designed to provide a minimum 

amount of functionality. In fact it only contains a simple class, RDFImporter. The methods and attributes 

of this class are shown in the class diagram in Figure 18.  
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Figure 18. RDFImporter class diagram. The class contains a single attribute and two public methods. 

The functionality provided by the Freebase and Ontology components could have been assigned to the 

RDFImporter class responsibilities, but in order to keep the RDF component loose coupled to the data 

sources, they are assigned to a component for each data source (i.e the Freebase component and PMO 

component).  

4.3.2 Freebase component 

This component is responsible for preprocessing and loading the Freebase Data Dump. As mentioned in 

the preceding section, it is designed as a separate component because it is tightly coupled to the 

Freebase data format and data dump contents. 

The Freebase data dump process is started by invoking a script that performs the following 

preprocessing steps before passing the triples to the RDF importer component. 

1. Extract only the triples that contain an element (subject, predicate, or object) with an URI in the 

Freebase government domain from the Freebase data dump.  

2. Make list of all the subjects in the triples extracted in the previous step. 

3. Extract all the triples that contain the subject URI either as the subject, predicate, or object of 

the triple from the Freebase data dump. 

4. Create a graph containing the union of the triples extracted in step 1 and step 3. 

5. Import the graph created in step 4 using the RDF Importer. 

The previous steps import all the triples in the Freebase government domain (i.e triples that contain a 

resource URI beginning with “http://rdf.freebase.com/ns/government/”) and all the triples where the 

URI of a resource that is the subject of a triple in the government domain appears. 

Because the data from Freebase is already stored as triples this component is a very simple one and 

mostly relies on the RDF Importer to store the filtered triples. 

4.3.3 PMO component 

This component, like the Freebase component imports data from an external source: the parliamentary 

monitoring organization (PMO) Congreso Visible. The data provided by Congreso Visible, unlike 

Freebase, is not provided as RDF triples, but stored in a relational database. 
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The PMO component is responsible for extracting the information from Congreso Visible database and 

converting it into an RDF graph.  Notice that this component is not responsible for linking the 

information to the information stored in SPEAk’s knowledge base. The integration process is performed 

using the relationship between the different information sources expressed in the ontology.  

As an example we will show a fragment of data about a member of the parliament in Congreso Visible 

and the corresponding triples produced by the PMO component. Figure 19 shows some rows stored in 

the member of the parliament table in the source database. 

 

Figure 19. Sample rows in Congreso Visible database. 

The PMO component performs a simple mapping and uses common ontologies such as Friend of a Friend 

(FOAF) to produce the triples to be imported into SPEAk. The triples corresponding to the data in the first 

row are shown in Figure 20 expressed in Turtle Syntax. 

 

Figure 20. Triples in Turtle syntax about a member of the parliament. 

Notice how the triples in Figure 20 include the data mostly as it comes from the source. For example the 

“f” value in lines 9 through 11. The SPEAk ontology provides triples that relate these values to certain 

classes and other properties in external data sources. 

4.3.4 Ontology component 

This component, not to be confused with the SPEAk ontology (see section 4.4), is a component with the 

single responsibility of importing an ontology stored in a Turtle file to the RDF store. 

Since the ontology is stored as a format supported by the RDF Importer, there may seem to be little need 

for this component. However, it is expected (from the distributed nature of RDF) that in the future the 

process of updating the KB schema will involve the use of different ontologies and will add additional 

responsibilities to this component.  
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4.3.5 News module 

This module includes the components to gather news from online news sources and parse the collected 

web documents to construct a structured object, link the named entities in the news text, and store the 

news article and contained entities in the Knowledge Base. In order to give a better understating of the 

module responsibilities, we present the complete process of importing a news article from an external 

data source to the SPEAk knowledge base first and then continue to describe each of the individual 

components of this module. 

4.3.5.1 News article import process 

As the process of importing a news article and its associated named entities into the KB involves several 

different components an example of all the stages of the news processing example is presented.   

The data flow diagram in Figure 21 shows each data representation of a news article inside a box; the 

article is initially available as a web document in the news source, the news crawler retrieves this HTML 

document and the different components in the news module interact to extract information from this 

document and store it as a RDF graph in the knowledge base.  

 

Figure 21. Data flow diagram for a news article 

We will present this process for one example news article. As we just mentioned, the news article is first 

available in the news source website, for this specific example we will work with the news article from 

Semana.com shown in Figure 22. 



 

27 

 

 

Figure 22. Screenshot of the example news article in a web browser.16 

As can be seen from the screenshot above, the web document contains many other elements besides 

the news article such as online advertisements, navigation elements, and links to other sections of the 

page. 

The HTML document is parsed, all advertisements and irrelevant elements are excluded, and the news 

article is stored as the structured object represented in JSON17 format in Figure 23.  

 

Figure 23. JSON representation of the example news article. 

                                                           

16
 Source: Semana.com 

17
 JavaScript Object Notation (http://www.json.org/) 
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The news article is now in a machine readable format and is ready to be analyzed by the NER component 

to recognize and link the named entities present in the article text. Figure 24 shows the current stage in 

the data flow diagram inside a dashed semi-circle. 

 

Figure 24. Structured article ready to be annotated. 

Since we are interested in illustrating the named entity recognition and linking process we are only going 

to consider the entities present in the text fragment in Figure 25 and not the complete text in the article. 

 

Figure 25. Text fragment of the example article. The detected named entities are highlighted. 

The named entity recognition (NER) component recognized five named entities in the previous text 

fragment: Germán Vargas LLeras, Bogotá, Gustavo Petro, “dos pesos” 18 , and “Petro”. The NER 

component identifies different names for the same named entity such as Petro and Gustavo Petro. After 

filtering the named entities that are not in the people, location, and organization categories, the named 

entity disambiguation process begins. 

The named entity reconciliation process, explained in section 3.2.4.2, matches the recognized named 

entities to the real world entity stored in the knowledge base they represent. The named entity 

reconciliation process for the named entities in the text fragment in Figure 25 is summarized in the table 

in Figure 26. 

 

Figure 26. Named entity linking results for the named entities detected in the example text fragment. 

                                                           

18
 This is clearly a NER error. 
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Not all named entities are linked to an entity in the KB because some of the detected named entities in 

the text may refer to entities that are unknown to SPEAk. Those entities are assigned a unique URI and 

stored in the KB so that any further information that refers to an entity is aware of this previous 

instance. 

The final results of the NER component are integrated to the information in the news article and stored 

as triples.  Figure 27 shows some triples in Turtle syntax. Note how all the triples have the article URL (in 

line 1) as the subject. The last three lines store the reference to the named entities in SPEAk, note how 

the last line uses the newly created URI for the named entity Bogotá.  

 

Figure 27.Triples from the example news article in Turtle syntax. 

This concludes the overview of the process of importing a news article to SPEAk. We now present each 

of the news module components. 

4.3.5.2 News module components 

The previous process of importing a news article and relating it to the entities in the knowledge base 

relies on the components in Figure 28.  We present the components in the same order they were 

introduced in the previous section. 

 

Figure 28. News module component diagram. 
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News Crawler component 

The News Crawler component is an adaption of the Scrapy Framework19. Scrapy is an open source high-

level web scraping and crawling framework for Python. This framework was selected because it is a 

widely used, well documented scraping framework and the author has previous experience using it. 

The Scrapy framework architecture diagram is presented in Figure 29.  The item pipepline component 

has been replaced by a custom built News Parser which considers the specific features of the data 

sources and architecture used by SPEAk. The Spiders module is the only component that must be 

implemented (see Section 5.1.2.2) in order to crawl the news from the different news sources. SPEAk’s 

custom news parser is presented next. 

 

Figure 29. Scrapy architecture diagram20. 

News parser 

After the news articles are crawled, the News Crawler component provides a structured representation 

of the collected web document using a parser class for each news source. A base parser class provides 

the basic common functionality to extract RDFa information and return a JavaScript Object Notation 

(JSON) representation of the news article. 

                                                           

19
 http://scrapy.org 

20
 Source: http://doc.scrapy.org/en/latest/topics/architecture.html 
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Figure 30. News parsers class diagram. The two source specific classes inherit from the BaseParser class. 

The class diagram in Figure 30 for the parser classes shows the methods to extract information form the 

raw HTML document. After this component provides a JSON representation, the named entity 

component is ready to start the named entity recognition and entity linking tasks. 

Named Entity Component 

This component performs the NER and entity linking tasks defined in page 13. The NER task is delegated 

to the Open Calais21 service. The Entity Extractor interacts with Open Calais through an HTTP API and 

returns the entities recognized in the text. An example of the type of information about the detected 

names Entities is shown in Figure 31. 

The detected entities are then linked to the entities in the knowledge base. If a named entity cannot be 

linked to an entity, it is assigned a new URI and its appearance in the news source and entity name are 

stored as RDF triples in the RDF Store. 

 

 

                                                           

21
 http://www.opencalais.com/ 
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Figure 31. Open Calais API response containing the information for the named entity Medellin. 

The entity linking task is provided by the EntityMatcher represented visually in the Named Entity module 

class diagram in Figure 32.  

This class relies on the FuzzyWuzzy library for fuzzy string matching22 and uses a heuristic based on the 

string similarity, measured by the Levenshtein distance metric, longest common substring, and word 

order of the named entities names in the news article and the names of the known entities in the KB. 

 

Figure 32. Named Entity module class diagram. The class on the left is responsible for the NER task and the class on the right for 

the entity linking task. 

Now that the article is linked to the entities in the knowledge base, it is imported to the RDF Store by the 

news importer component. 

                                                           

22
 http://chairnerd.seatgeek.com/fuzzywuzzy-fuzzy-string-matching-in-python/ 
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News Importer component 

After the news articles crawled are available as structured objects and the entities contained in the news 

article are linked to the KB, the News Importer component represents this information as RDF triples and 

uses the RDF Importer component to insert the triples in the RDF store. This module contains an abstract 

base class to define an interface that all News Article importer classes must implement. This interface 

requires that all NewsArticle importers implement a map and reduce method, as shown in Figure 33.  

 

Figure 33. NewsImporter module class diagram. NewsImporterABC is an Abstract Base Class. 

This interface allows the news import process to be implemented as a Map Reduce job, as the volume of 

news articles is expected to be large and the distributed processing of this data source enables SPEAk to 

use a platform like Apache Hadoop to handle the scalability and distributed processing requirements. 

 This is the final step of the news importing process; the News Importer will pass the graph to the RDF 

importer component, responsible of storing it in the knowledge base. 

After presenting all the components that make up SPEAk, we will present the initial ontology model. 

4.4 SPEAk ontology 
The SPEAk ontology is used to fulfill the objective of integrating and inferring new information from the 

data inside the knowledge base. The ontology is presented by giving an overview of the steps involved in 

the modeling process.  

Ontology modeling 

The idea of presenting this modeling process is that it might guide a second iteration process to produce 

a new, improved ontology. The simple knowledge-engineering methodology proposed in [20] is used to 

create the ontology.   

This methodology proposes the following set of steps which were followed with the aid of an informal 

interview to a senior staff member of the PMO Congreso Visible and based on the interviews to previous 

members of this PMO conducted in [10]. 
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4.4.1 Determine the domain and scope 

It is important to consider what use the ontology will be given and some questions where the 

information in the ontology should be enough to answer. 

The member of the parliaments and the representation of their relationship with appearances on the 

media is the domain of the ontology. A group of possible questions the ontology should be able to 

answer is provided in the following list: 

Competency questions 

1. What are the topics associated to a member of the parliament? 

2. In what news articles is a member of the parliament mentioned? 

3. What members of the parliament have been investigated? 

4. What is the Wikipedia page of a certain member of the parliament? 

5. What are all the bills related to a certain topic? 

6. What are all the bills related to a certain member of the parliament? 

7. What is the date of birth of a certain member of the parliament? 

8. How many female/male members or the parliament are there? 

Not that these questions include information from Wikipedia and the date of birth for members of the 

parliament. These requirements must be taken into account later on in the modeling process. 

4.4.2 Consider existing ontologies 

It is worth checking if it is possible to reuse existing ontologies, especially since SPEAk must interact with 

other applications and data sources. The following existing ontologies were identified during this step. A 

link to the ontology documentation is provided for reference: 

 Dublin Core to describe parliamentary documents and news articles.  

http://dublincore.org/documents/dcmi-terms/ 

 Friend of a Friend (FOAF) to describe members of the parliament and named entities.  

http://www.foaf-project.org/docs/specs 

 Open Graph Protocol to describe news articles. 

http://ogp.me/ns 

 GeoNames to describe the cities and regions related to the parliament and its members. 

http://www.geonames.org/ontology/ 

4.4.3 Enumerate important terms in the ontology domain 

The informal session with the CV staff member produced over twenty terms, a subset of the most 

important terms in the list is visually represented in Figure 34. The terms will be used later on in the 

modelling process to identify classes and attributes in the ontology. 

http://dublincore.org/documents/dcmi-terms/
http://www.foaf-project.org/docs/specs
http://ogp.me/ns
http://www.geonames.org/ontology/
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Figure 34. Subset of important terms in the SPEAk ontology domain. 

4.4.4 Define the classes and class hierarchy 

Using the terms in the previous list (classes tend to be terms in the list that refer to independent objects 

that exist and not terms used to describe these objects [20]) and the aid of a domain expert, the class 

hierarchy in Figure 35 is defined. 

 

Figure 35 SPEAk ontology: Class hierarchy. 

The relation between the Person classes is shown as an example of a relationship with an external, 

equivalent class. In this case, the FOAF Person class is related to the Person class defined in the SPEAk 

ontology. 
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4.4.5 Define the slots (properties of classes) 

We present the slots for the Member of the Parliament (MP) class, as including all the slots for every 

class in the ontology will be a very repetitive process that will not aid in the objective of presenting the 

used methodology, which is the goal of this section. 

The properties in Figure 36 include FOAF or CV before the name of the slot to indicate which properties 

are re-used from the Friend of a Friend ontology and which properties are newly defined in the SPEAk 

ontology (using the CV namespace).  

 

Figure 36. Slots for the Member of the Parliament (MP) class 

The dateOfBirth, gender, and name properties are inherited from the People class, but included in this 

example for completeness. 

4.4.6 Define the facets of the slots 

The final step is to provide restrictions such as how many values a slot should have (cardinality) or the 

expected types of the values that will fill the slots.  The type restrictions and domain and range of the CV 

slots in Figure 36 are presented next. 

 CV:chamber 

o Type: Instance (this slot will be filled by an instance of the classes in the slot range) 

o Range: Instances of the class Chamber. 

o Domain: MemberofParliament class 

 CV:hasInvestigation 

o Type: Boolean 

o Domain: MemberOfParliament class 

 CV:dateOfBirth * Inherited from CV Person class 

o Type: xsd:dateTime Timestamp 

o Domain: FOAF Agent class 

 FOAF:gender * Inherited from CV Person class 

o Type:  Instance (SPEAk constraints this slot to be filled by instances in slot range) 

o Range: CV:Gender class instances 

o Domain: FOAF Agent class  



 

37 

 

5 Implementation and Evaluation 

5.1 Implementation 

5.1.1 Development Environment 

SPEAk is developed using the Python programming language version 2.7 and the Linux operating system, 

specifically the KUbuntu 13.10 distribution.  The components that require Java are run using version 7.51 

of the Sun Java Virtual Machine (JVM). 

For the news import process the MapReduce job is run on a small cluster of three machines running the 

Debian (Squeeze) operating system and the Cloudera CDH4 distribution23. 

The machines have the following specifications: 

o Processor: Intel Core i5 (64-bits). 

o RAM: 4 GB of consumer grade DDR3 memory. 

o Hard Drive: Every machine has at least 100 GB of free disk space on a 7200 RPM hard drive. 

5.1.2 Component Implementation 

5.1.2.1 RDF Module 

All the RDF module components, except the RDF importer, are implemented using the Jena Fuseki 

server. The configuration file for Jena Fuseki is shown in Figure 37. 

 

Figure 37. Jena Fuseki configuration file. 

                                                           

23
 http://www.cloudera.com/content/cloudera/en/products-and-services/cdh.html 
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The RDF importer is implemented as a Python module using the rdflib library to access the SPARQL end-

point. 

5.1.2.2 News Module 

Obtaining unrestricted access to news websites proved to be a very difficult task, as all the major 

national newspapers and magazines publish their information without permission to reproduce or store 

their work. The first step was to request permission to access news sources, either directly from the 

news source website, via an Application Programming Interface (API), or by gaining access to an archived 

copy of news articles. As of today, not a single request sent to the News Sources (see Appendix A) has 

been answered.  

The proprietary content of the news sources is not stored in SPEAk and its use is limited to: 

 Extract Semantic Information provided by the publisher in the form of RDFa24 tags inside the 

news article XHTML, such the associated topics, publication date, author, etc. 

 A natural language analysis to detect and link named entities appearances to entities in the 

Knowledge Base. 

 Link Entities to news articles were they are mentioned and provide a link to news source 

website. 

For each news source (i.e. semana.com and elespectador.com) a subclass of the Scrapy’s Crawl Spider 

class is designed for each news source. This spider class inherits most of its functionality and only has to 

define some attributes to define a starting page for the crawling process and the rules to follow links and 

parse pages. Figure 38 show the source code of the news spider for the news site Semana.com.  

                                                           

24
 http://www.w3.org/TR/2008/REC-rdfa-syntax-20081014/ 
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Figure 38. Source code of the SemanaSpider using the Scrapy framework. 

5.1.2.3 PMO component 

The PMO component is implemented as a Python script that connects to a Postgres 9.01 database 

containing a SQL dump of the Congreso Visible database. It uses the pyscopg2 library25 to access the 

RDBMS database and the rdflib library to generate the graph representation passed to the RDF importer. 

5.1.3 Ontology Implementation 

The ontology was implemented using version 4.3 of the desktop edition of the very popular Protégé 

ontology editor26 and exported as an RDF/XML file. Figure 39 show a screenshot of the top level menus 

and main edition categories in Protégé. 

 

Figure 39. Screenshot of the Protege ontology editor user interface. 

                                                           

25
 http://initd.org/psycopg/ 

26
 http://protege.stanford.edu/ 
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5.2 Evaluation 

5.2.1 Named Entity Recognition and Linking 

To evaluate the results of the NER and linking tasks a random sample of 370 news articles, out of the 

total number of 9,420 articles referred to in the KB for the news portal El Espectador, was manually 

annotated in order to calculate recall and precision figures for the named entity linking task. 

For each news article, the results for each of the identified and linked entities was summarized in a 

spreadsheet and given to a human evaluator. A fragment of this evaluation file is shown in Figure 

40.Figure 40. Some rows in the table used to evaluate the NER and linking tasks.  

The complete spreadsheet contains a total of 3,907 rows, for an average of 10.5 named entities 

recognized per individual article. 

 

Figure 40. Some rows in the table used to evaluate the NER and linking tasks. 

5.2.1.1 Collected news articles 

In terms of volume a total of 11,048 articles from the two data sources were collected during a crawling 

period of two months. The duration of this project did not allow more detailed measures like an 

estimated velocity since the number of articles collected per day varies greatly according to network 

conditions and seed pages selected, conditions that would have to be controlled in order to arrive at 

such measures. 

An analysis of the number of articles in each category was performed on the sample dataset used to 

evaluate the NER and linking tasks. The results are summarized in Figure 41.   

 

Figure 41. Number of articles in each news category for the sample data set. 

5.2.1.2 Precision and Recall scores 

In order to calculate precision and recall figures for the NER tasks, all of the named entities in the sample 

would have to be annotated and the 3,907 named entities detected by Open Calais inspected to verify 
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they did not contain any false positives. This process is outside the scope of this work, and is not needed 

to evaluate the task more relevant to this work: the Named entity linking task. 

The human evaluator determined there were 180 references to entities in the Knowledge Base (i.e. 

references to current and former members of the parliament present in the Congreso Visible database 

as of February, 2014). This number is shown in the Relevant Entities column in Figure 42, along with the 

number of entities that were correctly linked to an entity in the KB, and the number of entities that were 

incorrectly linked either because they were associated to an entity that does not correspond to the real 

world entity they represent, or were not linked to the right entity when it was present in the KB. 

 

Figure 42. Summary the results of the manually evaluated articles sample. 

Using the previously mentioned figures, the recall and precision scores for the Named Entity Linking 

tasks are calculated: 

 

5.2.1.3 Integration tests 

As previously mentioned SPEAk uses the Open Calais API to recognize named entities and this 

component has not been evaluated using the standard recall and precision figures. However, integration 

tests are used to verify that the entities in a test article are properly recognized and categorized.  

The test classes for the EntityExtractor and Entity Matcher and the test methods of each class are shown 

in Figure 43. 

 

Figure 43. Test classes for the NamedEntity component. 
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5.2.2 Published Open Government Data Rating Models 

Sir Tim Berners-Lee proposed the following five-star maturity model for publishing government data 

[34]: 

 1 star: publishing data on the web even in proprietary and desktop-centric formats 

 2 stars: publishing data in machine-readable formats such as spreadsheets documents  

 3 stars: publishing data in machine readable and non-proprietary formats using open standards, 

e.g., CSV  

 4 stars: publishing data using linked data principles 

 5 stars: linking the available data.  

According to the previous model, the current Colombian OGD initiative27 has a 3 stars rating. The 

proposed solution follows linked data principles and links the available data, achieving a five stars rating 

according to the previous model. 

Kalampokis et al. propose a more complete classification scheme [9], illustrated in Fig. 1. This model 

takes two dimensions into account: the technological dimension divided according to Tim Berners-Lee 

five-star technological maturity model presented in above, and the organizational dimension 

corresponding to the way in which data is published by the different government agencies. 

 

Figure 44. Kalampokis’ classification scheme.28 

SPEAk is designed to provision the data indirectly from the different sources used, and, as mentioned 

earlier, link the available data. Thus, SPEAk is located in the Indirect Provision of Linked Data quadrant. 

5.2.3 Prototype App 

To test the use of SPEAk to meet the objective of delivering relevant, accessible and linked information 

to citizens about high-profile Colombian public figures, this work presents a prototype application, 

referred to as the SPEAk Final User App. 

                                                           

27 http://www.datos.gov.co 

28
 Source: Kalampokis et al. [9] 
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This application presents a profile of every member of the parliament in the KB and their related 

properties and appearances in the news and visualization designed for an exploratory data analysis. A 

screenshot of this application is shown in Figure 45. 

 

Figure 45. Screenshot of the SPEAk final user app. 

An important finding when interacting with SPEAk from an end-user application is that the RDF store 

response time is too high to provide the expected performance of a standard web application. A simple 

way to handle this problem while the RDF store is optimized is to use a caching mechanism wherever 

possible. 

5.3 Discussion 
The obtained results provide supporting arguments to conclude that the presented solution meets the 

expected requirements. In terms of linking members and former members of the parliament to news 

sources, the obtained recall and precision figures are widely accepted in the Information Retrieval 

context. The design decisions proved to be correct as the data sources could be integrated into the RDF 

store using existing solutions and using open source components (e.g Scrapy crawler, rdflib, Jena) 

wherever possible. This was possible because the designed components are loosely coupled since they 

use standard protocols and file representations to exchange information. Adding another data source is 

a simple process since an interface that news data sources can implement and reuse all other SPEAk 

components is included in the solution design. 

The evaluation process also identified components that require further configuration or that may be 

replaced with a different solution. This is the case of Jena’s TDB RDF storage solution. The end user 

application experienced high response times when querying the RDF store. SPEAk’s design however, 

makes this replacement simple as long as the new RDF component interacts using the SPARQL standard. 

Presenting a fully implemented solution shows that semantic technologies are quickly reaching a status 

were they can be used to build useful systems that can interoperate with existing technologies and use 

information such as open government data that has historically been confined inside databases not 

designed with data distribution and linking from the beginning.  
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6 Conclusions and Future Work 

6.1.1 Conclusions 

This work proposes the use of semantic web technologies as a means to integrate and provide uniform 

access to open government data, linked to information from other non-government data sources, such 

as news websites and Wikipedia. The solution provides an interface that can be used by third party 

applications to provide value added services using the data and inference capabilities of the knowledge 

base. 

The results obtained in the SPEAk Final User App prototype presented in section 5.2.3 validated this 

objective showing that the semantic web standards are a feasible alternative that can be used as a 

replacement or complement for more mature data storage technologies. 

Information from RDF data sources was integrated with external sources using an initial ontology that 

although conceptually simple, provided enough metadata to allow inference and data reconciliation.  

In spite of the promising results, the current status of the Colombian Government Data initiatives did not 

allow a direct consumption of OGD and Congreso Visible had to be used as an indirect source for this 

type of data. This is the biggest challenge that must be overcome in order to provide government 

information linked to the topics the citizens care about and that allows them to access external sources 

of information to form their own opinion.  

6.1.2 Future Work 

From the previous conclusions and delivered results a set of improvements and extensions can be 

identified. 

6.1.2.1 Link to other Open Government Data  

This is the biggest opportunity for improvement. As the Colombian Open Government Data initiatives 

reach a higher level of maturity the barrier to integrate OGD data directly will lower.  More importantly, 

the amount and quality of the published data must reach a level were the value of the information that 

can be extracted for such data justifies the effort to process and incorporate the data to a solution such a 

SPEAk.  

6.1.2.2 Refine and extend the SPEAk ontology 

The scope and duration of this work, along with the author’s lack of previous experience with ontology 

modeling did not allow a more complete ontology to be included in the solution. 

6.1.2.3 Use semantic information to link named entities 

The named entity disambiguation component could be easily extended or replaced to exploit the 

semantic information stored in the data sources and SPEAk Knowledge Base using techniques like 

Wikification.29 

                                                           

29.http://digital.library.unt.edu/ark:/67531/metadc31001/m2/1/high_res_d/Mihalcea-2007-Wikify-Linking_Documents_to_Encyclopedic.pdf 
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6.1.2.4 Develop more value final user applications 

The information already stored in the KB could be used for example to develop an application were a 

citizen can ask questions in a domain specific language about political figures, and current news topics. 

For instance, the knowledge base could be used to provide an answer to: 

• Questions about personal information of a person. For instance, who is Juan Manuel Santos? Or, how 

old is Ingrid Betancourt? For this kind of questions the citizen already knows the person he is interested 

in, but wants to obtain or verify information linked to him. 

• Questions where the user is interested in a topic and wants a list of public officials or news related to 

that topic as an answer. A question of this kind could be: who is in favor of signing a peace agreement 

with a terrorist group? Or what news articles mention politicians who oppose abortion? This allows a 

citizen to discover political figures related to his interests. 
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Appendix A. – Request for Data Use 

 

 


