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Abstract—The objective of this paper has been to design a
control strategy that brings a solution to the coverage control
problem, through evolutionary games and population dynamics.
The proposed strategy helps to allocate optimally a group of
agents in a two dimensional space, depending on an event density
function, and is based on a utility function. This utility function
is related to the event density function and defined for each
agent so they try to maximize it, moving in the mission space,
following a behaviour established by best response dynamics.
The solution has been tested and compared through simulations
with traditional optimization algorithms like gradient descent,
showing a good performance. This allows the strategy to be used
in a group of real agents, who are capable to inform their current
location and represent mobile sensors, and the results obtained
agree with the simulations, demonstrating that the algorithm
could be implemented in real situations where coverage control
of multi-agents systems may take place.
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I. INTRODUCTION

REcent development in robotics have helped to build
various types of vehicles that need no human crew, like

drones or unmanned aerial vehicles (UAV) that can be used
in various tasks where human interaction could be dangerous,
like wildfire monitoring or pollution detection or some military
missions like search and rescue missions, reconnaissance and
surveillance [4]. In these cases, it would be useful to be
able to use smart agents that cooperate and locate themselves
optimally; this problem is known as coverage control. In some
other cases, it is necessary to allocate spatially some resources
like sensors in a dynamic environment, or communication
towers or mailboxes in a city. Locational optimization is a
discipline that helps to solve these problems and is closely
related to coverage control.

Different approaches to the coverage control problem have
been developed in recent research, most of them make the
problem a distributed control problem. In [2] the problem is
seen as a minimization problem and is solved through Voronoi
partitions and the Lloyd algorithm, where the centroids of the
Voronoi cells are determined by the event density function
and the mobile sensors try to reach the centroid of the cell.
For the algorithm to be distributed, each agent needs to know
how to calculate its own Voronoi partition, which depends
on the current positions and the sensing radius. Because of
that, each agent updates periodically its sensing radius, to
be the minimum needed to calculate precisely the partition.
Simulations are performed to show the agents behaviour to
different event density functions. In [1] the problem is seen

as a maximization problem and is proposed to be solved
through traditional optimization algorithms (in explanation,
gradient descent). In this case, the sensing radius is constant
and each sensor knows information only from close sensors.
No simulations are performed and the statement of the problem
presented in there is the one used in this paper. In [7] and
[4] the problem is solved through gradient descent and adds
functionality to take into account obstacles. In [7] navigation
functions are used to help to avoid obstacles and in [4] the
event density function in the obstacles is redefined so the
mobile sensors do not expect events to happen in them and
to reduce the capability of a sensor to detect an event on the
other side of the obstacle. Finally, in [5] and [6] the problem
is seen as a problem of optimal trajectories (optimal control),
instead of optimal locations, in one dimension in the first one
and two dimensions in the second one.

The main contribution of this paper is the design of a control
strategy that solves the coverage control problem, through an
approach of evolutionary games, more precisely, best response
dynamics that are based in the population dynamics. Here a
utility function for the agents is designed and it is shown
that the fact that each agent tries to maximize its own utility
functions, following the best response dynamics that determine
the theoretical speeds of the agents, implies that the main
target function is maximized too. The partition of one function
into several different functions means that any agent can
concentrate in optimize its own problem and one big target
function transforms into an equivalent problem with several
smaller target functions. This also means that the control
applied is distributed. Another remarkable contribution of this
paper is that, known that simulations present suitable results, a
solution that includes non conventional hardware and software
resources is presented, so the algorithm can be implemented
in physical agents.

The Remainder of the paper is organized as follows. In
Section 2 the problem to solve is described and the opti-
mization function is presented and explained, as stated in
[1], few relevant concepts are explained and an introduction
to evolutionary games and population dynamics is presented.
Section 3 presents the approach designed to solve the coverage
control problem and the resources used for the simulations
and implementation. Section 4 shows the results obtained
in the simulations and the implementation of the algorithm
in physical agents, followed by Section 5 where some final
conclusions are presented and future work is described.
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II. PROBLEM STATEMENT

A. Coverage Control

Consider a region Ω ∈ R2 called mission space. In this
mission space an event density function R(x),∈ Ω exists. This
function represents the frequency of an event taking place,
for example, wildfire growing and exceeding some admissible
limit. R(x) must satisfy R(x) ≥ 0∀x ∈ Ω and

∫
Ω
R(x) <

∞. There are N mobile agents, that act as sensors, in the
mission space. The locations of the Agents are denoted as
s = (s1, ..., sN ), si ∈ Ω, i = 1, ..., N . Each agent will detect
an event taking place at a point x with a probability pi(x). This
probability is a decreasing function of the distance between the
point an the agent ‖si − x‖. A common probability function
used may be:

pi(x) = p0ie
−λi‖si−x‖ (1)

where p0i and λi are determined by the sensor. The sensing
capability is also limited by a maximum distance D, so any
event in a location x subject to ‖si − x‖ > D will cause
pi(x) = 0.

With these sensing agents, the principal objective of cover-
age control is to maximize the probability of detecting events
in the mission space. For this purpose, the joint probability
function of an event taking place in x, being detected by any
of the agents is given by:

P (x, s) = 1−
N∏
i=1

[1− pi(x)] (2)

where it is assumed that the probability of detection of
each agent is independent to others agents probabilities. The
objective is to maximize the probability of detecting events
taking place in any point of Ω, so the function F (s) to
maximize is:

F (s) =

∫
Ω

R(x)P (x, s) (3)

that is, R(x)P (x, s) could be viewed as the probability of
an event taking place in x and an agent detecting it. The
integral is added to take into account all the points in x.
R(x) is given by the context of application and as said before,
p0i and λi are fabrication parameters of the sensors so the
function optimization variables are the agents locations si. Due
to the integrals involved, the problem can only be solved by
devices with high computational capacity. It is also seen that
the number of agents increases the requirements.

An alternative, as presented in [1] is to use a distributed
version of the problem. For that, it is used the fact that agents
can only detect in points closer than the distance D. It is de-
fined the region of coverage if agent i, Ωi = {x : di(x) ≤ D},
where di(x) = ‖si − x‖. If Equation (3) is changed, so Ωi
repaces Ω, it can be seen that some agents will not take
part of the product, because they may be to far from the
agent i. More precisely, if the distance between the agent
i and an agent k is shorter that 2D, there will be some
points inside Ωi where agent k will be able to detect the
event. The neighbourhood of agent i is denoted as Ni and

is defined Bi = {k : ‖si − sk‖ < 2D, k = 1, ..., N, k 6= i}, so
the agents included in the product are only those that are in
the neighbourhood.

B. Evolutionary Games and Population Dynamics

1) Evolutionary Games: In traditional games, a game is
composed only by two players, that have a finite quantity
of strategies. The earnings of each player, depending on the
strategies they decide to use are determined by a payoff matrix.
The objective of each player is to maximize its own benefit
by changing the strategy it is using. A point of equilibrium
is reached when none of the players can change its strategy
without reducing its benefits.[12]

Evolutionary games, on the other hand, are characterized by
having more than two agents and a set of infinite strategies.
Because of this, the change in the strategy of a player is
represented by a differential equation, where the rate of change
of the strategy selected is a function of the strategy of players.
That is:

ṡi = f(si, s−i) (4)

where si is the strategy played by the player i and s−i
are the strategies played by the players other than i. An
equilibrium will be reached when none of the players want
to change. That is, ṡi = 0∀i.

2) Population Dynamics: An special type of evolutionary
games, the population dynamics, are generally used to explain
the change of populations selecting strategies. In this cases, the
populations are large and there is no interest in observing the
behaviour of one single player, but the hole mass behaviour.
An introductory example to population dynamics is the hawk-
dove game: in some habitat coexist n Hawks and Doves. Let p
be the fraction of hawks in the population and 1−p the fraction
of doves. To reproduce, the hawks and the doves need to find
a good nest. If a hawk meets another hawk in a nest, they
will fight until one dies, with 50% of probability. If two doves
meet in a nest, each dove will get the good nest with 50%
probability, but they will not fight. Finally, if a dove meets a
hawk in the nest, the dove will leave the good nest to the hawk
and will find a bad nest. In time, the change of the population
fraction of hawks will follow the equation:[11][13]

ṗ = p(fh(p)− f̄(p)) (5)

where fh(p) is the expected number of offspring for one
hawk. More generally, this is called the fitness function and
f̄ is the mean fitness function. The equation presented here
is called replicator equation and is one type of population
dynamics.

In a general case, the rate of change of a population playing
some strategy is determined by the benefit it gets for using
such strategy and the benefit the other populations get for
using their strategies. Also, the benefit each population get is
determined by the size of population playing such strategy.
The equilibrium point will be reached when all the fitness
functions be equal or some population reduces to zero.
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3) Best Response Dynamics: There are many different
classes of Population Dynamics. As seen before, one of them
are the replicator dynamics and are generally used to represent
populations. Another kind of Dynamics are the Best Response
Dynamics. For these dynamics, each population will try to
maximize its benefits via an utility function and will respond
dynamically in the following manner:[8]

ṗ = arg max
pi

Ui(pi, p−i)− pi (6)

where Ui is the utility function of population i. The equi-
librium point will be reached when each population finds the
size that maximizes its utility function.

III. SOLUTION PROPOSED

A. Games approach to coverage control

It was shown before that the target function could be divided
in various functions so the problem becomes a distributed
control problem. It is also needed to define an utility function
for each agent that meet the same objective of the coverage
control. To solve this, an utility function is proposed, through
the Wonderful life Utility (WLU). The WLU states that an
utility function can be determined to meet the global target
function needs with the following definition:[9][10]

Ui(s) = F (si, s−i)− F (s0
i , s−i) (7)

where si is the strategy played by agent i, s−i are the
strategies played by the agents other than i, F is the target
function and s0

i is known as the null target or null action. In
the case of sensing nodes, it means that the node i turns of
its sensing capabilities. The Equation (7) represents that the
utility function of the agent is its marginal contribution to the
global target function and expects to remove the unnecessary
dependencies on other agents. Replacing Equation (3) in (7),
it can be demonstrated that the utility function for each agent
is given by:

Ui(s) =

∫
Ω

R(x)

N∏
k=1,k 6=i

[1− pk(x)] pi(x)dx (8)

Remembering that each agent has a detection radius R, the
Equation (8) can be rewritten:

Ui(s) =

∫
Ωi

R(x)
∏
k∈Bi

[1− pk(x)] pi(x)dx (9)

This equation can be interpreted as a will of each agent of
detecting the event by himself, hopping that the other agents
do not detect the event. The agent will be paid more if he
maximizes his probability and no other agents come close to
where it is.

B. Simulation

As said in Section 2, the computation of the integrals
requires high computational capacities, because it needs a
discrete approximation to sums. For this purpose, a grid around
the detection radius of the agents is established through a

resolution step ∆. This step also defines a grid size V , so
that the grid has (2V + 1)× (2V + 1) points. At this point it
is useful to define two variables u and v that represent some
point in the grid, seen from the frame of reference of the agent.
This means that a point x within the range of sensing of an
agent is expressed as xi = si + ∆[u v]T . The functions that
compose Ui(s) are redefined in terms of u and v:

R(x) = R̃i(u, v)

pi(x) = p̃i(u, v)∏
k∈Bi

[1− pk(x)] ≡ B̃i(u, v)

this means that for agent i, R̃i represents the portion of R
known by the agent and p̃i is a decreasing function of u and
v. With these definitions, the utility function is rewritten:

Ui(s) ≈ ∆2
V∑

u=−V

V∑
v=−V

R̃i(u, v)B̃i(u, v)p̃i(u, v) (10)

An interesting fact is that p̃i(u, v) could be seen as a matrix
and its values remain unchanged, independently of the position
si, so the matrix can be stored since the beginning of the
simulation.

The simulation is done with Matlab and follows the next
algorithm:

Determine number of agents
Initialize parameters (D, pi(u, v), V , ∆, R, s(0))
Determine iterations to execute
while iterations less than total do

Compute agents neighbours
for agents do

for a group of points near do
Compute R̃i(u, v)
Compute B̃i(u, v)
Compute Ui(s)

end
Select the position with highest Ui(s)
Compute ṡ as in Equation (6)
Compute next position with Euler method

end
Compute F (s)
Store information

end
Plot data

Algorithm 1: Simulation algorithm

C. Implementation in real agents

A group of robots were used to represent the agents that
accomplish the task of sensing the events and covering the
area. The system is composed by 4 robots, a camera, a RF
(Radio Frequency) module and a computer. The robots have
to be placed in a black floor and the Camera placed about
2 meters in height and in the middle of the area to cover.
Each robot is composed by two motors that make two wheels
spin, an antenna to receive the commands from the computer,
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Fig. 1. Robot used for the implementation

a battery of 7.4 V and the electronics needed to use these
elements. On the top of each robot, there are 3 squares of
different colors. The camera acquires the images of the black
floor and the colors of the robots and send them to the
computer. An image processing algorithm, based in the YUV
color space identifies the position of each robot and the angle
it is heading to. In the computer, an algorithm to decide the
speeds of the motors of the robots is executed and via the
RF module, the computer tells the robots when to change the
motors speeds. The program used for this purpose is written
in C++ language and can be edited.

The algorithm developed in the simulation is later adapted
to be used in real time to control the actual position of the
agents. One big problem found in the simulation phase is that,
due to the integrals calculated, the program took too long to
run. The time spent was much longer than the accepted and
this could mean that the robots would not react in time to
move to the right place and that causes instability. The problem
is solved using NVIDIA CUDA[16]. CUDA is a platform,
developed by NVIDIA, that allows parallel programming and
computing, using a GPU device. The GPU device used in this
project is a GeForce GTX 480. It has a compute capability
(could be seen as the version) 2.0, 448 CUDA cores and 1280
MB of memory. Due to hardware incompatibility, the GPU
device, and the camera and RF module cannot be in the same
Computer. The camera and the RF module are installed in one
machine and the GPU device is installed in other machine,
both machines communicate through Ethernet, using a UDP
channel.

As defined in Equation (10), the integral is calculated
approximating to sums and defining a grid. Each part of the
grid can be calculated without depending on other parts of the
grid, so parallel computing is highly applicable in this case.
In recent versions, Matlab allows interaction with CUDA. A
C++ function, called CUDA kernel, must be defined and called
from a program in Matlab so the GPU can be used without

Fig. 2. MATLAB interface

creating a complete C++ program. A new Matlab program
that acquires the actual position of the robots and calculates
the next position is created to interact with the program that
controls the robots. This program runs continuously and allows
the user to change the current event density function. It also
shows the user the current event density function, the locations
of the agents and the values of the utility functions.

The C++ program sends the actual positions of the robots
to the MATLAB program. The MATLAB program uses the
GPU to calculate the next positions, based on the current event
density function and the robots positions and send them back
to the C++ program. With the next ideal positions, the C++
program calculates an algorithm with a controller that has
a P controller on the position error and the angle error and
moves the robot, then sends the positions and it starts again.
The program runs continuously until one of the programs is
stopped.

IV. RESULTS OBTAINED

A. Simulation Results

Simulations were done initially to see the behaviour of
the algorithm. Main results are seen in figures 3 to 5. For
this simulation, a mission space of 240 by 180 cm mission
space is defined. Five agents were used in the simulation with
parameters p0i = 0.9, λi = 0.1,∀i = 1, ..., 5 and D = 20. The
event density function is (redefining x as its components in x
and y):

R(x, y) = 0.9
(
e−2.25×(x−175)2−3×(y−45)2

)10−4

+ 0.6
(
e−3.75×(x−65)2−5×(y−130)2

)10−4

(11)

That is, two Gaussian functions with maximums in (175, 45)
and (65, 130). The first one decreases slower and has a bigger
maximum than the second.

In Figure 3 the locations of the agents in the mission space
can be seen with the event density function. The crosses
represent the points where the agents began and the small
circles represent the points where they end. Each coloured
line represent the trajectory followed by an agent and the big
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Fig. 3. Agents locations change in time and the event density function

circles represent the detection radius of the agents. As it can
be seen, three agents try to find the first maximum and two
agents the second. The Equation (8) shows that the utility
function of an agent decreases as other agents come close to
it (pk(x) 6= 0). This explains why the agents do not come
closer to the center of the Gaussian

Fig. 4. Utility functions of the agents in time

Figure 4 shows the change of the utility functions of the
agents in time. Each color represents the agent of the same
color in Figure 3. The red line finds its maximum first, because
is the agent that starts closer to the maximum, but soon the
yellow one comes close and makes the utility function of red
decrease. The blue one is the furthest but when it comes close,
the utilities of red and yellow decrease again. On the other
side, the green and the purple agents behave in the same way
of red and yellow at the beginning. Their utility functions are
worth less because that maximum is smaller than the other.
At the end, no agent can move without making its own utility
function decrease.

The evolution of the target function is showed in Figure 5.
It reaches its maximum after about 2 seconds and is always
increasing, regardless the fact that some of the agents utility
functions decrease in some points. This shows that the utility
functions defined promotes the global objective. It is important
to remark that the value found is a local maximum. Another
local maximum can be found, for example, if four agents go
to the bigger Gaussian and only one to the other. In that case,

Fig. 5. Target function change in time

the value of target function would be 1241, compared to the
value of 1173 obtained in this simulation.

B. Implementation Results

1) CUDA performance: The first part of the implementa-
tion part is to transfer the heavy part of the program from
MATLAB to a CUDA kernel and see how well it works.
As expected, the execution times reduced drastically. In the
simulation process, an iteration of the program spent about 3.5
seconds in average, while in the CUDA version, an iteration
spent about 0.02 seconds in average. However, that is not the
time spent in the hole process. The program also need to
read the information sent from the other program and send
back the information. As measured in the program in C++,
the time spent in a whole iteration (receiving, calculating,
sending, waiting and receiving again) is about 60 milliseconds.
In practice this showed to be an acceptable performance for
the robots to move to the expected positions.

C. Real time execution

A test with the physical agents is done. In this case, the
agents were four and the sensing parameters were the same in
the simulation. As the program allowed to change the event
density function, the function is changed after 18 seconds
of test and after 24 seconds. After 35 seconds, one agent is
suddenly moved to another location. The results are shown in
figures 6 to 8. A low pass filter is applied to all the trajectories
because the camera used to recognize the positions presents
some noise and it is transmitted to the real positions of the
agents and on.

In Figure 6, the agents locations are showed. The crosses
represent the points where the agents begin and the circles
the places where the agents finish. At the beginning, the
event density function is a Gaussian function with center in
(120, 90), so al the agents move toward the center. The stable
positions of the agents for this case are the black squares.
As seen in the simulation, the coverage radius of the agents
intersect a little. In the time 18 seconds, the event density
function changes to a constant value within the circle with
center in (120, 90) and radius 60, so the agents try to increase
the area they cover, because the best they can do is to be
isolated from the other agents. The plus signs represent the
optimal locations of the agents in this scenario. Six seconds
after, the event density function is changed again, this time for
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Fig. 6. Agents locations change in time

the same in the simulation. The result is that two agents search
one maximum and the other two agents the other maximum.
In this case the positions of the agents are represented by the
small triangles. The positions of the two agents that search the
smaller peak are the same as in the simulation, as it is expected
to happen. Finally, one agent (the purple line) is moved by
hand to a place near to the other two agents. The result are
the final positions, represented by the small circles. It can be
seen in this point, that the agent that remains alone, now goes
to the maximum and the other two realign to form a triangle
around the center of the Gaussian.

Fig. 7. Utility functions of the agents in time

The Figure 7 shows the evolution of the utility functions
of the agents. As expected, the values of the function suffer
discontinuities in the moments that the event density function
is changed and when the agent is moved. It can be seen that
the behaviour described in the simulation repeats here: one
agent finds its maximum first, and then other agents make it
decrease. In this case the response presents oscillations due to
the dinamics of the agents: they do not move exactly as in the
simulations, they have to turn until they find an appropriate
direction and then move.

In Figure 8 it can be seen the change of the target function in
time. It shows the same expected discontinuities as the utility
functions, but after one jump, it is always increasing. The
value of the function after the first jump is smaller, due to the
constant used for the function. The function decreases after

Fig. 8. Target function change in time

one agent is moved because it is moved close to the smaller
Gaussian. If the case was the contrary it would have increased.
One important fact seen here is the time spent by the agents
to reach the maximum. Due to the dynamic behaviour of the
robots and the position control, they take more time to move.
The transient response that took about two and a half seconds
in the simulation now takes about 6 seconds.

V. CONCLUSIONS

A solution to the coverage control problem is proposed,
based on games theory and population dynamics. It allows
to split one optimization problem of 2N variables into N
problems of 2 variables each one. The design of the utility
function based in WLU showed to be correct because the
solution always reached some local maximum. This is checked
comparing the results of this algorithm with the results thrown
by Gradient Descent in several scenarios, always throwing
similar results. One remarkable difference between both results
is the growth of the target function, close to the maximum: it
is seen that the developed algorithm grows faster in that part
of the algorithm. This is caused by the fact that this algorithm
is not depending on the gradient of the function, so it does not
slow when it approaches the maximum, as fast as the gradient
descent.

There is not a direct way to compare results of this approach
to the approach presented in [2], because the definition of
the problem is different. However, it can be seen that the
computation capabilities required for the Voronoi version are
higher: the integrals required cover all of the mission space
and are theoretically more in quantity. The size of each integral
depends on the current locations of the agents and that makes
the time spent in an iteration fluctuating.

After the implementation, it can be seen that the algorithm
developed allows the parallel execution of a big part of the
code. This shows that use of a GPU device helps a lot allowing
real time execution. The time spent in each iteration showed to
be short enough to not to cause instabilities. However, there are
some small oscillations present in the movement of the agents,
caused by the camera. The images taken by the camera are
affected by noise (environment light, shadows and others), so
the program that identifies the locations of the agents does
not always detect the same location, even if the agent is not
moving. The agent moves to the optimal location, but in the
next iteration the camera detects a location one centimetre
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different, so the agent tries to correct the location and move
again. Further, the agents do not follow the same trajectory in
the simulations, due to the controller designed for the heading
angle of the agents: this controller finds the reference fast, has
some overshoot, that can be seen in the s-shaped movement
of agents, when trying to move in straight line.

Simulations and implementation show that depending on the
event density function, the target function can have several
different local maximums. In the case of the function with
two Gaussian functions, there was one maximum with the
distribution of agents 2-3, another with the distribution 3-2,
another 4-1 and on. Only one of them was the global and it
was all five in the bigger Gaussian. In the case of the constant
function in the center, with some radius, there existed a set of
positions for the agents where the target function was equal.

The agents used did not allow the absolute distribution of
the control because they cannot perform the operations needed.
In order to design a real applicable distributed control, more
capable agents would be required. The calculus would be
divided to the agents and smaller compute capabilities would
be needed (a more powerful processor or a smaller GPU
device).
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