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1. INTRODUCTION 

Semiconductor manufacturing is arguably the most complex industry in the world [1]. The 

products resulting from this industry are silicon wafers that, in general, must first go 

through hundreds of steps before going to the finished goods inventory. Wafers travel 

through the semiconductor fabrication facility (also called fab) in groups called lots. 

Semiconductor manufacturing is characterized for having highly re-entrant production 

lines, which means that lots may visit one workstation several times throughout their period 

of stay at the fab. Additionally the variability of such systems is caused by many factors 

such as equipment stochastic down time, presence of lots with more priority, diverse 

equipment characteristics, data availability and maintenance, among others [1], [2]. 

Moreover, this industry also features a constantly changing demand and technology, and 

managers are compelled to respond to customers’ needs in order to prevail against the 

fierce competition. 

One way to respond to such changing needs and demands is to operate a fab that can 

effectively predict and if necessary reduce the average cycle time of the lots produced. 

Cycle time is generally defined as the time between the moment a lot enters the fab and the 

time it exits after going through all of the production steps. Therefore, cycle time has direct 

impact on the lead time (duration of time between placing the order and receiving it by the 

customer) and consequently on customer satisfaction metrics. Over the past years, there has 

been a growing interest of researchers and academics to propose methodologies that can aid 

in the process of reducing average cycle time. 

In this work, we address the issue of choosing operational policies that are capable of 

reducing average cycle time and other performance measures. We propose the 

implementation of a new operational policy for the same purpose and test its impact on 

cycle time using both queueing theory and discrete-event simulation. We base our study on 

a simplified but representative fab model, which is proposed as a test framework in the 

literature, e.g., [3], [4], [5] and [6]. 

The rest of this thesis is organized as follows, in Section 2 we perform a literature 

survey of some relevant research regarding operational policies in semiconductor 

manufacturing, in Section 3 we describe in detail the methodology followed in our work, in 

Section 4 we discuss the results obtained from our analysis and finally in Section 5 we 

present some concluding remarks as well as some possible directions for further research in 

this area. 
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2. LITERATURE REVIEW 

Operational policies are methods used to define a set of rules that are to be put into action 

given some system information [7]. As Wood [7] points out, even if the fab design and 

layout is already set, operational policies can have a significant impact on fab performance. 

Therefore, operational policies have been considered to a great extent in the context of 

semiconductor manufacturing systems (SMS). In the following sections we describe some 

types of operational policies and we also present a review of the literature on operational 

rules proposed for semiconductor manufacturing. 

Wood [7] classifies operational policies into two major categories: discrete-review 

policies and continual-review policies. The main difference between these two types is that 

the former category involves the periodic evaluation of certain measures of interest while 

the latter involves a decision-making process whenever the state or current condition of the 

system under consideration changes. Hence, discrete-review policies specify what actions 

should be taken until the next review period, while continual-review policies decisions 

involve a set of actions to be taken immediately given the new condition of the system. 

Besides this classification, the author describes some of the most common operational 

policies in SMS as follow. 

2.1. Fab Lot Release 

This policy specifies rules that determine when new lots or wafers are to enter the fab and 

start their process (or waiting in line to be processed) at the first workstation or toolset. The 

main goal of this policy is to control the work-in-process inventory (WIP) and cycle time 

while keeping the throughput rate constant. This policy can be divided into two groups: 

push policies and pull policies. Push policies are those that pre-determine the lot release 

schedules taking into account some initial information such as capacity of the fab, the 

number of tools in each toolset and the number of operations to be carried out on each 

product, among others. On the other hand, pull policies are concerned with defining some 

events and states or events within the system that trigger the lot release into the fabrication 

facility. Wood [7] suggests that since pull policies may require more information than push 

policies, they are generally more difficult to implement. This renders push policies to some 

extent more popular.  

Wein [8] uses a simulation model to test different release policies which he refers to as 

input control policies. Although his work is not modeled after an actual facility, his data is 

taken from the Hewlett Packard Technology Research Center in California. His model 

consists of 24 workstations in which a total of 172 operations are performed on each wafer 

lot. Machines within a toolset are identical and unreliable (subject to failure and repair) and 

can go through setups. Although he refers to a multi-product environment, his model 

considers that all lots have the same process flow (single process technology). 

The release policies taken into account in Wein’s work include Poisson arrivals, 

deterministic arrivals, closed-loop input CL(N), Workload Regulating input for a one-

bottleneck system WR(C), Workload Regulating input for a two-bottleneck system 

WR2(A,B) and Workload Regulating input for a multi-bottleneck system WR3(C). In 

Poisson arrivals policy lots are released according to a Poisson process. Deterministic 

arrivals consist of keeping inter-arrival times of wafer lots constant. In CL(N) policy the 
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WIP is kept constant throughout the fab (with exactly N lots). WR(C) policy triggers a lot 

release into the fab whenever the expected amount of work in the bottleneck workstation 

goes below C hours. WR2(A,B) works in the same way as WR(C), using parameter A for 

the first bottleneck and parameter B for the second bottleneck with the condition that lots 

are released whenever the amount of work at bottleneck 1 or 2 goes below A or B hours, 

respectively. Finally, in WR3(C) a new lot is released when the expected total amount of 

work in all the bottlenecks goes below C hours. Wein also experiments with scheduling 

policies which are discussed in Section 2.2. Wein compares the results of each policy 

against Poisson input and concludes that the input control has a major impact on cycle time 

mean and variance, especially when the fab is more congested, i.e. toolset utilization levels 

are high. 

Glassey and Resende [9] introduce a lot release mechanism which they refer to as 

starvation avoidance. It consists of an analysis of the bottleneck station in order to release 

new lots into the fab. Moreover, they define the bottleneck’s virtual inventory as the sum of 

the mean time to repair the bottleneck tools and the expected processing times of lots 

“near” to the bottleneck station. A lot is “near” to the bottleneck if the expected time before 

the next visit to the bottleneck falls below a certain time threshold. This threshold is defined 

as the expected processing times of operations performed before the first visit to the 

bottleneck. If this virtual inventory falls below a pre-defined safety factor then a new wafer 

lot is sent into the fab. Glassey and Resende’s motivation is that idle time in the bottleneck 

results in an irretrievable loss of output and hence the utilization level of bottleneck 

resources should be kept high while trying to maintain low WIP levels. Their methodology 

is applicable to a single-product environment with a unique bottleneck station. They also 

consider unreliable tools. To test their policy they build a queueing network model using 

FabSim discrete-event simulator. They conclude that in manufacturing contexts all 

reasonable closed-loop release control policies outperform open-loop release control 

policies in terms of average cycle time. In particular, they point out that Starvation 

Avoidance outperforms Wein’s Workload Regulating policy [8] in all of their test cases. 

Spearman et al. [10] in their work introduce a production system for manufacturing 

lines which they call CONWIP (CONstant Work In Process). Although their work is not 

specifically made for semiconductor manufacturing systems, they point out that it can be 

applied to a flow-shop environment with setups and random machine failures. Spearman et 

al. describe push and pull release policies and state that although push systems are more 

general than pull systems i.e. they can be applied to many more manufacturing situations, 

the latter have proven to be superior in the contexts where they can be applied. They use 

queueing theory to show the differences in performance between push and pull policies. For 

this matter an open queueing network (push system) and a closed queueing network (pull) 

are used. Their results show that since push policies fix throughput and measure WIP and 

pull policies fix WIP and measure throughput, lower WIP and cycle times are observed in 

pull systems.  CONWIP is a pull release policy that relies on signals to authorize the start 

of a new job on the shop floor. In this way a release is triggered by a departure in the 

manufacturing line. The authors show that their policy results in high utilization values of 

the bottleneck resource and in lower cycle times compared to push policies and to other 

pull policies. They make reference to the well-known Japanese production control system 

called Kanban [11] and show that CONWIP is a generalized version of this system. Kanban 

is a production control policy developed in Japan that keeps inventory levels low by 
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scheduling arrivals of raw materials just before the production run begins. Kimura and 

Terada [11] report excellent results in automobile factories that implement a Kanban 

policy. Finally, Spearman et al. [10] conduct some simulation experiments to demonstrate 

the superiority of CONWIP policy against push policies in terms of the cycle time 

rendered. 

Rose [12] proposes a new lot release policy which he calls CONLOAD (CONstant 

Load). It consists of measuring the amount of load for the bottleneck station. This load is 

defined as the ratio between the amount of work (in hours) of the bottleneck and the 

average cycle time of the considered lot. This load value is dimensionless and triggers a lot 

release when it falls below a given threshold.  In this sense, this policy is an extension of 

Wein’s Workload Regulating policy [8]. Rose compares the results of his policy against 

Wein’s [8] and Spearman’s CONWIP [10]. Rose’s motivation is that Workload Regulating 

and CONWIP require the definition of a threshold to trigger a lot release which is not a 

natural parameter of the system. Therefore, this constant must be estimated via simulation 

in order to keep bottleneck utilization at a high level. However, in CONLOAD policy the 

threshold is defined as the target utilization of the bottleneck multiplied by the number of 

machines of this workstation, which makes CONLOAD threshold a natural constant of the 

system under consideration. This work’s most important contribution is that it outperforms 

both Workload Regulating and CONWIP whenever there are product mix changes, which 

consist of a product being replaced by a new one when there are old product lots still being 

processed at the fab. Rose conducts three simulation experiments in which there are product 

mix changes in the middle of the replication and concludes that his proposed policy is a 

feasible rule in terms of reducing cycle time average and variance compared to previous 

release policies. 

Rose [13] compares four CONWIP-like policies in a similar work. The comparison 

criteria are some performance measures such as WIP average and variance and average 

cycle time. The policies considered by the author include CONWIP [10], Layer-wise 

CONWIP, CONLOAD [12] and TOTAL CT. CONWIP and CONLOAD policies used by 

Rose [13] are the same as described above. Layer-wise CONWIP is a slight modification of 

CONWIP in which layers (stages) of each lot are considered in groups of five to control 

their WIP and hence an individual WIP threshold must be established for every group. 

TOTAL CT consists of tracking the total remaining cycle time of the lots being processed, 

so lots are released whenever this TOTAL CT counter falls below an established value. 

One of the main characteristics of Rose’s work is that it considers an order pool, which is 

the place where arriving orders wait to be released into the fab. Hence the system is formed 

by both the order pool and the fab (all performance measures are also reported for them as 

well as for the whole system). Rose arrives at the conclusion that although all considered 

policies reduce average cycle time of the fab with respect to a No Control (Base) case, they 

also increase the average cycle time for the order pool which is zero for the base case. 

Hence the implementation of one of these policies must take into account the tradeoff 

between fab and order pool performance measures.  

Another work which discusses both a variation of Layer-wise CONWIP policy 

(although this name is not mentioned in the paper) and product mix changes is proposed by 

Chung and Lai [14]. The paper considers a make-to-stock environment, in which the 

semiconductor fab must deal with the problem of product mix changes, complying with due 
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dates and volatile demand. One important difference between this work and Rose [12], [13] 

is that the authors do not consider layers into groups of five, but individual layers. 

Therefore, the first stages of the wafer fabrication will not be saturated or starving with 

WIP, while using a pure CONWIP policy, i.e. WIP will be balanced or uniformly spread 

among the manufacturing process. Chung and Lai [14] also use a simulation model to test 

the impact of the policy and the results lead the authors to conclude that the simplicity of 

the policy can solve effectively the problem of cycle time reduction for make-to-stock 

semiconductor facilities. 

Qi and Sivakumar [15] propose a new lot release policy, which they call WIPLOAD 

Control. First, they define the WIPLOAD at the current time which is the sum of the 

remaining processing times of all lots present in the fab. Then, they set a WIPLOAD 

reference value, so that lots are released whenever the difference between the current 

WIPLOAD and the reference value exceeds a threshold. They build a simulation model that 

considers unreliable machines and several instances, which takes into account unique and 

various bottleneck workstations. They compare the performance of their policy against 

Workload Regulating (WR) [8] and CONWIP [10].  Their results show that WIPLOAD 

Control outperforms CONWIP in all cases but only is better than WR when put into action 

in a multi-bottleneck or a shifting bottleneck system. The conclusion of their work is that 

the significant impact that lot release policy has on cycle time is evident and that the 

implementation of bottleneck policies such as WR must begin with a thorough review of 

the system because wrong identification of the bottleneck may results in performance 

deterioration. A further analysis of their work can be found in Qi et al. [16], [17]. 

Wang and Chen [18] propose a lot release policy based on the Theory of Constraints 

(TOC). TOC is a management philosophy developed by Dr. Eliyahu Goldratt [19], a 

business consultant and focuses on identifying the constraints that limit the growth of a 

corporation. In a manufacturing context the constraint is the bottleneck workstation and the 

TOC’s objective is to identify it and reduce the impact caused by its operation. Wang and 

Chen’s [18] main focus is to diminish the impact that “hot” lots have on the performance 

measures of normal lots. “Hot” lots are those that are related to very important clients and 

hence have priority over normal lots. Their release into the fab generally results in a 

negative impact of performance measures of the normal lots. The authors in their work 

consider that the bottleneck may shift dynamically according to the work load each 

workstation has. Therefore, they present a method to find the bottleneck resource which 

they call exponential dynamic bottleneck detection method (EDBD). This method assigns a 

certain value to each workstation according to their current loads so that the bottleneck is 

the station with the highest value. Their release policy consists of defining a maximum WIP 

level, so that when there are fewer lots in the fab than this constant, they are released into 

the system at a deterministic rate which is equal to the inverse of the bottleneck processing 

time. When the number of lots are equal to the defined constant (maximum WIP), lots are 

released according to a CONWIP policy. Wang and Chen [18] report that their policy was 

able to reduce average cycle time of hot lots compared to a pure CONWIP policy. The 

authors conclude that their policy is not only useful for improving average cycle time but 

also for decreasing the influence of “hot” lots over normal lots so that in steady state, both 

types of lots exhibit similar behavior. 
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Other research regarding lot release policies includes Sandell and Srinivisan [20] who 

compare various lot release policies by statistical means, Murray et al. [21] who consider 

the case of releasing the same number of lots per week at different frequencies, Sun and 

Wang [22] who propose a new release rule called Dynamic Classified Work-In-Process 

(DC-WIP) consisting of both priority assignment and WIP control, Rezaie et al. [23] who 

develop a new policy suitable for hybrid make-to-stock/make-to-order environments, 

among others. For a review of several release policies the reader is referred to Fowler et al. 

[24] which is specifically devoted to semiconductor manufacturing and Bergamaschi et al. 

[25] that dedicated to manufacturing in general. 

2.2. Tool Lot Release 

This type of operational policies specifies when tools should start processing a lot waiting 

in queue. As Wood [7] points out, in most cases tools will go busy as long as there are lots 

in the station buffers. This is called a non-idling policy. However, there may be cases in 

which tools should wait for more lots to arrive in order to begin processing them. These 

machines are called batch processing tools because they can serve more than one lot at a 

time and in general they have long processing times [7]. In queueing theory, these types of 

tools or servers are called bulk servers [26]. For an example of tool lot release policy using 

a Kanban system, the reader is referred to Wood [7]. We now describe some of the most 
important works in this area. 

Glassey and Weng [27] propose a heuristic method that attempts to reduce average 

waiting time of lots. Their objective is to compare the performance of their proposed 

method against a static local rule which is mainly developed by Neuts [26] and consists of 

fixing a minimum number of lots to be processed such that the tool only goes busy when 

there are at least this fixed number of lots in queue. The authors call this static local rule the 

Minimum Batch Size (MBS) policy. Their approach is to calculate how much delay is 

saved by waiting for the arrival of an additional lot to the tool. For this purpose they 

assume that the arrival time of next lots can be predicted and with this information they 

build a dynamic programming model and use discrete-event simulation to extend their 

formulation to non-exponential distributions. Their results show that when there is medium 

traffic intensity (30% - 70% utilization) their heuristic method outperforms vastly the MBS 

rule. In very light or heavy traffic intensity the difference in results is not evident because 

the decisions in these conditions are trivial. They conclude that the MBS rule is the best 

rule in the absence of next arrivals information and that their work is useful even when 

these arrival time predictions are not very accurate. 

Weng and Leachman [28] develop another heuristic dispatching rule to minimize the 

holding cost per unit time. In their work, for simplicity, a batch processing tool is called a 

furnace. Moreover, they refer to the tool service process as a furnace cycle. They call their 

heuristic method Minimum Cost Rate (MCR) which consists of minimizing a cost rate 

function that considers waiting time before the batch begins service and waiting time while 

the furnace cycle is being carried out. The main assumptions of this research are constant 

processing times in the furnace, the predetermined arrival times of next lots and the 

immediate start of the cycle time counter when the queue length becomes larger than the 

furnace capacity. The authors extend their methodology to consider multi-product cases 

with a single furnace toolset. Using a simulation approach, their heuristic method is 
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compared against other heuristic methods previously developed in the literature such as 

Minimum Batch Size (MBS) [26], Dynamic Batching Heuristic method (DBH) [27] and 

Next Arrival Control Heuristic method for Multi-product (NACHM) [29]. Among these, 

the only one that does not consider arrival information to be certain is MBS. They conclude 

that their approach performs as good as the other policies in the single-product case and 

outperforms them in the multi-product case by reducing the variance of the total time in 

queue. 

Connors et al. [30] develop a queueing network model for semiconductor 

manufacturing. In their work they describe batch five types of machines in which they 

include batch processing tools which they refer to as batch tools. However, their research 

focuses on developing the model for performance evaluation and not on a tool lot release 

policy. In their work they point out that analysis of batch tools is difficult for three main 

reasons. The first is that different product types cannot be batched together. The second 

reason is that the performance evaluation of such machines depends on the batching policy 

used. And the third reason is that approximations for this type of queues are not as well-

studied or well-developed as non-batch queues. Batching policy refers to the tool lot release 

policy put into action. They distinguish among two policies namely, a full batch policy and 

a greedy policy. Full batch policies are those that only authorize processing on batch tools 

whenever the batch is full and therefore the tool will operate at its full capacity. Greedy 

policies are those that authorize processing on batch tools as soon as there are lots available 

in the queue. According to the authors, greedy policies are the most commonly used in the 

semiconductor manufacturing context. In their model they apply both policies and estimate 

the cycle time of the fab in order to compare it against an equivalent simulation model and 

conclude that queueing network models when built correctly may be more useful to line 

managers than simulation. 

For more information the reader is referred to Uzsoy et al. [31] and to the literature 

review presented in Weng and Leachman [28] and references therein. 

2.3. Queue Sequencing 

Queue sequencing policies, also called scheduling or dispatching policies, specify which lot 

a tool should process next when there are more than one lots waiting in queue. As Wood [7] 

points out, in typical high-traffic facilities, about 75% of the time a lot spends in the fab 

corresponds to waiting time. This time may be due to machines being busy or operators 

being unavailable. Therefore, dispatching policies can be very important in improving 

performance measures. In general, the objective of this type of policies is to reduce cycle 

time mean and variance, since long and unpredictable cycle times are undesirable [28]. 

Fowler et al. [24] indicate that the most common scheduling policies include First-In First-

Out (FIFO) which consists of servicing the lots according to their order of arrival, Earliest 

Due Date which gives priority to lots according to the time at which they must be delivered 

to the customer, Weighted Shortest Processing Time (WSPT) which gives priority to lots 

whose processing time-weight ratio is lower, Shortest Remaining Processing Time (SRPT) 

which schedules first lots whose remaining time in the fab is the lowest, Least Slack (LS) 

which measures the priority of a lot by the difference between its due date and the current 

time (the smaller or more negative this difference, the higher the lot priority) and Least 

Setup Cost (LSC) which consists of scheduling first the lots that imply the lowest setup 
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time (or cost) in the tool of interest. According to Fowler et al. [24], other scheduling rules 

are in essence variations or combinations of the previous policies. Wood [7] also refers to 

myopic scheduling policies, which are those that base their decisions only on the current 

status of the tool and its corresponding queue. In this sense, the scheduling policies 

mentioned above are all myopic. According to the author, these rules are most commonly 

used because of their ease of implementation. We now review the literature on this 

category. 

In the work described earlier, Wein [8] also uses a simulation experiment to test the 

effect of scheduling policies in fab cycle time. He considers a total of eleven policies and 

compares them against a base case which consists of FIFO at every workstation in terms of 

total queueing time (TQT). Some of the included policies are only concerned with 

scheduling at the bottleneck station and FIFO policy is assumed to be used at every other 

workstation. One example is the Longest Time until Next Visit (LTNV) which selects the 

lot which has the longest expected processing time before returning to the bottleneck 

station. The simulation model is based on the same fictitious fab described earlier. In terms 

of his results regarding queue sequencing policies, Wein [8] concludes that although this 

type of policies may have a role in reducing time in queue (and hence cycle time), input 

control or release policies perform better when it comes to achieving this goal. 

Additionally, he indicates that interpreting results when both release and scheduling 

policies are implemented in the model may be difficult because the effects due to each one 

cannot be clearly identified. 

Uzsoy et al. [32] address the problem of queue sequencing in semiconductor testing 

facilities. Unlike most of the previously referenced works which consider effects of 

operational policies in the wafer fabrication, this paper deals with the last step of the 

manufacturing process namely, wafers final testing. This step ensures that the customer 

receives a completely functional product that meets all given specifications. The main 

difference between the fabrication and the testing step is that in the latter each lot is 

associated with a particular client and hence the main goal is to improve customer 

satisfaction. This, of course, refers to delivering orders at the specified date without any 

defects or malfunctions. For this problem, the authors consider cycle time mean and 

variance, average tardiness which is the difference between the time of delivery and the lot 

due date, the number of late jobs and maximum tardiness. They also consider seven 

different scheduling policies and compare their effects against a FIFO case and experiment 

with the performance of these policies in presence of non-homogeneous arrivals and 

consider variable lot sizes. Uzsoy et al. [32] conclude that the ranking of the considered 

policies varies according to the performance measure taken into account. However, the 

authors state that FIFO policy shows the worst performance in all cases. 

Lu et al. [33] consider the problem of reducing the mean and variance of cycle time. 

For this matter they develop three scheduling policies which they call Fluctuation 

Smoothing (FS). These policies are a modification of Least Slack policies (LS). The first 

one of these policies aims to reduce the variance of lateness of lots. The lateness is defined 

as the difference between the due date of the lot and its remaining time in the fab. The 

authors call this first policy Fluctuation Smoothing for the Variance of Lateness (FSVL). 

The last two proposed policies aim to reduce the variance and mean of cycle time, 

respectively. They are slight modifications of the first policy because they just differ from it 
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in that they redefine the concept of slack or lateness. These policies are called Fluctuation 

Smoothing for the Variance of Cycle Time (FSVCT) and Fluctuation Smoothing for the 

Mean Cycle Time (FSMCT), respectively. The authors point out that estimating the 

remaining time of lots at different steps of the manufacturing process is not a trivial task 

and they use iterative simulation for this purpose. They test the performance of FSVCT and 

FSMCT against other common scheduling rules including those present in Wein [8]. Their 

final conclusion is that using a Workload Regulating release policy [8] together with 

FSCMT shows the best results in terms of mean cycle time while still maintaining its 

variance low, but not at the minimum. 

Li et al. [34] tackle the problem of reducing cycle time in a semiconductor 

manufacturing line by means of a dispatching policy. Hence, they develop a new policy 

which they call Minimum Inventory Variability Schedule (MIVS). It consists of defining a 

target inventory level for each workstation and giving priority to lots according to how 

much the current inventory is deviated from this target level (the higher the deviation, the 

higher the priority). One of the most remarkable features of this paper is that the proposed 

policy is not myopic since it also considers the WIP deviation of the next operation in the 

line to assign priority to each lot. This feature of their policy is what they call One-Step 

Ahead MIVS. The authors’ analysis is also extended to more than One-Step Ahead, so that 

the scheduling decisions are based on K steps ahead and J steps back (K Step Ahead J Step 

Back MIVS). The constants K and J can be determined arbitrarily at the convenience of the 

line manager. In general, what this policy is able to accomplish is to prevent starvation of 

critical resources because the lots present in the fab are conveniently distributed. The 

authors also build a simple simulation model to compare the performance of the One-Step 

Ahead MIVS policy against five other dispatching policies including FIFO. The result and 

conclusion is that the proposed policy is effective in terms of reducing cycle time mean and 

variance and outperforms all other policies in this sense. The authors also discuss their 

results of applying their methodology to a real semiconductor fab and to two Research and 

Development fabs. This methodology and its results and application are also discussed in 

Collins et al. [35]. 

Morrison et al. [36] discuss the implementation of three different scheduling policies at 

two Motorola fabs. The policies considered are FIFO, Critical Ratio (CR) which is the ratio 

of remaining process time and the remaining time before the due date, and a proposed 

policy which they call FabSched. The authors use two models of real fabs to evaluate the 

effects of CR and FabSched policies over FIFO. The first model is a fab which produces 

two dominant products and the second model is a fab which produces 30 dominant 

products. The performance measures of interest to the authors are mean queueing time and 

standard deviation of the cycle time. Morrison et al. [36] not only address the scheduling 

problem in terms of fab performance measures but also devote one section of their work to 

analyze the economic impact of good scheduling policies. This impact considers savings 

due to reduced WIP and lower cycle time variance and extra earnings as a result of 

increased throughput. Their results show that FabSched significantly outperforms CR and 

FIFO in an environment with product mix changes. They conclude that their model is of 

practical use in terms of performance measures and that their hypothetical analysis can help 

in evaluating economic issues of operational policies. 
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In their paper, Mittler and Schoemig [37] compare several of the previously referenced 

scheduling policies. Their approach is to build simulation models of real semiconductor 

fabs and test the performance of dispatching rules proposed in the literature such as 

Fluctuation Smoothing [33] and MIVS [34]. Their motivation is that the considered policies 

offer results for test instances corresponding to small fab models, so a large fab model 

could provide insight on their performance at a real level. They compare the policies taking 

into account the mean cycle time and the variance of the cycle time. They also use three 

different data sets and a multi-product environment to evaluate their results and find out 

that there is no general ranking of these dispatching rules. This means that although one 

policy outperforms the others in some performance measure using one data set, the results 

are contradictory when analyzing a different data set with the same performance measure. 

This leads the authors to conclude that line managers should base their decisions on models 

specifically representing their fab and that academics should test their scheduling policies 

on larger fab models. 

Shi et al. [5] propose the implementation of a scheduling policy which they call 

Pheromone Based (PB). Pheromones are the substances that ants generate to communicate 

with their fellows through sense of smell. The analogy with this paper is that ants move 

towards the strongest pheromone and similarly the scheduling policy gives priority to the 

lot with the highest pheromone value. The authors propose a methodology to assign a 

pheromone value to each lot and to each machine, and from these values the lot priority is 

also calculated. Their calculations include some arbitrary weighing factors that measure the 

importance of the on-time delivery and cycle time. Hence, their policy can be easily 

adapted to the management’s specific needs. They use three different instances to test their 

results namely, the Intel Mini-Fab, Wein’s [8] 24-station fab and a model based on a real 

semiconductor fabrication line. Other scheduling policies such as FIFO, EDD, SRPT and 

CR are also taken into account and compared against PB. The authors conclude based on 

their simulation results, that their policy outperforms every other considered policy 

especially when analyzing on-time delivery performance. They also point out that their 

methodology can be adapted to other performance measures as well without altering its 

logic or structure. 

El-Khouly et al. [6] test the effect of several scheduling policies in a semiconductor 

manufacturing context. In their paper, they argue that due to the complexity of these 

systems, simulation models developed for research purposes often work with much simpler 

models for evaluating different operational policies. Therefore, they use the Intel Five-

Machine Six Step Mini-Fab model as the test bed for their results. The authors focus on 

improving cycle time mean and variance (also called throughput time) and total output 

mean and variance. They build a simulation model using the Extend simulation 

environment. Their model takes into account three different product types (including a test 

product type), scheduled and unscheduled breakdowns and sequence-dependent setup, 

which means that machines are subject to different setup times depending on the product 

type they are currently servicing and the next product type they will service. The authors 

consider six scheduling policies including Last-In First-Out (LIFO), SRPT and EDD and 

compare them against FIFO. Two different instances of the simulation model are run to test 

the performance of certain policies. The first instance refers to a model where no specific 

lot release policy is put into action i.e., lots are released at a constant rate throughout the 

simulation and the second instance refers to a model using CONWIP lot release policy. 
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Based on their results the authors conclude that the implementation of scheduling policies 

together with a reasonable release policy can lead to significant cycle time reduction while 

maintaining the same average total output. 

Although the previous cited works focus on scheduling policies, researchers in general 

share the idea that release policies are more effective in terms of cycle time reduction [8] 

[24]. However, as stated by Fowler et al. [24], the works of Lu et al. [33] and Li et al. [34] 

among others do not completely agree with this statement. 

2.4. Lot Sizing 

In the semiconductor fabrication process it is common for wafers to travel in groups (lots). 

The number of wafers that travel together has been historically determined by the number 

of wafers that fit into a cassette [7]. A cassette is a device used for storing and transporting 

the silicon wafers produced in this industry. In this sense, a typical lot consists of 24 or 25 

wafers, i.e. the number of wafers a cassette can store. However, and due to processing 

malfunctions or to contamination due to the fabrication environment, the lots can be 

partially scrapped, which means that some of its wafers are discarded in the process. As 

Wood [7] points out, it is most likely that lot sizes get smaller as wafers get bigger. The 

interest of researchers in lot sizing policies stems from the fact that this decision has an 

important effect on the processing of single-wafer tools and batch-processing tools and 
hence on the performance of the whole fab. Among the advantages of small lot sizes, Wood 

[7] highlights the following: 

· Smaller lots will spend less time overall in single-wafer processing tools. 

· If the status of tools is determined by testing completed lots, then fewer wafers are 
at risk of presenting defects or malfunctions before the problem with the tool is 

discovered. 

Among the disadvantages of small lot sizes we highlight that fewer wafers will be 

processed in each cycle on batch processing tools, thus limiting throughput measured in 

total number of wafers produced. 

Wood [7] also lists the motivations of large lot sizes as follows: 

· Less material handling capacity will be required to move a certain number of 
wafers. 

· A certain number of wafers can be processed taking less time on tool and operator 

overhead activities. Examples of overhead activities are lot loading and lot logging. 

Among the disadvantages of large lot sizes we highlight that the time in queue will 

increase for individual wafers on single-processing tools, increasing total cycle time for the 

whole lot. 

We now refer to some published works in lot sizing policies. 

Potoradi et al. [38] address the problem of lot sizing in a semiconductor back-end 

factory. A back-end factory is the step in semiconductor manufacturing which follows the 

wafer fabrication and includes wafer assembly, testing and packing. As the authors point 

out, the main concern in this part of the manufacturing process is to maximize throughput 

rate while maintaining acceptable cycle times. Therefore, the resource utilization values 

must be high enough without sacrificing cycle time. In their paper, they use a queueing 
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network-simulation approach to find the best lot size that meets the cycle time constraint 

and the system stability condition (utilization values less than 100%). They also consider 

that the processing times increase linearly according to the lot size and that given an 

arbitrary arrival rate, lot sizes cannot be smaller than a computed number (via queueing 

theory) to preserve system stability. Their methodology is tested in a back-end factory 

located in Malaysia using a simulation model separated into two sections. Section 1 models 

the assembly part of the back-end factory and section 2 deals with the testing part of the 

process. In both models, they fix a cycle time constraint along with the factory management 

and find the lot size that maximizes throughput subject to other operational constraints such 

as maximum lot size for batch-processing tools. They conclude that using queueing theory 

along with simulation can be a powerful tool for manufacturing systems and that cycle time 

benefits from using large lot sizes in highly utilized areas and small lot sizes in less utilized 

areas. 

Gurnani [39] tackles the problem of lot sizing from a different perspective namely, 

yield improvement. In his work he considers two models. The first model is a centralized 

system in which the company in charge of fabricating and selling the silicon wafers is the 

same. The second model is a decentralized system in which they are different companies 

called the supplier and the firm, respectively. The objective in both of these models is to 

maximize the expected profits for the firms considered. In this sense, in the centralized 

system the firm has to decide how many units should be produced while in the 

decentralized system, the supplier has to decide on the lot size of the wafers and the firm 

has to decide on the number of units to order. In the first model, the profit function (of the 

firm) is defined as the difference between earnings due to sales and production costs plus 

shortage penalty costs. In the second model, the supplier’s and firm’s profit are defined the 

same way as before, except that for the firm, the shortage penalty costs of its supplier are 

added to its profit function. Based on this formulation, Gurnani [39] derives the optimal 

policy for both companies and concludes that his work provides interesting managerial 

insights for the semiconductor industry that result in higher yields. 

Wang and Wang [40] consider the problem of reducing cycle time using lot sizing 

decisions. According to the authors, past equipment limitations and process technology has 

conditioned lot sizing decisions, so 24 wafers has been commonly used as the lot size in 

semiconductor manufacturing. The main objective of their work is to evaluate the effect of 

lot size reduction on the cycle time. For this matter, they build a simulation model which 

includes four types of machines. The first two machine types are single-wafer processing 

tools with the only difference that the first one has a processing time proportional to the lot 

size, while the second one doesn’t. The last two machine types are both batch-processing 

tools with the difference that the third machine type receives one wafer at a time, while the 

last machine type can receive the whole lot in one load. The authors also consider different 

utilization levels to find the best lot size for each instance. Their results show that 

decreasing the lot size is beneficial to the cycle time up to a certain point. This is because if 

the lot size is too small then the batch-processing tools would require many setups during 

their operation which would increase their utilization to unacceptable levels, thus making 

the system unstable. The authors also report cycle time reductions of up to 11% in their 

experiments. They conclude that lot sizes can be much smaller in lower traffic intensities 

and that these policies can have important impact on cycle time, since they can help reduce 

average WIP in the fab. 
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Bosch and Wright [41] also discuss the lot sizing problem, this time with the objective 

of reducing simulation model run times. Their main motivation is that there is a generalized 

interest in the industry to develop simulation models that can efficiently help in answering 

specific wafer fab questions. In some cases, the run times of simulation models (of complex 

fabs) may take up to a few weeks [41]. Although they point out that cycle time may benefit 

from smaller lot sizes, they also state that simulation run time tends to increase as well. In 

their work, they develop a simulation environment that is capable of decreasing the lot size 

without increasing the run time dramatically. They consider lot sizes of 1, 5, 13 and 25 

wafers. The authors show that although the lot size-run time relationship is preserved 

(smaller lot sizes, higher run times), the new environment can run single-wafer lot models 

in under three hours. They also show that the relationship when using their environment is 

somewhat linear. In terms of performance measures, they report that WIP levels are 

extremely high for the single-wafer lot case, and reaches its minimum (in steady state) 

when lot size is 13. They conclude that their software is a promising tool for modeling 

highly complex semiconductor fabs but may need further development before being used in 

a real factory setting. 

Although most research works consider only one policy at a time mainly due to 

simplicity, there are some examples of papers that deal with more than one of the previous 

policies at the same time. One example of this is Sivakumar and Chong [42] who address 

the relationship of cycle time and what they call controllable variables of the system. These 

controllable variables include release times, dispatching decisions and lot sizing 

assessment. A second example is Qi et al. [16] who explore the influence of production 

control in fab performance. This production control includes topics such as lot release 

policy for which they use WIPLOAD control [15], queue sequencing rules and batching 

policy or tool lot release policy.  

The reader is further referred to the extensive review present in Yano and Lee [43]. 

2.5. Routing and Setup 

Wood [7] describes a routing policy as the decision a certain lot can take to select a 

machine for certain production step. This decision is only of interest if there are 

heterogeneous machines in the fab. The term heterogeneous refers to machines that perform 

the same process on the lots, but have different characteristics. These tools may come from 

different manufacturers and have different processing, setup, failure or repair times. This 

decision is also attractive when evaluating the effect of restricting the set of tools available 

for one lot. As the manufacturing lines in this industry are highly re-entrant, it could be 

possible to restrict a certain number of lots to be processed by one machine of a given 

workstation every time the lot visits this particular workstation. Since our work does not 

consider heterogeneous tools we will not focus on revising previous works regarding 

routing policies. 

On the other hand, setup policies are decisions that determine when to perform setup 

on certain machines. The setup process refers to the action of readying the machine so that 

it can switch to some different type of product. In general, setups are very common in 

semiconductor manufacturing because most fabs produce more than one product type [44]. 

Setup policies can also be seen as queue sequencing policies that decide on whether to keep 

processing the current product type or switch to process another type, thus performing a 
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setup in the tool. One of the most used setup policies as Wood [7] points out, is called serve 

to exhaustion which consists of servicing all lots corresponding to the current product type 

before switching and performing setup to another product type. We now review some 

works regarding setup policies. 

Sethi and Sriskandarajah [44] study an extension of Lu et al. [33] Least Slack policies. 

Their motivation is that common Least Slack policies are effective in reducing cycle time 

mean and variance in a no-setup environment but they show poor performance in systems 

with considerable setups. Their extension is basically a redefinition of the concept of slack. 

The authors propose two different least slack policies. The first is the Least Weighted Slack 

policy (LWS) which gives higher priority to the product type currently being processed at a 

certain machine. The second is Least Mean Slack policy (LMS) that defines the slack for a 

batch of products. Consequently, they define the Least Weighted Mean Slack policy 

(LWMS) which is a combination of the previous ones. They test their results against other 

common scheduling policies using a simple simulation model and show that their policy 

outperforms the considered policies in terms of cycle time mean and variance. The authors 

also report encouraging preliminary results in the implementation of their policy in a real 

Motorola semiconductor fab. 

Sunkara and Rao [45] also tackle the problem of setup changes in semiconductor 

manufacturing. In their work they propose a heuristic method that takes into account each 

station workload and the number of tools that are necessary to cover such workload.  An 

important parameter of their heuristic method is the planning horizon, in which the decision 

of whether to perform setup for a given product or not is taken. The authors remark that 

their heuristic rule is sensitive to the chosen planning horizon (especially in traffic 

intensities lower than 75%), resulting in an undesirable cycle time. Therefore this parameter 

should be set carefully using information of different system factors such as arrival rates, 

queue time constraints, average setup time and traffic intensity, among others. The authors 

report that using their methodology, they were able to reduce average queueing times to 

acceptable levels. They conclude that the implementation of this method should be based 

on a careful analysis of the maximum workload corresponding to high and low product 

volumes. 

Duwayri et al. [46] develop a heuristic algorithm to schedule setup changes in the 

bottleneck workstation. They call their work the loop heuristic. The authors define a loop as 

the set of processing steps between two consecutive bottleneck visits. This is quite common 

since lots visit the bottleneck workstation several times before exiting the fab. Their 

heuristic algorithm is based on calculating the workload that corresponds to each loop. If 

the ratio between the maximum workload and any loop’s workload is higher than a 

determination coefficient, then the setup must be performed to process lots corresponding 

to the loop with the maximum workload. The objective of this heuristic algorithm is to 

minimize setup costs (or time) in order to smooth cycle time behavior (mean and variance). 

The authors show several test cases. They consider single-machine and multi-machine 

bottleneck stations, single and multi-product environment and three different setup times 

(10, 20 and 30 minutes). They also compare their policy against three different scheduling 

policies including FIFO and EDD. They show the improvement in cycle time mean and 

variance and conduct some hypothesis testing to further demonstrate their results. The 

authors conclude that although considerable improvements are shown, their heuristic 
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method leaves room for modifications that favor further reduction of the cycle time 

variance. Their work is an extension of their previous paper [47]. 

In this thesis we propose an operational policy with the purpose of reducing average 

cycle time. The policy proposed belongs to the release policy category because by 

implementing it we attempt to control the lot release into the fab. Furthermore, we test the 

impact of our policy using two perspectives. First we construct a Markov model that 

predicts the average cycle of a representative fab model. Next we construct a discrete-event 

simulation model and further examine the results of our policy. Although both models are 

independent, we use the discrete-event simulation model to compare the results and 

accuracy of our Markov model. To our best knowledge there is no evaluation of release 

policies using a Markov Chain in the literature as we do in this thesis. In the next chapter 

we discuss the problem that we attempt to address in this work as well as the methodology 

to obtain results. 
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3. Methodology 

We propose a new release policy which is based on bottleneck congestion. The bottleneck 

is the most utilized workstation within the system. Our purpose is to control the work-in-

process inventory (WIP) at the bottleneck in order to avoid saturation of the bottleneck 

which would most likely result in cycle times longer than expected or desired. Our 

proposed policy requires the definition of a parameter which represents a WIP threshold for 

the bottleneck. This means that an action regarding lot release must be taken whenever the 

current bottleneck WIP exceeds this parameter. Hence, we must choose among some 

reasonable parameter values so that the bottleneck works at normal and acceptable 

saturation levels. With this policy we are interested in effectively reducing average cycle 

time, without sacrificing throughput rate or other important performance measures such as 

the cycle time variance. 

As El-Khouly et al. [6] indicate, researchers often turn their attention to simpler models 

of semiconductor fabs for evaluating production control policies. We also follow this 

example and use a simple but representative model referred to as the Intel Five-Machine 

Six Step Mini-Fab to test the proposed policy. 

Impact of operational policies is in general evaluated through predicting and analyzing 

system key performance measures. Therefore, a methodology for accurately estimating 

these performance measures is required. As described earlier, discrete-event simulation 

modeling is widely used for policies impact testing in SMS. In this thesis we adopt two 

approaches for evaluating such policies namely, a Markov Chain model and a discrete-

event simulation model. We use the simulation model as a benchmark for the Markov 

Chain model results. We use the Markov model for predicting average cycle time and the 

simulation model for predicting other performance measures such as variance of cycle time 

and total average output. As a result, in this thesis we use both queueing theory and 

simulation, compare their results and based on these evaluate the effectiveness of a 

proposed operational policy.  

3.1. Intel Five-Machine Six Step Mini-Fab 

Intel Corporation together with Arizona State University developed a fab model that, 

regardless of its apparent simplicity, captures complex interactions and details that are 

characteristic of semiconductor manufacturing. The Mini-Fab representation is shown in 

Figure 1. 

 

Figure 1: Intel Five-Machine Six Step Mini-Fab 

As Figure 1 shows, the Mini-Fab consists of three different workstations. The three 

workstations are Diffusion, Lithography and Ion Implantation. These are all operations 
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characteristic of the silicon wafer fabrication industry, as indicated by van den Berk [48]. 

The numbers on the arrows represent the order in which operations are carried out in the 

process. This means that lots entering the fab go through the sequence Diffusion – 

Implantation – Lithography – Implantation – Diffusion – Lithography. According to 

Tsakalis et al. [3], Collins et al. [4], Shi et al. [5], El-Khouly et al. [6], among others, the 

Mini-Fab model includes the essential features which make semiconductor production 

control difficult such as re-entrant lines, random processing times, setup times, preventive 

and emergency maintenance, etc. The complete description of the Intel Mini-Fab can be 

found in [49] and a flow line control model using the Mini-Fab is presented in van den 

Berk [48]. 

Our proposed model considers a single-product environment. Therefore, we do not 

consider setup processes in the machines since they will always be processing the same 

product type. Moreover, we consider unreliable machines with random times between 

failures and random times of repair. This means that only emergency maintenance is taken 

into account and not preventive maintenance. With this assumption we also imply for 

simplicity, that machine operators are always available and hence lots can only queue in 

front of the tools if the corresponding tool is busy or broken. If a failure occurs while the 

machine is in service the lot being serviced is preempted and returns to the station queue or 

is processed by the other machine if it is available. Machines are also assumed to take a 

random time to process wafers. We assume that the probability distributions of service, 

failure and repair are stationary, i.e. they do not change over the period of time considered. 

We also assume that the parameters of these distributions are known. This will allow us to 

build models that use randomly generated data sets with the parameters of any probability 

distribution. As stated in Section 2.5 we consider identical machines in each workstation 

and therefore, the next lot to process chooses the machine which becomes available first.  

The most important performance measure in this work is the average cycle time. 

However, in later sections we also consider variance of cycle time, total average output 

(number of lots that leave the system after finishing service in the lithography station for 

the second time) and the variance of output. 

3.2. Proposed Lot Release Policy 

In this section we describe the proposed lot release policy which is the basis of this thesis. 

As we described in Chapter 2, release policies can have major impact on the fab 

performance because they can be beneficial to cycle time mean and variance and 

throughput rate. Moreover we are also interested in proposing an operational policy that can 

be easily explained, evaluated, implemented and extended. Therefore we will focus on a 

release policy that takes into account the previous criteria.  

As Glassey and Resende [9] point out, the bottleneck is the limiting resource of the 

system. Therefore, we want to base our decisions on its current status. Our policy is 

essentially releasing lots according to some distribution and suspending their release when 

the bottleneck is overloaded. 

First, we set a WIP threshold, which we will refer to as  or the policy parameter. 

Inter-arrival times of lots follow a continuous probability distribution and at first, lots are 

released according to this distribution. WIP at the bottleneck is denoted by  and is 

measured at all times such that whenever , the lot release process is stopped, i.e. 
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lot arrival rate is dropped to zero. This action will allow the system to decongest and clear 

before being overloaded with more lots. We should note at this point that the policy 

parameter is not the maximum WIP of the bottleneck, since other workstations (Diffusion 

and Implantation in our case) can still feed its queue. However, the total WIP in the system 

will not rise after the arrival rate is dropped to zero. As soon as the WIP at the bottleneck 

decreases to , arrival rate returns to its original value. 

Our policy classifies as a bottleneck-oriented release policy such as Workload 

Regulating [8] or Starvation Avoidance [9], and as stated before we are interested in 

improving cycle time metrics without negatively affecting total average output. 

We first consider a Base Case which consists of a No Control policy. This means that 

lots are released into the system using a push policy without any consideration of the 

current system state. As stated before, our goal is to improve cycle time mean while 

keeping the total average output (or throughput rate) constant. Hence we are interested in 

obtaining the performance measures of the Base Case and evaluating the impact of 

applying our release policy. As a first action to maintain average total throughput, we adjust 

the arrival rate in all Policy Cases in order to make it statistically equal to the Base Case. 

We explain this in more detail using Figure 2. 

 

Figure 2: An Example of Base Case and Policy Case 

The figure illustrates the main difference between the two cases. The X axis represents 

the time in which lot releases take place. In the first part of the figure (black line) a No 

Control (Base) Case is shown. Inter-arrival times follow a distribution with mean  and 

variance . The arrival process is never interrupted in the interval considered. The second 

part of Figure 2 (blue line) shows a Policy Case. Inter-arrival times follow the same 

distribution of the Base Case but with different parameters (mean ′ and variance ′ ). The 
red segments of the X axis show the moments of time in which lot release is interrupted. 

This of course, is due to the bottleneck WIP, , being greater than the policy parameter 

. The objective is to choose the parameters ′ and ′  such that the weighted average of 
inter-arrival times is statistically equal. According to queueing theory, the long-run average 

arrival rate is the same as the throughput rate if the system reaches steady state [16]. In this 

work, we attempt to show that the proposed policy outperforms a No Control case in terms 
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of reducing average cycle time. Two perspectives are addressed to evaluate the effects of 

our policy namely, a Markov Chain framework and a simulation model. 

3.3. Markov Chain Framework 

Continuous-Time Markov Chains are a widely used methodology to model queueing 

systems. The definition of a Markov Chain includes the specification of a state variable (i.e. 

a variable that includes all system relevant information), the state-space (the set of all 

possible values of the state variable) and the rates transition matrix (which is a matrix that 

contains the rates of going from any given state in the state-space to another). Needless to 

say, all the rates included in the transition matrix must come from an exponential 

distribution so that the Markov property is preserved in the chain. 

As was shown throughout Section 2, simulation modeling has been the most used 

approach for decision-making process in semiconductor manufacturing. Although queueing 

theory has also been used, in most cases these models have been discarded due to possible 

inaccuracy of their results. Queueing models can be very powerful when underlying 

probability distributions are exponential, since closed-form expressions have been 

developed for these systems. However, Shanthikumar et al. point out that these 

distributions are rarely seen in real semiconductor environments [50]. As a result, authors 

and researchers turn to approximations that may show poor performance under certain 
conditions. Therefore, SMS research has focused mainly on simulation approaches that can 

successfully capture all complex interactions and variability of such systems. Nevertheless, 

our proposed framework is capable of producing acceptable results without considerable 

computational efforts. To our knowledge, no published work has focused on the evaluation 

of operational policies in semiconductor manufacturing systems using a Markov Chain 

approach. 

Since our policy classifies as a pull policy, we need to construct a model which is 

useful for tracking system information at all times, hence we are particularly interested in a 

type of Continuous-Time Markov Chains (CTMC) known as Quasi-Birth-Death Process 

(QBD). Latouche and Ramaswami [51] introduce the Quasi-Birth-Death Process as a time 

homogeneous CTMC with a two-dimensional state-space. The one-step transitions in the 

chain are restricted to states in the same level or in the two adjacent levels (except for the 

boundary states which only have one adjacent level). Therefore, these one-step transitions 

only take place to the same level or to an adjacent one. Latouche and Ramaswami [51] 

show that the infinitesimal generator matrix of a QBD has the structure exhibited in 

Equation 1 

 

Equation 1: Infinitesimal Generator Matrix of a QBD 

where ,  and  are squared matrices of order  (which is the number of states in each 

level of the QBD process) and ,  and  are also matrices of appropriate size. We 
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clarify that boldface letter is used to represent matrices and non-bold is used to represent 

scalars unless said otherwise. Recall that according to queueing theory, the queue 

∞ ∞ (whose terminology comes from Kendall-Lee notation [52]) is characterized by 
the infinitesimal generator matrix shown in Equation 2: 

 

Equation 2: Infinitesimal Generator Matrix for an M/M/1 Queue 

Note that the structures presented in Equation 1 and Equation 2 resemble each other. 

The only difference is that the elements in Equation 1 are matrices, whereas the elements in 

Equation 2 are scalars. Moreover, the  queue is known to have a Birth-Death 

process in its underlying Markov Chain. Therefore, a CTMC whose transition rate matrix is 

given by Equation 1 is called a Quasi-Birth-Death Process. It is also important to note that 

Latouche and Ramaswami [51] show that the same analysis can be extended to more 

dimensions as well. 

3.3.1. Markov Model for Individual Stations 

In our work we consider an individual Markov Chain model for each station of the Mini-

Fab. In this section we describe the model for each station, taking into account that since 

stations 1 and 3 (Diffusion and Implantation) have the same features (two machines and 

two buffers) the Markov model is the same for them. As stated before, the definition of a 

Markov Chain should include all system relevant information. For our case this means that 

the state variable should include the number of lots in each station buffer, the arrival 

process to the station, the service process in each machine and the status of each machine 

(idle, busy, down).  Hence, we define our state variable for stations 1 and 3 as: 

 

Equation 3: State Variable of Markov Model for Stations 1 and 3 

where  represents the number of lots in the station buffer (only one variable for both 

buffers) at time  and  represents the status of machine  ( ) at time  (idle, busy 
or under repair). The Markov model for Station 2 (Lithography) is the same except that 

there is only one machine, so only one  variable is needed.  

However, we should note at this point that this model is only valid when the arrival 

process to each buffer is a Poisson process and the service, failure and repair times are 

exponential. Since we want our model to be flexible, we need to extend our analysis to 

include general (non-exponential) distributions. This will imply using Phase-Type 

Distributions. These are a mixture of exponential distributions and have the characteristic 

of being dense, which means that any non-negative continuous probability distribution can 

be approximated using a Phase-Type distribution. This approximation allows us to model 

general distributions using exponential distributions and thus preserving the Markov 

property in the chain. The particular Phase-Type distribution we are interested is a Hyper-
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Erlang distribution which is a convex linear combination of independent Erlang 

distributions. The basic structure of such distribution is shown in Figure 3. 

 

Figure 3: Structure of a Hyper-Erlang Distribution 

As seen in the figure, there are three independent Erlang distributions (which are called 

Erlang branches). The parameters  and  represent the probability of each independent 

Erlang branch and ,  and  are the exponential rates of each branch.  

In recent years there has been interest of researchers to find algorithms that can find a 

suitable Phase-Type distribution to fit a general distribution [53]. These algorithms are 

classified into two categories: Moment Matching and Expectation Maximization (EM). 

Moment matching technique, as its name says, consists of finding a distribution which 

matches the first three (or more) moments (mean, variance, skewness, kurtosis, etc.) of the 

original distribution. For a detailed description of the moment matching technique, the 

reader may visit Bobbio et al. [54] and Horváth and Telek [55]. On the other hand, EM 

algorithms are iterative procedures that successively adjust the parameters of the Phase-

Type distribution so that the log-likelihood function of the distribution is maximized with 

respect to the original distribution. Works developed in this field (EM algorithm) can be 

found in Thümmler et al. [56], Panchenko and Thümmler [57], Riska et al. [58] [59], 

among others.  

We focus on the EM algorithm and use the work developed in Panchenko and 

Thümmler [57]. One of the main advantages of this work is that it works with data sets, 

regardless of whether the data follows a known distribution or not. It also allows the 

modeler to adjust the level of precision. We implemented this algorithm with the extension 

of allowing the user to select suitable tolerance limits for errors of each moment (mean, 

variance and skewness). We use this algorithm to adjust non-exponential distributions of 

inter-arrival times, service, failure and repair. An example of a Phase-Type fitting is shown 

in Figure 4. 



25 

 

 

Figure 4: Example of a Fitted Gamma Distribution Using a Hyper-Erlang Distribution 

The figure shows the probability density function of both distributions and we can see 

that if the algorithm is implemented correctly, satisfactory results can be achieved in terms 

of the relative errors between the distributions. In this case, the example shows a Gamma 

distribution with scale parameter 0.667 and shape parameter 17.19. The resulting Hyper-

Erlang distribution has the same structure exhibited in Figure 3 and its parameters are

,  and , ,  and . 

Retaking the definition of our Markov model, we need to include some variables in our 

model definition in order to track the phase of each Phase-Type distribution. Hence, we 

redefine our state variable for stations 1 and 3 according to Equation 4: 

 

Equation 4: Markov Model for Stations 1 and 3 Using Phases 

The new variables are  that models the inter-arrival phase to buffer  ( ) and 

 which tracks the service phase of machine  (this variable is zero when the machine is 

either idle or under repair). In the new state variable,  tracks the phase of both failure and 

repair of machine . This means that the first values of the variable represent the failure 
process and some advanced values of it represent that the machine is down and going 

through a repair process. This depends on the number of exponential phases that the failure 

and repair processes have. For example, if we use a Phase-Type distribution for failure 

consisting of four phases and a Phase-Type distribution for repair consisting of six phases, 

then values of  less than or equal to four imply that machine  is currently up (not 

failed), while values of the same variable between five and ten imply that machine  is 

currently under repair (and therefore cannot process wafer lots). Needless to say, we 

assume that machines can fail at any time regardless of their current status (idle or busy) 

and therefore the variable  cannot be zero. Additionally, the state variable for Station 2 

is simpler and is constructed by eliminating the variables  and . 
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3.3.2. Linking Individual Station Models 

Since we need performance measures for the whole Mini-Fab, we need to connect all three 

individual station Markov models. First, we need to calculate the arrival rate to each station 

(taking into account that there are feedback loops in the network). For this purpose we 

solve the traffic equations given by Equation 5: 

 

Equation 5: Traffic Equations for the Network 

where  represents the average arrival rate to station ,  represents the external arrival 

rate to station  and  represents the probability that a lot departing from station  goes to 

station . In the Mini-Fab case, the only non-zero  corresponds to  and the routing 

probabilities are defined by  because each lot during its 
period of stay at the fab must take the two possible routes out of each station. We should 

also note that  is zero because this routing is not possible. 

However, we also need more information about the arrival process such as the variance. 

Shanthikumar et al. [60] propose an approximation to find the squared coefficient of 

variation (SCV) of arrivals for a queueing network. This approximation is shown in 

Equation 6: 

 

Equation 6: Linear Set of Equations for Estimating Arrivals SCV 

It consists of a linear set of equations in which the unknown variables are the , which 

are the SCV of inter-arrival times. The other elements in Equation 6 are  which represents 

the utilization value for station  and  which represents the SCV of the effective service 

times in station . The word effective here means that the machine is subject to random 

failures and as explained earlier, this will cause the preemption of the current lot in service. 

With the first and second moment (mean and variance) of each arrival process to each 

station, we can now build and solve the Markov model associated to each individual 

station. By solving we mean that we can calculate the steady-state probabilities of the 

Markov Chain. In general, CTMC are solved by finding the solution of the system  

and . However, since by definition a QBD is infinite, we need to calculate these 
probabilities in a way that is computationally tractable. Evans [61] shows that there exists a 

solution that satisfies the set of equations , where  represents the steady state 

probability of the -th level of the chain. Matrix  is the solution to the matrix 

equation . This equation has a solution if the ergodicity conditions 

for the chain hold (i.e. the chain is irreducible and positive recurrent). Latouche and 

Ramaswami [62] describe an algorithm to find matrix  called Logarithmic Reduction. In 
this work, we use jMarkov software (available in COPA website copa.uniandes.edu.co 

[63]) which uses Logarithmic Reduction [62] to find steady state probabilities. Since the 

level of our QBD represents the number of lots in each station, we can calculate the 
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expected number of lots in station  (represented by ) using the expression shown in 

Equation 7: 

 

Equation 7: Average Number of Lots in Station j 

where  represents the steady state probability of level  in the model associated with 

station . Once all three  are calculated we use Little’s Law to compute the expected cycle 

time of lots in the Mini-Fab using Equation 8: 

 

Equation 8: Average Cycle Time of Lots in the Mini-Fab 

To evaluate the effects of the proposed policy, we choose the parameters of our system 

in order to make station 1 (Diffusion) the bottleneck. This will allows us to control the lot 

release whenever the WIP exceeds the policy parameter . 

To validate our results, we build a simulation model using Rockwell Arena which we 

will describe in the next section. 

3.4. Simulation Model 

We build a discrete-event simulation model for two main purposes. The first is to validate 

the results of our Markov model. The second is to test the results of our policy by choosing 

different system bottlenecks. Some researchers such as Wein [8] and Shanthikumar et al. 

[50] indicate that most semiconductor models take Lithography station as a heavily utilized 

station. Therefore, we want to test our policy with a more realistic fab environment, in 

which Station 2 (Lithography) is the bottleneck. Note that this is a limitation of our Markov 

model, since we can only implement our policy if the bottleneck is the same workstation 

that receives lots from the outside. 

The simulation model takes into account all the assumptions and features described in 

Section 3.1. We carry out a verification process in order to make sure that our model 

produces reasonable results. We verify our model by taking into account only exponential 

distributions and no failures and comparing the results obtained from the simulation to 

exact queueing theory formulas. Since all (inter-arrival and service) times follow an 

exponential distribution, this instance of the Mini-Fab becomes an open queueing network 

for which all Jackson network conditions hold (provided that the system reaches steady 

state). Hence we use the results known from Jackson’s Theorem [64] to verify our 

simulation model. 

Each replication of the simulation lasts 292 hours with the first 6500 being used as 

warm-up period. For each experiment we run 150 replications to obtain tight confidence 

intervals. Although most authors point out that simulation modeling for SMS is a time-

consuming process, we do not experience such problems because our model is sufficiently 

small to achieve acceptable running times. However, the process of simulation model 
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building and verification is much more time-consuming and takes much more time when 

compared to the Markov model described in the previous section. 

3.4.1. Scenario Description 

We consider two scenarios: The first one includes only exponential distributions for inter-

arrival, service, failure and repair times and the second one, which is a more general case, 

which extends our analysis to non-exponential distributions. This gives us overall four 

different instances: Two in which Diffusion is the bottleneck (Markov model) and two in 

which Lithography is the bottleneck. 

The parameters of each scenario are shown in Table 1 and Table 2: 

Table 1: Distributions and Parameters for System with Diffusion Station as Bottleneck 

Process 
Probability Distribution 

(Exponential Instance)
1
 

Probability 

Distribution (Non-

Exponential Instance)
2
 

Arrival (Diffusion) Exponential(2.14) Gamma(6,4) 

Diffusion service Exponential(3.33) Uniform(8,28) 

Diffusion failure Exponential(0.25) Triangular(150,220,350) 

Diffusion repair Exponential(1.67) Normal(36,8) 

Lithography service Exponential(6.67) Gamma(4.5,2) 

Lithography failure Exponential(0.1) Normal(600,95) 

Lithography repair Exponential(6) Erlang(5,2) 

Implantation service Exponential(4) Triangular(3,17,25) 

Implantation failure Exponential(0.19) Exponential(0.19) 

Implantation repair Exponential(1.88) Normal(32,8) 
 

Table 2: Distributions and Parameters for System with Lithography Station as Bottleneck 

Process 
Probability Distribution 

(Exponential Instance)
3
 

Probability 

Distribution (Non-

Exponential Instance)
4
 

Arrival (Diffusion) Exponential(2.5) Gamma(6,4) 

Diffusion service Exponential(6) Uniform(8,28) 

Diffusion failure Exponential(0.29) Triangular(150,220,350) 

Diffusion repair Exponential(1.67) Normal(36,8) 

Lithography service Exponential(5.45) Gamma(5.5,2) 

Lithography failure Exponential(0.1) Normal(600,95) 

Lithography repair Exponential(6) Erlang(5,2) 

Implantation service Exponential(7.5) Triangular(4,9,11) 

Implantation failure Exponential(0.19) Exponential(0.19) 

Implantation repair Exponential(2.31) Lognormal(26,16) 

                                                             
1
 All exponential rates in hours

-1
 

2
 Time units are minutes 

3
 All exponential rates in hours

-1
 

4
 Time units are minutes 
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For scenario 1 (Diffusion as the bottleneck) we obtain 84.75% ± 1% and 88.57% ± 1% 

as bottleneck utilization values for the exponential and non-exponential cases, respectively. 

For scenario 2 (Lithography as the bottleneck) we obtain 90.14% ± 1% and 91.46% ± 1% 

as bottleneck utilization values for the exponential and non-exponential cases, respectively. 

It is important to choose the parameters to make the bottleneck a highly utilized 

workstation, because this means that cycle times are conditioned to the bottleneck 

operation, thus leaving some room for improvement within the system. 

For scenario 1 we are interested in reducing cycle time mean. On the other hand, in 

scenario 2 we are interested in reducing cycle time mean and variance and total average 

output as well. One measure we will also analyze is the variance of the inter-arrival times. 

Additionally, as will be discussed in the next section, our results show that our release 

policy is able to reduce considerably the variance of the WIP. Therefore, we will also show 

comparisons between our policy and a CONWIP policy [10] (whose variance of the WIP is 

exactly zero).  

To conclude this section we must clarify that our policy only alters inter-arrival times 

distribution, so every other probability distribution, assumption or characteristic of the 

system remains unchanged.  
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4. Results 

In this section we provide the results obtained for both scenarios described above. As said 

before, one of the simulation model objectives is to produce results to evaluate the 

convenience of our Markov model. Therefore, scenario 1 results will not only be analyzed 

in terms of the proposed policy but also in terms of the accuracy of the Markov model. 

4.1. Scenario 1 

Table 3 shows the results of both the simulation and the Markov model for the exponential 

case of scenario 1. The simulation results are presented with their respective half-widths. 

The first case shown corresponds to the Base Case (No Control Case). All other cases 

shown are Policy Cases, i.e. cases in which the policy was implemented using different 

values of the policy parameter. 

Table 3: Scenario 1 Exponential Instance Models Results 

Case CT Simulation (minutes) CT Markov Model (minutes) 

Base Case 216.52 ± 6.16 232.13 

Policy  

Cases 

 = 1 159.42 ± 1.96 139.80 

 = 2 167.05 ± 1.92 152.87 

 = 3 173.27 ± 2.02 162.06 

 = 4 177.6 ± 2.1 166.54 

 = 5 185.12 ± 2 172.13 

 = 6 189.66 ± 2.3 173.39 

 = 7 195.76 ± 2.51 174.15 

 

As can be seen in Table 3 the cycle time reduces in most Policy Cases and reaches a 

minimum when  (according to both models). Simulation also reports effective mean 
cycle time reduction and if we analyze the half-widths, we can conclude that the reduction 

is statistically significant. The cycle time prediction of each model is shown in Figure 5. 

 
Figure 5: Cycle Time Estimations for Scenario 1 Exponential Instance 
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The black bars in the blue line (Simulation) correspond to the 95% confidence intervals 

around the cycle time mean. Although the Markov model mimics the behavior of the 

simulation predictions, it tends to underestimate the cycle time predictions.  

We now analyze the accuracy of the Markov model. Table 4 shows the adjusted rates 

and the error in cycle time estimation of the Markov model with respect to simulation. As 

seen in Figure 5 the Markov model predictions do not lie within the simulation 95% 

confidence interval but still its accuracy is acceptable as we will show later. Recall that the 

adjusted rates are the values that are used as input for the models so that in the long-run, 

inter-arrival times of all cases are statistically equal (which is verified using the simulation 

model). This will guarantee that output is not lost due to the implementation of the policy. 

Since theoretically the Base Case is a Policy Case with ∞, it is logical that as  

increases the adjusted rates decrease as well.  

Table 4: Scenario 1 Exponential Instance Adjusted Rates and Relative Errors 

Case  % Error 

Base Case 1/28 7.21% 

Policy  

Cases 

 = 1 1/11 12.30% 

 = 2 1/16.6 8.49% 

 = 3 1/20.3 6.47% 

 = 4 1/22.7 6.23% 

 = 5 1/24.2 7.02% 

 = 6 1/25.5 8.58% 

 = 7 1/26.3 11.04% 

 

Note that all percentage error values are below 13%, which according to Shanthikumar 

et al. [50] is acceptable in an SMS context. 

We now present the same analysis for the non-exponential case of scenario 1. 

Table 5 shows the cycle time predictions of the models for this case. When the policy 

parameter is 5, the estimated mean cycle time reaches its minimum for simulation and 

when it is 4, the Markov model estimation reaches its minimum. However, the results of 

the Markov model for  and  are very close and the simulation shows that there 
is no statistical difference between these values, hence it cannot be said that the results are 

contradictory. In cases in which the Markov model produces results similar to these for 

different values of  it would be better to take a decision using the simulation model.    
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Table 5: Scenario 1 Non-Exponential Instance Models Results 

Case Cycle Time Simulation (minutes) Cycle Time jMarkov (minutes) 

Base Case 191.25 ± 3.24 211.59 

Policy  

Cases 

 = 1 243.28 ± 4.95 220.31 

 = 2 223.79 ± 4.19 192.96 

 = 3 201.85 ± 2.84 176.85 

 = 4 187.13 ± 2.3 166.27 

 = 5 185.69 ± 2.26 166.41 

 = 6 192.24 ± 2.74 168.60 

 = 7 190.69 ± 2.58 174.68 
 

The behavior of cycle time estimations is shown in Figure 6. 

 

Figure 6: Time Estimations for Scenario 1 Non-Exponential Instance 

Similar to the exponential case, the Markov model underestimates the cycle time 

predicted by the simulation. As for the relative errors, we show them in Table 6. 

Table 6: Scenario 1 Non-Exponential Instance Adjusted Rates and Relative Errors 

Case  % Error 

Base Case 1/24 10.63% 

Policy  

Cases 

 = 1 1/12.3  9.44% 

 = 2 1/17.1  13.78% 

 = 3 1/20.4  12.39% 

 = 4 1/20.5  11.15% 

 = 5 1/23.35  10.38% 

 = 6 1/23.6  12.29% 

 = 7 1/23.8  8.40% 



33 

 

As shown in Table 6 the average percentage error is higher than in the in the 

exponential instance of this scenario. This is to be expected because this instance involves 

more approximations, such as phase-type fitting approximation, which may render it less 

accurate. Nevertheless, the highest error is pretty much the same as in the exponential 

instance which is still acceptable according to [50].  

4.2. Scenario 2 

In this scenario we explore more performance measures and focus only on a simulation 

perspective. Recall that CONWIP was sometimes included in our comparisons in order to 

test the performance of our release rule against this well-known policy. 

First we address the exponential instance of this scenario. Figure 7 shows the effects of 

the policy when implemented. The blue line corresponds to the No Policy Case (or Base 

Case) and as exhibited, the cycle time it produces has a high variance (wide confidence 

intervals). 

 

Figure 7: Scenario 2 Exponential Case Release Policy Cycle Time Results 

The red and green line correspond the Policy Case and the CONWIP case, respectively. 

They both are effective reducing mean (and variance) of cycle time. Although CONWIP 

policy is in most cases below our policy cycle time estimations (lower cycle time), in the 

minimum cycle time predicted ( ) both average cycle times are statistically 

equivalent. Therefore, there is no statistical evidence to say that CONWIP policy is better 

than our policy in terms of cycle time mean. We must indicate that the WIP value for the 

CONWIP policy was chosen as the nearest integer of the mean WIP for the policy case. 

Figure 8 shows the total average output for this exponential instance (scenario 2). It can be 

observed that while reducing mean cycle time, the release policy does not compromise 

output and even in its optimum ( ) total average output is actually improved. 

However, CONWIP policy outperforms all cases considered. We will discuss this matter in 

the next section. 
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Figure 8: Scenario 2 Exponential Case Total Average Output Results 

To finish this instance, we show the effective inter-arrival time variance in Figure 9. 

 

Figure 9: Scenario 2 Exponential Case Effective Inter-Arrival Time Variance 

The figure shows that for low values of the policy parameter, the variance is very high. 

This is logical since the lot release process will be interrupted more frequently. As  

increases, the effective inter-arrival time variance decreases and asymptotically approaches 

the Base Case variance (for which ). The interesting point here is that even though 

the mean is the same and the variance is much higher, cycle times are actually reduced. 

This can be seen in Table 7 which shows a summary of the previous figures. All percentage 

differences (or improvements) are calculated with respect to the Base Case. When          

 we obtain the best results for average cycle time. This means that this is the best 

parameter choice we can make in this specific instance. Furthermore, as stated before, in 
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this case there is not much difference between the performance of our policy and CONWIP 

policy. 

Table 7: Scenario 2 Exponential Case Summary of Results 

Policy 

Parameter 

(W) 

Mean Cycle Time % 

Improvement 

Total Average 

Output % 

Improvement 

Policy 

Effective  

Inter-arrival  

Variance %  

Difference 

W/ 

Release 

Policy 

W/ 

CONWIP 

Policy 

W/ 

Release 

Policy 

W/ 

CONWIP 

Policy 

1 9.10% 8.98% 1.45% 4.52% 1563.40% 

2 23.05% 27.62% 0.69% 3.79% 993.33% 

3 29.98% 34.14% 0.11% 3.61% 671.88% 

4 34.56% 34.14% -0.34% 3.61% 439.04% 

5 36.29% 34.14% -0.79% 3.61% 290.66% 

6 37.48% 40.40% -1.19% 3.23% 176.47% 

7 39.33% 40.40% -1.04% 3.23% 96.12% 

8 37.90% 40.40% -1.05% 3.23% 70.27% 

9 35.87% 34.14% -0.98% 3.61% 52.86% 

 

Figure 10 shows the average cycle time of the non-exponential instance of scenario 2. 

As before, the best policy result outperforms the Base Case (blue line) considerably. Also, 

CONWIP policy in this instance improves cycle time mean and variance and is a little bit 

better than our policy in the optimum. However, this difference is not considerable as the 

figure illustrates. 

 

Figure 10: Scenario 2 Non-Exponential Case Release Policy Cycle Time Results 

Figure 11 shows the total average output performance measure for the non-exponential 

instance. The only difference between this figure and the one corresponding to the 
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exponential instance (Figure 8) is that there is one policy case ( ) in which neither 

average cycle time or average output are improved (the No Policy case shows better 

results). However, in all remaining cases output is not seriously compromised and is 

statistically equal to the No Control Case. Still, CONWIP case shows a better performance 

in this aspect than our policy and the Base Case. 

 

Figure 11: Scenario 2 Non-Exponential Case Total Average Output Results 

Figure 12 shows the effective inter-arrival time variance of this non-exponential instance. 

The conclusion is the same as in the previous instance of this scenario and is seen more 

clearly in Table 8. 

 

Figure 12: Scenario 2 Non-Exponential Case Effective Inter-Arrival Time Variance 
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Table 8: Scenario 2 Non-Exponential Case Summary of Results 

Policy 

Parameter 

(W) 

Mean Cycle Time % 

Improvement 

Total Average 

Output % 

Improvement 

Policy 

Effective  

Inter-arrival  

Variance %  

Difference 

W/ 

Release 

Policy 

W/ 

CONWIP 

Policy 

W/ 

Release 

Policy 

W/ 

CONWIP 

Policy 

1 -18.58% -8.28% -2.13% 6.15% 2208.35% 

2 -2.61% 2.72% -0.75% 5.03% 1211.78% 

3 14.04% 13.83% -0.12% 3.91% 443.15% 

4 22.57% 24.41% -0.54% 1.53% 126.04% 

5 20.40% 24.41% -0.13% 1.53% 83.33% 

6 17.36% 13.83% 0.20% 3.91% 45.02% 

7 15.85% 13.83% -0.04% 3.91% 24.74% 

8 11.91% 13.83% 0.31% 3.91% 11.98% 

9 10.71% 13.83% -0.03% 3.91% 3.55% 

 

The table shows similar results to the exponential instance; however the minimum cycle 

time is achieved using a different value of the policy parameter. Still, the effective inter-

arrival time variance is higher than that of the Base Case. The best choice of the policy 

parameter we can make in this instance is  case in which cycle time reduction 

reaches its maximum. CONWIP policy shows slightly better results than our policy but as 

in the previous instance, they are not considerable differences. 

4.3. Results Analysis 

In general our results show that the average cycle time is effectively reduced by 

implementing the proposed release policy. Cycle time reduction reaches almost 40% in the 

best case and good results are also achieved with other policy parameters, reducing cycle 

time by at least10% with respect to the Base Case. CONWIP policy proved to be as good as 

our policy or better. However, differences with respect to the best policy parameter are not 

considerable and one should take into account other issues such as ease of implementation, 

feasibility and secondary performance measures when breaking ties between operational 

policies. Regarding this matter it should be noted that our policy is easier to implement 

because it does not require exact information about the whole system but only about the 

bottleneck, while CONWIP may require detailed information about each individual station.  

One interesting result is that in most cases effective inter-arrival time variance increases 

dramatically with respect to the Base Case. However, the average cycle time actually 

decreases as shown in Table 7 and Table 8. 

Recall some classical  approximations such as the one presented in Hopp and 

Spearman [65] and shown in Equation 9 
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, 

Equation 9: Kingman's G/G/1 Approximation Formula 

where  represents the squared coefficient of variation (SCV) of arrivals,  is the SCV of 

effective service,  is the average system utilization and  is the service rate. This formula 

tells us that increasing either  or  of the Mini-Fab would result in a cycle time 

increase. However, since we keep the long-run average of inter-arrival times constant while 

increasing its variance,  increases with every other parameter remaining unchanged 

because we do not change other system parameter or setting. This means that the cycle time 

is effectively reduced while intentionally increasing the squared coefficient of variation of 

inter-arrival times. This result is because the variability introduced into the system is not 

blind, i.e. we intentionally introduce it taking into account the current system state. 

Therefore, our case is a good counter-example of classical  approximations which 

consider that the cycle time and the SCV of arrivals are positively correlated. 
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5. Conclusions 

We propose a framework to analyze the impact of a new release policy for semiconductor 

manufacturing systems. Several authors and researchers have shown the importance of lot 

release control policies for cycle time reduction and meeting customer service levels. This 

is of critical importance in semiconductor manufacturing since this industry is characterized 

by changing market demands, rapidly shifting technologies and intensive competition, 

among others. 

The proposed policy focuses on the current work-in-process inventory (WIP) at the 

bottleneck workstation and suspends or continues the normal release process according to 

this measurement. When the policy is not active, i.e. the bottleneck WIP is below the 

threshold, we consider that lot release follows a probability distribution because in reality, 

certain estimates of arriving customer demands are hardly available. 

We also propose a Markov Chain framework as a novel approach for evaluation of 

operational policies in semiconductor manufacturing. To relax the assumption of 

exponential underlying distributions in the Markov Chain framework we apply Phase-Type 

distribution fitting to extend our analysis to general distributions. The Markov model we 

develop can also be easily adapted to other situations and can be used to evaluate other, 

perhaps more complex release policies.  

We develop an independent Markov chain model for each of our system’s stations and 

link these models to obtain results at the network level. The methodology for obtaining 

these results is a combination of several techniques that have been developed over the years 

in the fields of queueing theory and queueing networks. This approach shows that a careful 

analysis of such developments can be useful for SMS or for manufacturing in general. To 

validate this model we compare its results against another approach. Hence, we construct 

an equivalent discrete-event simulation model of the system and use it to validate our 

Markov framework and also to test our release policy with a different system setting that 

can result in a different bottleneck. 

Our results show that although the Markov model outcomes do not lie within the 95% 

confidence interval of the simulation results, the estimations are reasonable and could also 

be extended to cover non-exponential distributions. The difference in results of the Markov 

chain model with respect to the simulation model may be attributed to the variability that is 

not captured by the Markov model. This is logical since variability in general, contributes 

negatively to the cycle time and in most cases our Markov model predictions underestimate 

the simulation average cycle times. 

Since the non-exponential instances involve further approximations for phase-type 

fitting higher relative errors are expected to be observed for these instances. However, this 

is not the case and this observation may be due to the lower variability of the distributions 

used in the non-exponential instance when compared to a fairly variable distribution such 

as the exponential. 

Moreover, the simulation runs with Lithography station as the bottleneck show that 

major improvements in terms of cycle time are possible by implementing our release 

policy. We also compare our proposed policy against CONWIP as one of the most 

commonly used policies that aims at reducing the variance in WIP, similar to what we 

propose here. In this comparison CONWIP policy shows better or equally good results; 
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however, in a real semiconductor fab our policy is more easily implemented than CONWIP 

because it only requires real-time information about the system bottleneck, whereas 

CONWIP requires information from most of the workstations for its implementation. Our 

results also show that the proposed release policy, does not compromise total average 

output at a significant level, thus rendering it a good alternative for cycle time reduction in 

SMS. Still, we believe that further improvements, refinements or extensions can be made to 

the policy so that it becomes more robust to some other features of SMS not considered in 

this work. 

The results of the discrete-event simulation model further show that average cycle time 

is reduced while the squared coefficient of variation (SCV) of inter-arrival times is 

intentionally increased. This result demonstrates that using classical queueing theory 

approximations such as  formulas may lead to wrong predictions of the system 

cycle time. 

Future research in this area could include a Markov model for the whole Mini-Fab that 

is able to capture more variability than our approach, rendering the linking equations for 

individual stations unnecessary. Furthermore, extensions to the proposed release policy can 

be thought of for other variations of systems such as a multi-bottleneck system or a multi-
product environment.  
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