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Introduction 

 

The question of Right and Wrong has been the subject of countless questions and a myriad 

of studies in numerous fields of human knowledge. Moral philosophy and Ethics aim to 

determine which sorts of actions can be considered morally correct and what kind of rules 

(if any) we ought to follow to ensure that our actions are good. Moral psychology deals 

with how lay people actually judge and behave morally during their everyday lives and how 

we, as psychologists and social scientists, can facilitate or enhance morally desirable 

actions. Law deals, at least partially, with how different legal systems may or may not 

reflect moral codes widespread within societies and how we can reconcile cultural 

independence and identity with a blooming worldwide culture. Priests of different creeds 

help believers respect specific moral ideals embodied by a particular religious beliefs. The 

very idea of Right and Wrong is pervasive in our everyday lives and is present in our 

professional, personal and political actions. Books, plays, wars, friendships and romantic 

relationships have started, flourished and finished, based on moral considerations.  

 This dissertation is situated within moral psychology. That is, I will provide 

empirical data around a specific hypothesis about folk moral intuitions. Specifically, my 

dissertation deals with how people come to the conclusion that agents are good or bad 

persons. In other words, how people attribute character traits. My main hypothesis is that 

the way participants determine that a particular person possesses specific character traits 

can be modelled by Bayesian calculation dealing with the probability of her possessing a 

character trait given her observed actions and how those actions are associated with that 

character trait. 
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 In the first chapter, I will briefly explain how my dissertation fits between the 

normative and descriptive realms of Ethics and moral psychology. Specifically, I will 

define the subject of my dissertation by offering a definition of trait-based moral judgments 

and outline how this type of moral judgment relates to other instances of moral judgment 

and to the normative framework of Virtue Ethics. 

The second chapter will outline the limitations of existing literature on trait-based 

moral judgment and theoretically justify the main claim of this dissertation: that trait-based 

moral judgment is an instance of Bayesian Belief Updating.  

The third chapter will deal with the first empirical study of this dissertation that 

aimed to determine which traits of character are considered to be moral, immoral and 

morally irrelevant in a Colombian sample as well as behaviours commonly associated with 

these character traits. The main interest of this chapter is methodological since it aims to 

provide culturally valid materials to carry out the rest of the dissertation.  

The fourth chapter deals with the folk conception of Unity/ Disunity of Virtue and 

Vice and to what extent people intuitively generalize their moral judgments to different 

aspects of a judged agent’s life. In the context of this dissertation, both third and fourth 

chapters are considered pilot studies and aimed to empirically delineate the lay conception 

of virtue and vice as preparation for the third and final study (chapter 5). Yet, on a broader 

sense, both chapter can inform theoretical debate on the nature of the folk concept of Virtue 

and Vice, a topic that, in a on itself, is worthy of philosophical and psychological attention. 

The fifth and central chapter will describe the main empirical experiment will 

provide evidence about the claim that trait-based moral judgment is an instance of Bayesian 

Belief Updating. This chapter will also describe and justify the proposed algorithmic 
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models of trait-based moral judgment and describe how they may reflect algorithmic nature 

of trait-based moral judgment. 

The sixth and final chapter will provide discuss the implications results described in 

Chapter 4 and 5 as well as their limitations and future work based on them. Special 

emphasis will be put on Bayesian Moral Judgment implications for the psychology and 

philosophy of forgiveness and how it can lay the theoretical groundwork for social 

intervention aimed to change social perceptions of marginalized groups and persons.  
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Chapter 1: A brief introduction to the study of morality: Ethics 

and Moral Psychology 

 

In its broadest sense, ethics is the philosophical study of value judgments about the 

rightness/ wrongness, justice/ injustice of an action, person or idea. Unless one accepts the 

existence of natural, universal moral facts that happen to match the actual state of the 

world, these valuations are used to communicate and debate about how the world ought to 

be rather than how it actually is. In this sense, an ethical discourse about what ought to be 

does not need to match observations of what is. Within Ethics’ interests are the normative 

discussion of which moral codes (if any) are to be preferable and what kind of reasons 

ought to justify and motivate moral actions. Ethics’ ultimate goal is to lead humans to a 

happy life by providing criteria to guide action towards what is morally desirable (Roth, 

2005; Tiberius, 2015).  

 On the other hand, moral psychology, a branch of psychology, deals with the 

mental, cognitive and emotional aspects of moral action and moral judgment. Moral 

psychology has been closely bonded with ethical reflection and provides a notion of what 

actual moral thinking and moral action are in order to enhance or facilitate morally 

desirable actions. Thus, contrary to Ethics, moral psychology is an empirical discipline that 

deals with what actually is, rather than with what ought to be. Moral psychology can be 

linked to Experimental Philosophy, a branch of philosophy that seeks to refine and enhance 

philosophical reflections with data collection and methodologies close to those of cognitive 

psychology and cognitive science (Knobe et al., 2012; Knobe & Nichols, 2008). Despite 

morality not being the only interest of Experimental Philosophy, various philosophical 
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theories have influenced, and are influenced by, empirical work in moral psychology 

(Doris, 2014; Doris & Stich, 2005; Sinnott-Armstrong, 2005). My dissertation is centred on 

a particular area overlapping Experimental Philosophy and Moral Psychology: the link 

between Virtue Ethics and moral judgment and trait attribution. 

In line with Experimental Philosophy, the influence of ethical theories on how 

moral psychologists have conceptualized and evaluated moral judgment is the central 

interest of this chapter. First, I will define what moral judgment is. To do so, I will propose 

a three way approach to moral judgment that aims to strictly point to what kind of moral 

judgments my dissertation deals with. This approach does not intend to be a final or 

exhaustive classification of moral judgment, rather it only defines the central interest of my 

dissertation and differentiates it from other instances of moral judgment. Then, I will 

briefly present the normative framework of Virtue Ethics and outline its link to trait-based 

moral judgment. Building up on this, the second chapter will deal with the limitations of the 

current understanding of folk concept of Virtue Ethics and how the main claim of this 

dissertation: that Bayesian belief updating underlies trait-based moral judgment may 

answer some of these limitations. 

 

What in the world is moral judgment? 

 

Intuitively, morality is a pervasive concept that, one way or another, may be at play in most 

if not all of human interactions (Knobe, 2010). Inasmuch as it deals with regulating 

individual behaviours in order to strengthen communal interests and prevent harm to others 

(Machery & Mallon, 2010; Sinnot-Armstrong, 2008), many behaviours can belong to the 
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realm of morality. For instance, stating that the death penalty is (or is not) an acceptable 

punishment for some crimes is a morally relevant behaviour since it is a statement that 

deals with the desired consequences that a person who harmed others ought to face. In the 

same vein, choosing to cheat on one’s partner may also be a moral decision in the sense that 

it pertains to harm caused to others and on the conditions in which this harm may or may 

not be inflicted. Likewise, donating money to charity to receive tax cuts or out of the 

kindness of one’s heart can be a morally relevant distinction since the agent’s intentions 

could be relevant information to ascribe moral character which in turn has potentially 

relevant consequences in social life.  

Since morality is a complex concept it is helpful to divide it. For my purposes, I  

follow previous work in moral development and will split morality into four components: 

moral sensibility, moral judgment, moral motivation and moral action (Narvaez & Lapsley, 

2009; Rest, Narvaez, Thoma, & Bebeau, 2000). My dissertation deals with the second 

component: moral judgment. I will define moral judgment as the overt expression of the 

moral valuation a judge makes of a target action, idea, agent or situation (Haidt, 2001; 

Helion & Pizarro, 2012; Kennett & Fine, 2008). Despite a large existing literature on 

whether moral judgment is emotional or reflexive (Greene & Haidt, 2002; Haidt, 2001; 

Haidt & Bjorklund, 2008; Helion & Pizarro, 2012; Kennett & Fine, 2008; Narvaez, 2008; 

Paxton & Greene, 2010). I do not explicitly endorse either position (Paxton & Greene, 

2010; Sinnott-Armstrong, 2011). Any claim I make about moral judgment will assume that 

it is a complex cognitive process that involves, to some relevant and variable extent, both 

emotional and controlled processing 5.  

                                                        
5 Unless explicitly stated I will use the term “cognitive” in its classic meaning: pertaining to information 
perception, manipulation and transformation (Marr, 1982) rather than its most recent definition 
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Historically, moral judgment has been observed in two ways. Classic studies in 

moral development (Bebeau, 2002; Gilligan, 1982; Kohlberg, 1981; Piaget, 1965; Rest et 

al., 2000) used semi-structured interviews and ethnographic observations to assess moral 

judgment and the reasoning involved in producing it. These studies rely mainly on 

qualitative analysis. On the contrary, more recent studies typically prefer quantitative data 

to assess participant’s moral judgment about a target vignette, usually a moral dilemma 

(Bauman, McGraw, Bartels, & Warren, 2014; Christensen & Gomila, 2012; Kahane, 2015) 

using different sorts of moral judgment.  

There is an open debate around different types of moral judgment and how they 

may or may not be theoretically and empirically different (Barbosa & Jimenez Leal, 2017; 

Cushman, 2008; Gold, Pulford, & Colman, 2015; Malle, Guglielmo, & Monroe, 2014; 

O'Hara, Sinnott-Armstrong, & Sinnott-Armstrong, 2010; Pizarro & Tannenbaum, 2011; 

Uhlmann, Zhu, & Tannenbaum, 2013). In light of this debate, I will propose a tentative 

differentiation of several types of moral judgments. This differentiation is by no means 

final or exhaustive but simply aims to define what type of moral judgment is the main 

object of my dissertation. Future work should provide direct evidence surrounding this 

proposal and how these different types of moral judgment relate to one another. Of special 

interest is the possibility of different types of moral judgment reflecting different cognitive 

processes that may conflict with one another. 

Action-based moral judgment will be taken to be judgments about a specific 

category of abstract and decontextualized actions (i.e, hitting someone). I hypothesize that 

                                                        
referring to non-emotional processing. Consequently, calling any process “cognitive” has no bearing on 
its emotional or controlled nature but simply refers to the fact that it deals with and transforms 
information via algorithms in order to solve a specific problem. 
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action-centred moral judgments could be linked to complex emotional reactions following a 

perceived transgression or morally good actions (Russell & Giner-Sorolla, 2013). 

Consequently, complex emotional reactions such as outrage, moral disgust or admiration 

might be examples of action-based moral judgments. Research suggests that lays exhibit 

aversive reactions to specific actions (e.g, hitting a doll that looks like a baby) even in 

contexts in which it is clear that this action does not actually cause any harm (R. Miller, 

Hannikainen, & Cushman, 2012; R. M. Miller & Cushman, 2013). These results are 

compatible with some specific actions (e.g, hitting any baby-looking object) being 

intrinsically aversive even in situations in which no actual harm is possible. I contend that 

action-based moral judgment is specifically aimed at this sort of actions. Since it deals with 

decontextualized actions, this type of moral judgment is theorized to be related to action 

recognition, to require very little information and to exhibit lesser sensitivity to cognitive 

load, working memory and reflectiveness effects (Greene, Morelli, Lowenberg, Nystrom, & 

Cohen, 2008; Moore, Clark, & Kane, 2008; Paxton, Ungar, & Greene, 2012) but be more 

influenced by emotional variables (Haidt, 2001; Haidt & Bjorklund, 2008; Landy & 

Goodwin, 2015) and heuristic reasoning (Sunstein, 2005). Finally, the social application of 

action-based moral judgment might be moral education and signalling the moral standing 

(e.g, accepted, required, forbidden…) of specific types of actions. 

On the contrary, situation-based moral judgment is not limited to a target action but 

encompasses a larger situation, namely the judged agent’s intentions, beliefs and desires, 

caused and intended consequences, the relevant state of the world for the judged action 

(e.g, whether the judged action had to be carried quickly or not, what kind of actions could 

be carried out in this context) and the consequences that the agent ought to face as a result 

of her actions. As such, situation-based moral judgment requires a larger, more complex 
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mental model of the judged situation than action-based moral judgment. Situation-based 

moral judgments include blame/ praise and punishment/ reward judgments among others. 

Of special interest for the proposed division is the fact that these judgments not only 

depend on whether a specific action was carried out (i.e, Peter was stabbed) but rather on a 

larger situation including the generic action that is targeted by action-based moral judgment 

(i.e, generic stabbing) embedded in a richer, more complex framework including both 

agent’s relevant mental states (e.g, beliefs, desires, intentions…) as well as relevant 

situational factors such as possibilities of actions, time pressures, relevant cultural norms 

and so on (i.e, Mary stabbed Peter because she thought Peter was trying to rob her when he 

silently entered her home late at night). Moreover, situation-centred judgments inform us 

about the consequences the judged action ought to face. For instance, if we ascribe a high 

level of blame to Mary it follows that she should be socially or legally punished. But, if we 

ascribe little blame or even praise to her then we expect little negative consequences for her 

actions and perhaps even positive consequences (Cushman, 2008; Malle, Guglielmo, & 

Monroe, 2012; Malle, Guglielmo, et al., 2014). Consequently, situation-based moral 

judgments might be used pragmatically to influence other’s behaviours. 

The main distinction between action and situation based judgments is the amount of 

information used. Action-based judgments are about decontextualized, generic categories 

of action (i.e, stabbing in general) and do not require processes other than action 

recognition (i.e, recognizing this particular thrusting motion as stabbing) and recognizing 

harm/ care (i.e, recognizing that a patient suffers or not due to an agent’s actions). Action-

based moral is aimed at decontextualized actions that in and of themselves are perceived to 

have intrinsic moral value (e.g, donating money being perceived to be intrinsically good, 

hitting any object that appears human is perceived to be intrinsically bad) with little to no 
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regard for a larger context or specific information (R. Miller et al., 2012; R. M. Miller & 

Cushman, 2013). Due to the simple nature of its object, action-based moral judgment is 

cognitively frugal and quick which seems compatible with heuristic reasoning (Sunstein, 

2005). On the other hand, situation-based judgments use a richer mental model including 

relevant situational information, agent’s and patient’s mental states, actual and intended 

consequences (i.e, donating money to get tax benefits or to help those in need, stabbing a 

person to give her an adrenaline shot or to kill her), situational factors such as the 

possibility of action, coercion, time pressures and so on. Situation-based moral judgment 

requires larger amounts of information, cognitive resources and time and hinges on several 

processes like intention attribution, long term memory, expected utility calculations among 

others. Computationally, this distinction is the reflection of model-free vs model-based 

reinforcement learning that has been proposed in moral judgment (Cushman, 2013) in 

which model free reinforcement could correspond to action judgments and model based to 

situation judgments.  

Finally, trait-based moral judgment is directed at the judged agent’s character, 

specifically, whether the target agent possesses morally relevant traits of character and its 

main importance is behaviour prediction. In this view, trait based moral judgment does not 

deal with any specific action nor with larger circumstances. Rather, it deals with an agent’s 

very character and relates to the kind of actions one could expect from her in the future. 

Trait-based moral judgment is i) the attribution of a morally relevant trait of character, ii) 

based on observed, reported or inferred morally relevant behaviours, intentions, desires or 

beliefs about the target agent (Hursthouse, 1999) and, iii) is used to predict the judged 

agent’s future behaviour and adjust one’s behaviour accordingly. For now, trait-based 
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moral judgment is theorized to be is relatively stable over time and across situations6. Also, 

character attributions can be made in terms of specific virtues or vices (e.g, kind, generous, 

aggressive, selfish…) or in overall character valuations (i.e, good or bad person). For now I 

will treat both these inferences as cognitively equivalent. Yet, future research must offer 

empirical evidence on this assumption. 

In an evolutionary and naturalistic view (Cottrell, Neuberg, & Li, 2007; de Waal, 

2008; Gintis, Henrich, Bowles, Boyd, & Fehr, 2008; Gintis, Smith, & Bowles, 2001; 

Kurzban, Burton-Chellew, & West, 2015; G. Miller, 2008; Nowak & Roch, 2007; Sasaki, 

Okada, & Nakai, 2017) attributing a specific trait of character to an agent is interpreted as a 

proxy about the agent’s possible future behaviour and, based on expected behaviour by the 

judged agent, has an important impact on social interactions (Brambilla & Leach, 2014; 

Goodwin, Piazza, & Rozin, 2014; Landy, Piazza, & Goodwin, 2016; G. Miller, 2008; 

Piazza, 2014; Piazza, Landy, & Goodwin, 2014; Pizarro & Tannenbaum, 2011; Reeder, 

Vonk, Ronk, Ham, & Lawrence, 2004; Uhlmann, Pizarro, & Diermeier, 2015). In this 

view, trait-based moral judgment is a specific instance of trait attribution (Uleman, Adil 

Saribay, & Gonzalez, 2008). Difference between them is that trait attribution deals with any 

trait whereas trait-based moral judgment deals only with morally relevant traits of 

character. Computationally, trait based moral judgment corresponds to inference algorithms 

in which a hidden distribution (i.e, an agent’s actual traits of character) has to be inferred 

based on a series of uncertain and noisy cues (Kemp & Jern, 2014) (i.e, her observed or 

reported morally relevant behaviours, reactions, attitudes…). Trait based moral judgment 

                                                        
6 But see chapters 4 and 5. 
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taken as the attribution of morally relevant traits of character is the main object of my 

dissertation. 

Given its importance in social interactions, social psychology has proposed several 

models of general trait attribution (N. H. Anderson, 1965a; N. H. Anderson & Alfred, 

1961; Asch, 1968; Birnbaum, 1972, 1973; Malle, 2007, 2011a; Oddou & Mendelhall, 

1984). However, a number of studies have attacked the very existence of moral character 

traits as relevant in explaining moral behaviour and showing the crucial influence of 

situational, sometimes fortuitous, situational factors (Doris, 2014; Harman, 1999, 2002, 

2009). With few exceptions (Reeder & Coovert, 1986; Reeder, Kumar, Hesson-McInnis, & 

Trafimow, 2002; Reeder & Spores, 1989) social psychology left aside the study of moral 

character and moral trait attribution in favour of the morally neutral traits of warmth and 

competence (Cuddy, Fiske, & Glick, 2008; S. T. Fiske, Cuddy, & Glick, 2007). Only 

recently (Casebeer, 2003; Pizarro & Tannenbaum, 2011; Uhlmann et al., 2015) and 

following reinterpretation of previous data (Fleeson, 2004; Fleeson, Furr, Jayawickreme, 

Meindl, & Helzer, 2014) psychological study of moral trait attribution received renewed 

attention. Its return to this game was triumphant. Recent results suggest that moral traits are 

central to person and identity perception above morally irrelevant traits about competence 

and warmth (Goodwin, 2015; Goodwin et al., 2014; Heiphetz, Strohminger, & Young, 

2016; Newman, Bloom, & Knobe, 2014; Newman, De Freitas, & Knobe, 2015; 

Strohminger & Nichols, 2014). Following these studies my dissertation will focus on moral 

traits attribution. The remainder of this chapter will deal with the similarities between the 

normative proposal of Virtue Ethics in Moral Philosophy, and relevant empirical findings 

in the psychology of moral judgment. 
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Lay intuitions of Virtue Ethics. 

 

Contrasting with the normative frameworks of Deontology and Utilitarianism, Virtue 

Ethics does not intend to guide specific behaviours towards a specific conception of 

morally desirable actions. Rather, Virtue Ethics deals with the more abstract question of 

what kind of person we should be or strive to become (Driver, 2007; Hursthouse, 1999; 

Hursthouse & Pettigrove, 2016), taking for granted that a morally virtuous person will act 

in morally convenient ways most of the time. The Nichomachean Ethics (Aristotle, 2009/ 

Vth B.C) are considered to be the classic source of Virtue Ethics. In Aristotle’s view, 

cultivating one’s Virtue of character (arête) leads to Practical Wisdom (phrônesis), the 

ability to correctly assess and guide action in most situations. Practical Wisdom is theorized 

to be domain-independent and thus to lead to Flourishment (eudaimonia), the happy life or 

the best possible life in all possible situations. An important feature of Aristotelian Virtue 

Ethics is that virtues are traits of character, meaning that they are theoretically stable across 

time and across situations. In addition, virtuous traits do not appear naturally or 

spontaneously. Rather, they have to be developed willingly and consciously by the agent 

through repeated action and habit formation. As such, any agent7 can decide to act 

virtuously whenever relevant. If done with consistently enough virtuous action will become 

a habit and Virtue becomes an essential part of the agent’s character (Stark, 2014).  

 Although guided by Practical Wisdom, Aristotelian Virtue Ethics accepts that 

different virtues imply different sorts of behaviours in different situations. As such, 

                                                        
7 Aristotle states that only free Greek men of an appropriate social standing are capable of attaining 
Virtue and Practical Wisdom. However, distinctions between agents that may or may not attain Virtue 
are not central to his ethical framework. Most modern Virtue Moral philosophers take for granted that 
any healthy human adult is capable of attaining Virtue.  
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Aristotle proposes a list of four cardinal virtues (Prudence, Justice, Temperance, and 

Courage) that are, at least to some relevant state, differentiable from one another8. In the 

classical view, virtues are the middle ground between two complementary vices. As such, 

courage is the middle ground between cowardice (lack of courage) and recklessness (excess 

of courage). Similarly, Temperance (the virtue of being capable of self-restrain in situations 

in which it is easy to act impulsively) is the middle ground between abstinence (excess of 

temperance) and hedonism or overindulgence (lack of temperance). 

Virtue Ethics assumes that virtuous character traits are reliably associated with 

morally desirable behaviour in most relevant everyday situations (Berkowitz & Bier, 2004, 

2005; Narvaez, 2006; Narvaez, Herbst, Hagele, & Gomberg, 2009). Despite much 

controversy around whether there actually are virtues of character that reliably lead to 

observable moral behaviours (Alfano, 2013; Doris, 2014; Fleeson, 2004; Fleeson et al., 

2014; Harman, 1999, 2002, 2009; Kamtekar, 2004; Kupperman, 2009; C. B. Miller, 2013, 

2014; Sreenivasan, 2002), Virtue Ethics has recently received attention in moral 

psychology resulting in important research programs in moral education (Berkowitz & 

Bier, 2004, 2005; Narvaez, 2006; Narvaez et al., 2009), moral judgment (Casebeer, 2003; 

Helzer & Critcher, 2017; Pizarro & Tannenbaum, 2011; Uhlmann et al., 2015), health and 

positive psychology (Peterson & Seligman, 2004) and as a uniting lens of morality and 

social psychology (Fleeson, 2004; Fleeson et al., 2014; Mischel, 2004).  

  As a complete normative proposal, Virtue Ethics does not only deal with moral 

action, but also with moral judgment, that is how should we judge other agent’s actions 

(Hursthouse, 1999). In VE’s view, judgment should i) aim to the agent’s character rather 

                                                        
8 This list of virtues is not considered final or canonical; it is included as an example. See chap 3 for the 
complete list of Virtues, Vices and morally irrelevant traits used in the dissertation. 
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than her actions or their consequences and ii) take into account information that is 

considered by people to be diagnostic about the agent’s character such as inferred desires or 

intentions inasmuch as they reliably reflect the agent’s character. A virtue moral 

philosopher judging an agent is not exclusively interested in whether the agent followed a 

specific moral duty, as a deontologist might, or on whether the agent’s actions had desirable 

consequences, as a consequentialist would. Instead, she would be interested in whether the 

judged action with the corresponding beliefs, intentions and emotional reactions would be 

characteristically carried out by a truly virtuous agent. In VE’s view, acting in an 

apparently virtuous way with unmoral motivations (e.g, donating money to charity in order 

to get a tax break) or with vicious emotional reactions (e.g, regretting giving back someone 

else’s lost wallet) is indicative of poor moral character despite apparently morally desirable 

behaviour (Everett, Pizarro, & Crockett, 2016; Giner-Sorolla & Chapman, 2017; 

Hursthouse, 1999; Pizarro, Uhlmann, & Salovey, 2003; Reeder et al., 2002; Uhlmann, Zhu, 

& Diermeier, 2014).  

Research in moral psychology suggests that the some instances of moral judgment, 

namely trait-based moral judgment, seem to follow Virtue Ethics view of moral judgment. 

First, as Virtue Ethics contends, research shows that lay perceivers are willing to emit 

moral judgments addressed to the judged agent’s character rather than at her specific 

actions (Goodwin et al., 2014; Piazza, 2014; Piazza et al., 2014). In this sense, moral 

judgment following a Virtue Ethics normative framework would amount to attributing a 

specific virtue or vice to a given agent. Also, virtues and vices are not only attributed to 

moral agents but are also fundamental in person perception (Goodwin, 2015; Goodwin et 

al., 2014; Heiphetz et al., 2016; Newman et al., 2014; Piazza et al., 2014; Strohminger & 

Nichols, 2014). Moreover, lay perceivers differentiate agent’s actions from her character, 
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admitting that a utilitarian carried out a morally correct action even if she is a bad person 

and vice versa (Piazza et al., 2014; Uhlmann & Zhu, 2014; Uhlmann et al., 2014; Uhlmann 

et al., 2013). Further, moral judgment aimed at an agent’s character is considered to be of 

major importance in the evolution of modern humans. Indeed, moral behaviour is usually a 

costly signal of cooperation (Batson, 2011; Batson & Thompson, 2001; Batson, Thompson, 

Seuferling, Whitney, & Strongman, 1999; Gintis et al., 2001; Kurzban et al., 2015; Wagner, 

2013) which allows for agent-tracking and identification of probable cooperators or 

defectors which, in turn, aids in the formation and coordination of human groups (Cottrell 

et al., 2007; G. Miller, 2008). Taken as a whole, these results suggest that attributing moral 

traits is of paramount importance to morality and lay social psychology which is consistent 

with Virtue Ethics view of moral judgment. 

A second Virtue Ethics’ contention is that inferred mental states ought to be taken 

into account when dealing trait-based moral judgment. This matches findings in social 

psychology. Indeed, people frequently explain agent’s behaviour via inferred beliefs, 

desires, intentions or other mental states (e.g, she helped her friend moving out because she 

wanted to help her friend in her time of need) (Idson & Mischel, 2001; Korman & Malle, 

2016; Malle, 2011a, 2011b; Malle & Holbrook, 2012; Malle, Knobe, & Nelson, 2007; 

Monroe, Reeder, & James, 2015; Reeder, 2009; Reeder et al., 2002; Reeder, Pryor, Wohl, 

& Griswell, 2005; Reeder et al., 2004). At first sight, these results could appear to confront 

Virtue Ethics by pointing to the relative rarity of trait-based moral judgment and the 

primacy of mental state attribution. However, this pattern of results is exactly what would 

be expected from a Virtue Ethics view of moral judgment. Indeed, trait-based moral 

judgment is not opposed to considering inferred mental states in moral judgment. In fact, it 
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explicitly endorses taking them into account. Recall that trait-based moral judgment does 

not deal exclusively with actions, but also requires inferring virtuous mental states and 

reactions to actions (Hursthouse, 1999). In a Virtue Ethics’ view, mental state attribution is 

a pre-requisite for moral judgment mental. Thus, mental state attributions is not only 

expected to be more pervasive than trait attribution but also to precede trait attribution. 

These contentions match results in social psychology (Korman & Malle, 2016; Malle, 

2011a, 2011b; Malle & Holbrook, 2012; Reeder, 2009; Reeder et al., 2002; Reeder et al., 

2005; Reeder et al., 2004). Also, studies in EEG, functional MRI and experimental 

psychology concur in the claim that mental state attribution to precedes trait attribution 

(Ferreira et al., 2012; Van Overwalle, Van den Eede, Baetens, & Vandekerckhove, 2009; 

Van Overwalle, Van Duynslaeger, Coomans, & Timmermans, 2012). Taken as a whole 

these results favour a Virtue Ethics view of moral judgment since it can articulates the 

attribution of mental states with the larger process of trait attribution precisely in the way 

Virtue Ethics predicts. 

As stated, Aristotelian Virtue Ethics differentiates different virtues from the 

Practical Wisdom to properly put them to use by proposing a list of four cardinal virtues. 

Modern commentators (Nussbaum, 1988) or psychologists with Aristotelian influences 

(Peterson & Seligman, 2004; van Oudenhoven et al., 2014) propose a different set of 

virtues. Despite these lists not being final and not necessarily reflecting lay conception of 

Virtue (i.e, what people think about virtues rather than which traits of character are actually 

virtuous according to moral psychologists or moral philosophers) the existence of more 

than one virtue hints that they are relevant to different situations or actions. However, 

classic Aristotelian ethics holds that truly possessing any specific virtue implies having 

Practical Wisdom which, in turn, implies all other possible virtues. Therefore, in this view, 
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truly possessing the virtue of Prudence implies possessing the Practical Wisdom to 

correctly make use of this virtue as well as to coordinate it with all other virtues in order to 

guide behaviour. Indeed, Aristotle’s argument states that a person who possesses any virtue 

must possess the Practical Wisdom, the ability to correctly assess and guide action in most 

situations, to effectively and adaptively put it to use. Since this person possesses Practical 

Wisdom it must follow that she possesses all other virtues since a practically wise person 

would not act viciously. This view has come to be known as the Unity of Virtues (UV) 

(Aristotle, 2009/ Vth B.C; Toner, 2014; Wolf, 2007).  

However, some disputes have arisen against this claim. First, it is trivial to find 

situations where different virtues endorse logically incompatible actions. For example, 

justice and compassion seem to be mutually incompatible when one has the opportunity to 

steal money in order to donate to charity. It appears that, at least in some cases, it is 

impossible to act following all virtues simultaneously (Sreenivasan, 2009; A. D. M. 

Walker, 1993). This has been dubbed the Mutual Incompatibility of Virtues (MIV), 

meaning that possessing any virtue precludes the agent from completely gaining other 

virtues. In a very Aristotelian fashion, Limited Unity of Virtues (LUV) is a middle ground 

between these two claims (Bahdwar, 1996; Nussbaum, 1988). In LUV’s view, Virtue and 

Practical Wisdom requires sufficient, relevant and close personal experience. Since it is not 

possible for any agent to have relevant and close personal experience of every possible 

morally relevant sphere of action it follows that Virtue and Practical Wisdom are only 

possible in the spheres in which the agent has had sufficient, suitable personal experience. 

This means that within any sphere of human action, say being a parent, it is possible to be 

practically wise and embody all possible virtues, provided one has had appropriate 

experiences. However, being virtuous in any specific sphere has no bearing on other 
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spheres of life. It follows that it is possible for an agent to be truly virtuous in one sphere of 

action without her being so in all spheres. Chapter 4 will provide empirical evidence about 

the folk concept of unity or disunity of virtue and vice.  

Overall, moral and social psychology research seem to support the claim that people 

intuitively follow VE’s view on moral judgment. Although these results do not exclude that 

other normative frameworks (e.g, deontological or utilitarian ethics, moral minimalism) 

could reflect some instances of lay moral intuitions (Cushman & Young, 2009) they do 

support the claim that Virtue Ethics reflect part of them and are a fruitful avenue for 

psychological research.  

The purpose of this chapter was to offer an explicit definition of trait based moral 

judgment, the type of moral judgment my dissertation will deal with, and to show how it 

relates to Virtue Ethics. Following the importance of algorithmic and computational models 

in cognitive science in general (Griffiths, 2015; McClelland, 2009) and in moral 

psychology in particular (Crockett, 2013, 2016a, 2016b) the main objective of this 

dissertation is to describe and test an algorithmic model of trait based moral judgment. The 

next chapter will briefly review computational models of general trait attribution, their 

limitations when considering trait based moral judgment and show how these can be sorted 

by a Bayesian Belief Updating algorithm. 
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Chapter 2: Cognitive models of trait-based moral judgment: 

from trait attribution to trait based moral judgment  

 

As stated earlier, the main interest of my dissertation is trait based moral judgment. 

This type of moral judgment is defined as the overt expression of the moral valuation that 

one makes of a target agent’s character, both specific morally-charged traits or overall 

goodness or badness of character, based on observed or reported actions, interred 

intentions, desires and other relevant mental states (Hursthouse, 1999; Kennett & Fine, 

2008). As an agent’s moral character is a part of her personality, trait based moral judgment 

is posited to be an instance of trait attribution. Since it allows for agent tracking, the 

possibility to attribute morally relevant traits to other agents is theorized to be crucial in the 

evolution of groups and human societies (de Waal, 2008; Dunbar, 2004; Kurzban et al., 

2015; Kurzban, DeScioli, & Fein, 2012; G. Miller, 2008; Rand & Nowak, 2013; Sasaki et 

al., 2017; Yoshida, Dolan, & Friston, 2008).  

This chapter will briefly present relevant computational research on general trait 

attribution and impression formation and their limitations. Building up on this, I will 

outline how these results are also limited when trying to apply them to the special case of 

trait based moral judgment. Finally, I will discuss how a Bayesian Belief Updating model 

of trait based moral judgment can address some of these limitations.  

 

Computational frameworks of general trait attribution. 
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Given its social importance, social psychology has proposed a number of models on 

how folk attribute traits of character to other agents (N. H. Anderson, 1965a; N. H. 

Anderson & Alfred, 1961; Asch, 1968; Harvey & Weary, 1984; Kelley & Michela, 1980; 

Malle, 2007, 2011a, 2011b; Oddou & Mendelhall, 1984; Uleman et al., 2008). For my 

purposes, trait attribution will be taken to be the process by which a person gets to the 

conclusion that a judged agent possesses a specific trait of character. It has been shown that 

this process can be done spontaneously or intentionally. Spontaneous trait attribution is a 

fast, frugal and usually unconscious process that is done despite it not being relevant to the 

task at hand. In contrast, intentional trait impression results from explicit instruction to 

form an impression of the target agent and requires more cognitive resources, time and 

effort (Uleman et al., 2008). Both types of processing appear to share a common brain 

network (Ma et al., 2012; Ma, Vandekerckhove, Van Overwalle, Seurinck, & Fias, 2011). 

Since trait based moral judgment requires for the moral valuation to be overt and explicit I 

conceptualize trait based moral judgment as an instance of intentional trait attribution. 

The process of trait attribution is theorized to be a dynamic and iterative process 

that changes according to several variables like available information about the observed 

agent, top-down motivational influences, emotional inductions and so on (Freeman & 

Ambady, 2010; Kunda & Thagard, 1996). This process can be formalized using a recursive 

neural network of parallel constraint satisfaction. In this model bottom-up (i.e, perceptual) 

information activates a number of higher order nodes that represent physical features (i.e, 

long hair, low tone of voice, square jaw…) which in turn activate categories nodes (e.g, 

male, female…) and stereotyping nodes (i.e, aggressive, oversensitive…). Apart from 

bottom-up influences, the network is also influenced by top-down processing such as task 

demands (e.g, recognizing sex vs recognizing emotional expression), motivations, attitudes 
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and so on. Every node receives both bottom-up and top-down influences and, in turn, 

influences both upstream and downstream nodes (see fig 1). Since nodes receive bottom up, 

top down and horizontal inputs it takes a number of iterations to arrive at a stable pattern of 

activation. Iterations are defined as a space in time in which all nodes influence other nodes 

they are connected with and that are influenced by them. For instance, at T0, any node can 

influence or be influenced by any number of other nodes its connected with. Consequently, 

at T1, activation of each node depends on T0 activations. In turn, activations in T1 will 

determine influences in T2. This process is iterated until no node is activated beyond its 

own threshold for a sufficiently long number of iterations. At this point the network is 

considered to be stable state and the resulting impression corresponds to the particular 

pattern of activation the network arrived to. This stable pattern may change with subsequent 

perceptual inputs and with changes in task demands or agent’s motivation (i.e, different 

high level inputs) (Cunningham & Johnson, 2007; Cunningham & Zelazo, 2007) but, in the 

absence of such inputs will remain stable. In this view, any impression results from a 

dynamic, emergent process embodied in the network and, much like a brain network. Also, 

it does not require a higher level homunculus to “read” the networks output rather its own 

pattern of activation determines behavioural outputs. The brain network associated with 

intentional trait impressions (Ma et al., 2012; Ma et al., 2011) could be compatible with the 

neural network proposed by Freeman and Ambaly (2010) and are similar to cerebral 

networks known to underlie moral judgment (Young & Dungan, 2012). These observations 

are compatible with trait-based moral judgment being an instance of trait attribution.  
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Figure 1: Iterative recursive neural network of trait impression (adapted from Freeman & Ambady, 2011). 

 

Despite its parsimony and predictive power, this model (Freeman & Ambady, 2010) 

has some limitations. On the positive side, Freeman and Ambady’s model closely follows 

average human reaction times when dealing trait attribution (Van Overwalle et al., 2009; 

Van Overwalle et al., 2012) and trait based moral judgment (Decety & Cacioppo, 2012). 

Yet it does not formalize how it deals with longer, more naturalistic timescales like hours, 

days or weeks. Indeed, the model is not clear as to the memory capabilities of the network 

once it arrived at a stable state. Is this stable state subject to long term potentiation that 

would allow for it to be taken into account in the future? If so, is this impression exclusive 
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about a specific agent or is it diffused to all newly encountered agents thereafter? How 

diffuse or precise is this impression after it has been stored in long term memory? 

Some of these limitations do not apply in classic studies in social psychology 

proposing averaging and addition models of trait attribution (N. H. Anderson, 1965a; Asch, 

1968; Birnbaum, 1972, 1973, 1974). These models maintain that trait attribution is carried 

out by summing or averaging the subjective values of observed behaviours relevant to a 

target trait and assume that impressions are not subject to relevant variation through time. 

These models propose that the final trait attribution correspond to the result of the sum or 

average of all relevant behaviours available. For instance, attributing aggressiveness to a 

target agent would be carried out by adding or averaging the subjective score of every 

behaviour she has done and are relevant for aggressiveness (e.g, screaming at people for no 

justifiable reason, being involved in fights or screaming matches…). Contrary to Freeman 

and Ambady’s (2010) model, these models explicitly formalize how new information is 

taken into account after trait attribution is dealt. For the sum model the new information 

score for the relevant target virtue is simply added to previous score, the new trait 

attribution being the result of the new sum. In the averaging model the new score would be 

included with all previous scores, their average calculated, resulting on a new trait 

attribution. Furthermore, these models can be adapted to fit order effects in trait attribution 

(N. H. Anderson, 1965a, 1965b; N. H. Anderson & Alfred, 1961; Hogarth & Heinhorn, 

1992).  

More recently, neuroimaging studies (Mende-Siedlecki, Baron, & Todorov, 2013; 

Mende-Siedlecki, Cai, & Todorov, 2013; Mende-Siedlecki & Todorov, 2016) have used 

fMRI to identify brain networks involved in updating person perception. These studies 

suggest that superior Temporal Sulcus deals with character predictions whereas posterior 
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Cingular Cortex and dorsolateral Pre Frontal cortex are involved in adapting impressions 

and behaviours to new, incongruent information. Moreover, results suggest that brain 

networks involved in updating person impressions are differentially activated by moral and 

immoral behaviours (Mende-Siedlecki, Cai, et al., 2013; Mende-Siedlecki & Todorov, 

2016) although these results do not directly offer algorithmic hypothesis of trait-based 

moral judgment virtue and vice attributions being associated with somewhat dissimilar 

neural networks might reflect different algorithmic nature of belief updating for virtue and 

vice attributions. Consequently, I will take into account both virtue and vice attributions in 

all studies here. 

However, sum and averaging models also exhibit some limitations. First, they 

assume that the observer possesses direct and accurate knowledge about the agent’s 

character. That is, it does not distinguish between a person appearing honest and an actually 

honest person. Yet, research shows that trait attribution is not only not totally accurate 

(Carney, Colvin, & Hall, 2007; Funder, 1995, 2012), but more importantly that agents are 

motivated to appear virtuous while not actually being virtuous (Batson & Thompson, 2001; 

Batson et al., 1999; Gintis et al., 2001; Kurzban et al., 2015; Rom & Conway, 2018; 

Wagner, 2013). Both sum and averaging models of trait attribution fail to take into account 

the uncertain nature of the cues, just accepting them at face value.  

In this section I reviewed a number of formal models of trait attribution and 

highlighted their limitations. Of paramount importance is the fact that sum and averaging 

models fail to take into account the noisy nature of behaviours when attributing traits which 

reflects motivation to appear virtuous while not actually being virtuous (Batson & 

Thompson, 2001; Batson et al., 1999; Gintis et al., 2001; Kurzban et al., 2015; Rom & 

Conway, 2018; Wagner, 2013). Also, the more formalized, iterative model of person 



35 
 

 

impression (Freeman & Ambady, 2010) fails to explicitly describe how trait attribution 

changes over new information after the initial impression has been stored in long term 

memory. In the next section I will carry on pointing current models of trait attribution’s 

limitations when applied to trait based moral judgment by outlining crucial differences 

between general trait attribution and trait based moral judgment. Based on all cited 

limitations the third section of this chapter will justify that trait based moral judgment could 

follow a Bayesian Belief Updating model and show how it addresses these limitations. 

 

General trait attribution vs trait based moral judgment. 

 

At first sight it is possible to claim that, since trait-based moral judgment is an 

instance of trait attribution, I should better deal with general trait attribution instead of the 

specific case of trait-based moral judgment. I do not dispute the claim that trait based moral 

judgment has some similarities with general trait attribution. Yet, I claim that nevertheless, 

there is reason to believe that trait based moral judgment is not completely equivalent to 

general trait attribution and it deserves specific attention as a cognitively differentiable 

process than general trait attribution.  

First, both when dealing with specific morally-charged trait and with overall 

valuations of character, since a) moral judgment deals with what kind of persons we ought 

to be, instead of what kind of persons we actually are9 and b) it potentially resorts to self 

and other’s wellbeing, moral reasoning is an instance of motivated reasoning (Bartels & 

Medin, 2007; Ditto, Pizarro, & Tannenbaum, 2009; Uhlmann, Pizarro, Tannenbaum, & 

                                                        
9 It makes sense to say that one ought to be a good person in the same sense that one ought to be a generous 

person. 



36 
 

 

Ditto, 2009). Motivated cognition is usually defined as carrying out inferences in a way that 

favours adopting a preferred conclusion rather than any alternative (Kruglanski et al., 2012; 

Kunda, 1990). The motivated nature of moral judgment could be construed in three 

possible different ways. First, research in negativity bias (Baumeister, Bratslavsky, 

Finkenauer, & Vohs, 2001; Hibbing, Smith, & Alford, 2014; Ito, Larsen, Smith, & 

Cacioppo, 1998; Rozin & Royzman, 2001) claims that moral judgment is particularly 

sensitive to negative information and thus, easily ignores or underweights positive 

information (Alicke, 2000). On the other hand, given the adaptive importance of accurately 

recognizing both defectors and collaborators (Batson & Thompson, 2001; Batson et al., 

1999) and the difficulty of recognizing true collaborators from apparent collaborators 

(Carney et al., 2007; Funder, 1995, 2012) moral judgment could be specially motivated to 

be accurate, rather than quick and consequently to carry out the most precise possible 

calculations. In this case, moral judgment would be balanced and not favour neither 

positive nor negative information. Finally, it is conceivable that folk intuitions are not 

limited to detecting potential defectors but actually actively seek out collaborators which 

implies a tendency to overweight positive information and underweight negative 

information (C. B. Miller, 2014; G. Miller, 2008). Thus, whether trait based moral 

judgment is motivated to be negative, positive or accurate it refers to a specific normative 

framework that distinguishes which actions or traits are to be preferred to others. This 

normative framework is not found in morally irrelevant trait attribution such as warmth or 

competence traits (Cuddy et al., 2008; S. T. Fiske et al., 2007).  

Second, as cited before, moral character traits are central to person and identity 

perception (Goodwin, 2015; Goodwin et al., 2014; Heiphetz et al., 2016; Newman et al., 

2014; Newman et al., 2015; Piazza et al., 2014; Strohminger & Nichols, 2014) above and 
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beyond other dimensions of person perception such as warmth and competence (Cuddy et 

al., 2008; S. T. Fiske et al., 2007). The fact that moral traits but not warmth and competence 

traits are used as cues to recognize personal identity implies a cognitively relevant 

difference between moral and morally irrelevant traits since these different types of traits 

are not used equally when carrying out different inferences. Similarly, results suggest that 

people distinguish moral and morally irrelevant traits and use them according to specific 

and flexible intents when reasoning about others (Cottrell et al., 2007; Landy et al., 2016; 

G. Miller, 2008; Piazza, 2014). Taken jointly, these results suggest that lay perceivers do 

not view the content of the attributed traits (i.e, the content of virtues, vices and morally 

irrelevant traits) as qualitatively equivalent to each other. Instead, moral traits appear to 

have a special standing in folk psychology in a way that is not the case for morally 

irrelevant character traits.  

Relatedly, some researchers argue that moral reasoning has allowed for the 

evolution of specific cognitive operators or modules dealing specifically with morality. The 

universal moral grammar model proposes that humans possess a universal moral grammar 

module that deals with mental state attributions, recognizing proper moral agents, harm 

recognition and so on in order to determine the moral standing (i.e, forbidden, accepted, 

obligatory…) of different actions. Much like language acquisition, children infer the moral 

norms predominant in their cultural context based on a finite set of observations and 

environmental feedback about their own moral performances (Mikhail, 2007). Despite 

criticism (Dupoux & Jacob, 2007) the modular view of morality has received additional 

support. Specifically, researchers have proposed that humans evolved specific deontic 

operators such as “ought” or “agent” that result from the cross stimulation between 
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evolutionary ancient cognitive modules giving rise to moral cognition and symbolic 

thought in general (Tse, 2008).  

On a similar view, specific concepts called legal idioms are used by lay perceivers 

to make sense of usual legal situations (e.g, having an alibi, offering proof…) and are 

manipulated in order to make sense of complex legal cases. Idioms are embedded in 

complex causal representations of the judged case computationally represented by Bayes 

nets and would help make sense of complex legal and moral cases (Fenton, Neil, & 

Lagnado, 2013; Lagnado, Fenton, & Neil, 2013; Vlek, Prakken, Renooij, & Verheij, 2016). 

Finally, lay perceivers instinctively classify people using the morally weighted categories 

of agent and victim. According to the Moral Dyad Model, lay perceiver’s concept of a 

moral action consists of a moral agent who acts in a morally relevant action, a moral patient 

who receives the consequences of the moral agent’s action and the harm (or care) that is 

transmitted by the agent’s actions. This concept of moral action is theorised to be universal 

and evolutionary in origin (Gray, Waytz, & Young, 2012; Gray & Wegner, 2012; K. Gray, 

L. Young, & A. Waytz, 2012) and involves the moral typecasting of observed persons into 

moral agents or patients via an instinctive and to some extent inflexible process (DeScioli, 

Gilbert, & Kurzban, 2012; Gray & Wegner, 2009).  

All in all, the crucially motivated nature of moral judgment, the fact that moral traits 

are differentiated from morally irrelevant traits and the existence of specifically moral 

concepts are basis to distinguish general trait attribution from trait based moral judgment. 

These differences also limit the application of general trait attribution models to trait based 

moral judgment. In the next section I will show how the specificities of trait based moral 

judgment are compatible with a Bayesian Belief Updating algorithm. 
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It’s wrong to steal, but what about being a thief? Overview of trait based moral 

judgment. 

 

Chapter 1 proposed a tentative taxonomy of moral judgment: action based, situation based 

and trait based moral judgment. I defined trait based moral judgment as a type of moral 

judgment that does not judge specific actions or complex situations but rather relates 

exclusively to the judged agent’s character in terms of virtues and vices. Since traits of 

character are relatively stable across time (Caspi, Roberts, & Shiner, 2005), trait based 

moral judgment is especially relevant for tracking an agent’s propensity to cooperate or 

defect. Consequently, it is hypothesized to be of great importance in human evolution (G. 

Miller, 2008; Pizarro & Tannenbaum, 2011; Uhlmann et al., 2015).  

Recent studies in moral psychology have been especially interested in how people 

emit trait based moral judgment. As mentioned, moral traits of character are central to the 

lay intuitions of a specific person’s identity after large amounts of time or different sorts of 

lesions (Newman et al., 2014; Newman et al., 2015; Strohminger & Nichols, 2014). 

Relatedly, people are especially keen on moral traits when forming an overall impression of 

other people. It seems that figuring out whether others are virtuous or vicious is 

disproportionately important to our overall impression of person (Brambilla, Sacchi, 

Rusconi, Cherubini, & Yzerbyt, 2012; Cottrell et al., 2007; Goodwin, 2015; Goodwin et al., 

2014; Goodwin, Piazza, & Rozin, 2015; Sayans-Jimenez, Rojas Tejada, & Cuadrado 

Guirado, 2017; Wojciszke, 2005). These results build up on classic models of person 
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perception that were limited to perceived competence and warmth (Cuddy et al., 2008; S. T. 

Fiske et al., 2007) and suggest a more important dimension: morality (Goodwin, 2015).  

As expected, trait based moral judgment is empirically discernible from action or 

situation-based moral judgment. Indeed, when confronted with a utilitarian agent in a 

trolley dilemma (Thomson, 1985) participants are willing to say that the action itself is 

morally correct even though the agent himself received negative character evaluations. The 

case where an agent received positive character evaluations even though she performed 

morally incorrect actions is also true (Uhlmann et al., 2013). It appears that even though 

stealing is presumed to be wrong, one can be a “good” (i.e, Robin Hood) or a “bad” (i.e, 

Bonnie and Clyde) kind of thief. Moreover, trait based moral judgment could explain the 

existence of “harmless wrongs” like consensual incest or private use of racial slurs 

(Cushman, Gray, Gaffey, & Mendes, 2012; Gray, Schein, & Ward, 2014; Haidt, 2001; 

Pizarro, Tannenbaum, & Uhlmann, 2012). Indeed, being willing to carry out a “harmless 

wrong” action is taken to be informative about the agent’s moral character despite the 

absence of “objective” harm (Pizarro et al., 2003; Uhlmann et al., 2014; Uhlmann et al., 

2013). Similarly, when morally dire decision are described to be taken quickly, trait based 

judgments are more positive than when the same decision been taken reflexively. 

Participants infer that an agent acting effortlessly is following her “true” character and so 

are preferred to agents that, because they took their time thinking, are inferred to be 

motivated by other, possibly immoral, motivations (Bostyn & Roets, 2017; Critcher, Inbar, 

& Pizarro, 2013; Everett et al., 2016; Merritt & Monin, 2011). Finally, participants 

differentiate “pure” virtues or vices that are perceived to be reliably associated with morally 

good or bad behaviours from “conditional” virtues or vices that only enhance or weaken 

accompanying “pure” virtues or vices. For example, being lazy is a conditional vice since it 



41 
 

 

weakens the virtue of being generous by making it difficult to actually act generously. Yet 

it is also a conditional virtue since it weakens the vice of aggressiveness by making it to act 

aggressively (Piazza, 2014). Finally, character is taken into account when dealing situation 

based of moral judgment like blame or punishment (Nadler, 2012; Nadler & McDonnel, 

2011).  

As reviewed, recent research suggests that trait based moral judgment is a key 

feature of general moral intuitions and moral judgment. Yet, this research program is not 

without limitations. First, despite recent advances in formal models of morality (Cameron, 

Payne, Sinnot-Armstrong, Scheffer, & Inzlicht, 2017; Crockett, 2013, 2016a, 2016b; 

Cushman, 2013; Hagmayer & Osman, 2012; Ullman et al., 2010; Wallach, Franklin, & 

Allen, 2010) and general calls in favour of formalisation of psychological hypothesis 

(Griffiths, 2015; McClelland, 2009), there is no computationally formalized model of trait 

based moral judgment, as opposed to general trait attribution. Furthermore, there is little 

research about how trait based moral judgment varies across new information. Indeed, other 

than some exceptions (Monroe & Malle, 2017; Rusconi, Sacchi, Capellini, Brambilla, & 

Cherubini, 2017) most research in moral psychology deals with one-off events and does not 

give more than one bit of information about any judged agent (Christensen & Gomila, 

2012). Yet, in everyday life, we usually receive more than one bit of information about 

most agents. Thus, applying trait based moral judgment to an instance where we know very 

little about the agent strongly limits the ecological validity of these conclusions.  

A related limitation deals with updating moral judgment in light of new information. 

More than one bit of relevant information about a single agent implies potential 

disagreement between received information (e.g, Sam gives money to charity but uses 

sexist slurs every chance he gets). Despite previous research in belief updating (Hogarth & 
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Heinhorn, 1992; Nassar, Wilson, Heasly, & Gold, 2010) there is scant work on the specific 

case of belief updating in moral judgment. Some models, based on an emotional nature of 

moral judgment, predict little or no updating when facing new information since these 

valuations are conceptualized to rely heavily on in-the-moment emotional reactions rather 

than in stable valuations (Alicke, 2000; Haidt, 2001; Haidt & Bjorklund, 2008; Tetlock, 

2003; Tetlock et al., 2007). Nevertheless, research in trait attribution suggests that people 

update impressions according to new information and that the way this updating is carried 

over changes between positive and negative information (Meindl, Johnson, & Graham, 

2016; Mende-Siedlecki, Baron, et al., 2013; Mende-Siedlecki, Cai, et al., 2013; Mende-

Siedlecki & Todorov, 2016). Similarly, blame attribution also changes according to new, 

even contradicting information (Monroe, 2012; Monroe & Malle, Under Review). 

Specifically, blame updating is very frequent, 80% of the time participant updated their 

blame ascriptions after relevant information is presented (Monroe, 2012, p.103).  

Despite described results, there is no explicit hypothesis on the algorithmic nature of 

trait-based moral judgment updating might work for trait based moral judgment. Emotional 

models of moral judgment (Haidt, 2001; Haidt & Bjorklund, 2008; Prinz, 2006, 2007) do 

not predict updating in moral judgment since they hypothesize moral judgment is mostly 

based on emotional reactions to the judged event rather than on stable valuations that are 

still operant after the associated emotional reaction is over. On the contrary, studies in 

blame attribution suggest a relatively even-handed updating when receiving new 

information (Monroe, 2012; Monroe & Malle, 2017, Under Review) which could imply 

little differences between virtue and vice updating. Moreover, blame validation model 

(Alicke, 2000) and negativity bias literature (Baumeister et al., 2001; Ito et al., 1998; Rozin 

& Royzman, 2001) predict less moral updating when dealing with accusing information 
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than with exculpatory one since they assume that negative information is prioritized over 

positive information. On the other hand, confirmation bias literature (Kassin, Dror, & 

Kukucka, 2013; Klayman, 1995; Nickerson, 1998) suggests a larger belief updating in 

response to evidence that favours the initial impression, whatever it was, than about 

contrary impressions. In this view, updating moral judgment would amount to confirming 

initial hypotheses rather than being open to disconfirming them, Behaviourally, this would 

correspond to an observable primacy effect (N. H. Anderson, 1965b; N. H. Anderson & 

Alfred, 1961) on trait based moral judgment. On the contrary, literature on recency effects 

in memory (Baddeley & Hitch, 1993) as well as a more nuanced view of emotional moral 

judgment (Haidt, 2001; Haidt & Bjorklund, 2008; Prinz, 2006, 2007) that allows for long 

term storage of emotionally based moral judgments would predict that recent information 

has a larger impact on trait based moral judgment which would amount to recency effects 

in trait based moral judgment. 

Despite some computationally plausible models of trait based moral judgment, to 

the best of my knowledge, there is no computationally specified model of trait-based moral 

judgment as opposed to general trait attribution. To begin filling this gap I propose a 

Bayesian Belief Updating algorithmic model of trait based moral judgment. Considering 

previous limitations of general trait attribution and the specific features of trait based moral 

judgment, the next section will justify why Bayesian algorithms can carry out trait based 

moral judgment. Chapter 5, the main empirical chapter of my dissertation, will describe and 

empirically test a number of Bayesian and competing (i.e, non-Bayesian) models that can 

formalise these hypothesis. My main hypothesis is that a Bayesian model of trait based 

moral judgment is a better descriptor of trait based moral judgment than any competing 

models. 
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Why a Bayesian Belief Updating Model of Trait Based Moral Judgment? 

 

The main hypothesis of my dissertation is that trait based moral judgment is an 

instance of Bayesian Belief Updating. I believe that such a model of trait based moral 

judgment could address a number of limitations of general trait attribution models as well 

as limitations on the specific case of trait based moral judgment. As discussed earlier, 

despite extensive work (Pizarro & Tannenbaum, 2011; Uhlmann et al., 2015), literature 

shows no computational account of trait based moral judgment. In contrast, there are 

several computational accounts of general trait attribution (Asch, 1968; Birnbaum, 1974; 

Freeman & Ambady, 2010; Kunda & Thagard, 1996). However, as summed up, it seems 

that trait based moral judgment is cognitively differentiated from general trait attribution. 

Consequently computational models of general trait attribution may not directly apply to 

the specific case of moral judgment. In this section I will highlight how trait based moral 

judgment is a type of problem that is apt to be resolved using Bayesian Belief Updating 

algorithms while responding to some of the mentioned limitations.  

From a computational view, trait attribution is an instance of uncertain inference. 

Indeed, one cannot directly observe an agent’s character like one directly observes his skin 

colour or her height. Rather, one has to infer a her character based on the available, and 

often noisy, information about her, that is, her observed, or reported (Dunbar, 2004; Foster, 

2004) actions, as well as inferred relevant mental states (Hursthouse, 1999). Moreover, 

inferences about character has to be made based on information of uncertain validity 

(Carney et al., 2007; Funder, 1995, 2012) and that can afford a myriad of mutually 
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exclusive explanations. Indeed, any intentional action, for instance me hitting someone in 

the face, is compatible with a functionally infinite number of explanations referring to 

agent’s beliefs or desires (Malle, 2007, 2011a, 2011b). Some of these explanations can 

refer to stable and frequent mental states that might afford trait attributions (e.g, I enjoy 

hurting people and try to hurt them as often as I can so I can be considered to be a cruel 

person) while some others might not afford such attributions (e.g, I tried to defend myself 

from getting robed by punching the thief in the face). In naturalistic settings, cues (i.e, 

observed or reported actions, inferred relevant mental states, emotional reactions…) appear 

sequentially, one at a time over a relatively long period. This kind of problem, in which an 

inference is carried out based on various cues of uncertain value appearing across time, is 

apt to be solved by a Bayesian Belief Updating algorithm.  

Mathematically, Bayesian belief updating amounts to an application of Bayes’ rule, 

a probabilistic formula that provides the probability of an event being true given observed 

data. Bayes’ rule states that the probability of a hypothesis H is true given the observed data 

D, (P (H|D)) equals the probability of the data being observed given that the hypothesis is 

true, P (D|H), times the prior probability of the data, (P (D)) over the prior probability of 

the hypothesis being true, (P (H)) (see EQ 1). 

 

𝐸𝑄 1: 𝐵𝑎𝑦𝑒′𝑠 𝑟𝑢𝑙𝑒: 𝑃(𝐻|𝐷) =
𝑃(𝐷|𝐻) × 𝑃 (𝐷)

𝑃(𝐻)
 

  

Bayesian modelling is a type of cognitive modelling that aims to formalize specific 

cognitive processes using different specifications of Bayes’ rule to create computational 

models that closely match human performance in equivalent tasks. The possibility of 
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formalizing any cognitive process using such statistical tools follows the theoretical claim 

that the mind itself can be understood as a Bayesian calculator (Doya, Pouget, & Rao, 

2007; Griffiths, Kemp, & Tennenbaum, 2008; Hohwy, 2013; Tenenbaum, Griffiths, & 

Kemp, 2006). In this view, the mind updates hypotheses about the world based on 

perceptual information and then acts on the world based on these beliefs. Selecting a course 

of action would amount to recognizing the action with highest evidential expected benefit 

given the current state of the world and carrying it out. Consequences of actions provide 

feedback, which in turn updates beliefs about the world, and the cycle continues ad 

infinitum. This framework does not suppose that any conscious representation that people 

have corresponds to probabilistic calculations or likelihoods10. Rather, it suggests that 

perceptual input and action can be modelled by a suitably parametrised Bayesian 

calculation that may resemble the nature of computational calculations carried out by the 

human mind outside of conscious awareness (Griffiths et al., 2008; Hohwy, 2013; 

Tenenbaum et al., 2006).  

Bayesian models of cognition claim that different Bayesian algorithms could 

underlie a number of cognitive processes (Kemp & Jern, 2014). Such algorithms have been 

shown to closely fit human behaviour in a variety of high level, socially relevant processes 

such as action understanding (Baker, Saxe, & Tenenbaum, 2009; Baker & Tennenbaum, 

2014; Baker, Tennenbaum, & Saxe, 2005), goal attribution (Ullman et al., 2010), theory of 

mind (Baker, Saxe, & Tennenbaum, 2011; Baker & Tennenbaum, 2014; Jara-Etinger, 

Baker, & Tennenbaum, 2012), mental state attribution for the self (Moutoussis, Fearon, El-

Deredy, Dolan, & Friston, 2014) and other agents (Kleinmann-Weiner, Gerstenberg, 

                                                        
10 Especially since they surely do not. 
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Levine, & Tennenbaum, 2015; Moutoussis et al., 2014; Ong, Zaki, & Goodman, 2015; Pan, 

Peng, & Ding, 2006; Pantelis et al., 2011), social decision making (Jern & Kemp, 2014, 

2015), argumentation (Hahn & Oaksford, 2007; Rai & Holyoak, 2014) and person 

impression (Harris, Corner, & Hahn, 2013). Of special interest here, computational 

algorithms have been applied to moral decision making. Participants exhibit anchoring and 

risk version effects in moral decision making as they would in financial decision making 

(Brand & Oaksford, 2015; Crockett, 2016a, 2016b; Shenhav & Greene, 2010). Also, 

perceived frequency of a behaviour is taken into account in person perception and trait 

attribution as it is taken to be an proxy for the diagnosticity of the observed behaviour 

(Mende-Siedlecki, Baron, et al., 2013; Mende-Siedlecki, Cai, et al., 2013) and different 

forms of learning algorithms could underlie different types of moral judgment (Cushman, 

2013). 

As the type of problem that corresponds to trait based moral judgment (i.e, inference 

based on noisy cues over time), is apt to be resolved by a Bayesian Belief Updating 

algorithm and that such algorithms have been successfully applied to a number of high 

level, social tasks I propose a Bayesian Model of trait based moral judgment. This model 

supposes that trait based moral judgment corresponds to determining the probability that an 

agent possesses a target virtue or vice given all relevant behaviours she exhibits. Following 

the Aristotelian view I assume that lay conceptions of virtues or vices are not gradated 

concepts (i.e, it is not possible to be a little generous) but absolute (i.e, one is or is not 

generous). The trivial fact that trait attribution is seldom carried out in such absolute terms 

is reflected by conceptualising trait attribution as the probability of an agent possessing a 

target trait given all relevant observed information. Thus, gradated trait-based moral 

judgment is assumed to be behaviourally reflected by uncertain attributions rather than by 



48 
 

 

certain attributions of various degrees. Such a calculation would amount to solving an 

expanded version of Bayes’ rule (EQ 2) with H being any target trait and Dn being the n-th 

bit of relevant information. 

 

𝐸𝑄 2: 𝑃(𝐻|𝐷1, … 𝐷𝑛) =
[𝑃(𝐷1|𝐻)×𝑃(𝐷1)]×…[𝑃(𝐻𝑛|𝐷)×𝑃(𝐻𝑛)]

𝑃(𝐷𝑛)
 

 

In this model, participants have a prior belief (P (H)) of how likely it is that a 

random agent possesses a specific virtue, say of being honest11. This belief would be 

updated according to novel relevant data about target agent’s honesty such as him having 

cheated in a test (𝐷1). The updating would be a function of how likely it is that a random 

person cheats in a test (P (𝐷1) ) and how likely is it that a person cheats in a test given that 

she is honest (P (𝐷1|H) ). After arriving at a new impression of the target agent (P (H|𝐷1) ) 

this new impression is taken to be the new prior probability when new relevant information 

arises, thereby including all relevant information in each iteration of the process but not 

calculating every prior every time. EQ 2 is a direct adaptation of Bayes’ rule to the special 

case where there are n bits of information.  

However, EQ 2 does not usually allow for direct application since, in most cases, it 

is arbitrary to assign a probability to prior observations (P (𝐷𝑛) ). Indeed, assigning a prior 

probability to the target hypothesis in the absence of any relevant information amounts to 

arbitrarily assigning probabilities. The developed form of Bayes’ rule (EQ 3) allows for a 

non-arbitrary quantification of the prior probability of the considered hypothesis by 

                                                        
11 Perhaps as a function of previous social interactions in a given social context (Rand & Nowak, 2013).  
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decomposing prior probability P (𝐷𝑛) into the terms of its relationship with the evaluated 

hypothesis assuming that all observations 𝐷𝑛are independent and exhaustive12. Model 1, a 

neutral Bayesian model will be a direct application of EQ 3. 

 

𝐸𝑄 3: 𝑃(𝐻|𝐷𝑛) =
𝑃(𝑑1|𝐻)∗…𝑃(𝑑𝑛|𝐻)∗𝑃(𝐻)

[𝑃(𝐻)∗𝑃(𝑑1|𝐻)…𝑃(𝑑𝑛|𝐻)]+[𝑃(¬𝐻)∗𝑃(𝑑1|¬𝐻)…𝑃(𝑑𝑛|¬𝐻)]
 

Given the reviewed features of general moral judgment and of trait based moral 

judgment such as their motivated nature (Bartels & Medin, 2007; Ditto et al., 2009; Jost, 

Glaser, Kruglanski, & Sulloway, 2003; Uhlmann et al., 2009) and them being more 

sensitive to negative information (Alicke, 2000; Baumeister et al., 2001; Ito et al., 1998; 

Rozin & Royzman, 2001) several Bayesian models of trait based moral judgment will have 

to be specified. These models will take into account these specific features of trait based 

moral judgment by using weighting functions on the results of the neutral Bayesian model. 

Specifically,  model 2, a motivated Bayesian models will apply a series of S-shaped 

weighting functions (see EQ 4) (Prelec, 1998) to neutral Bayesian calculation to simulate 

motivated processing of information. Given p being the result of the neutral Bayesian 

algorithm and α and β are the model’s parameters. This transformation causes the model to 

overestimate certainty but underestimate uncertainty thereby “rushing” into “certainty” 

when evidence is not conclusive. 

 

𝐸𝑄 4: 𝑤(𝑝) = 𝑒𝑥𝑝[−𝛽(− log(𝑝))𝛼] 

 

                                                        
12 Meaning that all observations 𝐷𝑛 are independent of one another except for the considered hypothesis H 

(independency condition) and that the only possible hypothesis are H or ¬H (exhaustiveness condition). 
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Model 3, a prosecutor Bayesian models will apply the same S-shaped weighting 

functions only when for negative attributions whereas remaining neutral when dealing with 

positive or morally irrelevant information. On the contrary, model 4, an optimist Bayesian 

model will apply the same S-shaped weighting function only when dealing with positive 

attributions and remains neutral with negative or morally irrelevant attributions.  

All Bayesian models will be compared to control models based on previous 

computationally adaptable models of trait attribution. Specifically, based on previous 

models of general trait attribution (N. H. Anderson, 1965a; Asch, 1968) I will create a 

mean model (N. H. Anderson, 1965a; Birnbaum, 1972, 1973, 1974) that emits moral 

judgment by averaging across pieces of information. Primacy and recency models (N. H. 

Anderson, 1965b; N. H. Anderson & Alfred, 1961; Baddeley & Hitch, 1993) will resemble 

the averaging model but will respectively overweight the first and last bit of information. 

The final, random model will simply generate trait based moral judgment randomly.  

All models will be compared to empirical data of participants updating trait based 

moral judgment about a single agent. Better fit and generalizability indexes of either 

Bayesian models will be taken to be evidence in favour of a Bayesian model of Trait Based 

Moral Judgment. On the contrary, better fit and generalizability of any control models will 

be taken to be evidence against a Bayesian Model of Trait Based Moral Judgment.  

This section reviewed relevant research in Bayesian computational models of high-

level, socially relevant cognition and justified why Bayesian belief updating could underlie 

trait based moral judgment. Moreover, I briefly explained how Bayesian and competing 

algorithms of trait based moral judgment may go about emitting trait based moral 

judgment. The two following chapters (chapters 3 and 4) are taken as preliminary studies 

that will narrow down folk conception of Virtue and Vice by assessing it in two ways. First, 
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determining which traits of character are considered morally positive or negative and which 

behaviours people use to attribute them (chapter 3). Second, determining whether trait 

based moral judgment is directed a person’s character overall (i.e, being a generally good/ 

bad in every possible aspect of life) or is limited to specific traits or to spheres of life. 

Finally, chapter 5 will clearly describe Bayesian and competing models and the process of 

data collection and analysis that aims to provide evidence about the central claim of my 

dissertation: that trait based moral judgment is an instance of Bayesian belief updating. 

Overall results and their possible applications will be discussed in chap 6. 
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Chapter 3: What’s in a virtue? Determining virtues, vices and 

associated behaviours13.  

 

The general aim of this chapter is to report a study that provides culturally valid materials 

for all further studies in this thesis. In order to carry out research on lay intuitions of moral 

character it is necessary to have a set of morally relevant traits recognized as such by future 

participants. Likewise, to probe general or moral trait attribution one needs a number of 

behaviours to use as cues for trait attribution. In this chapter, I will describe the six-phase 

process that resulted in a list of virtues, vices and morally irrelevant traits and their 

associated behaviours that I used in this research. Since they deal with folk psychology, I 

do not assume that these traits or their associated behaviours are actually morally desirable 

or undesirable. Neither do I claim that these behaviours are diagnostic cues for actual 

virtues or vices. I simply aim to describe the folk concept of virtue and vice and to 

determine the behaviours people use to attribute these traits in their everyday lives.  

 

Determining virtues, vices and morally irrelevant traits. 

 

Trait based moral judgment is a vital part of the study of morality since character 

traits are crucial in folk conceptions of identity, person perception and personality 

(Goodwin, 2015; Goodwin et al., 2014; Newman et al., 2014; Newman et al., 2015; 

Strohminger & Nichols, 2014). Yet, there are a number of limitations on the way studies 

                                                        
13 This chapter is based on previously published work (Barbosa, Espitia Doncel, & Jimenez Leal, 2017, 
In preparation). 
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usually operationalize virtuous and vicious traits of character. First, some studies simply 

assume that participants consider specific traits of character as virtues or vices without 

empirical verification. For instance, “just”, “brave” and “caring” (L. J. Walker & Hennig, 

2004) or “trustworthiness” and “cooperativeness” (Cottrell et al., 2007) are hypothesized to 

be the most relevant traits to be a virtuous person. Yet, there is little reason to believe that 

folk intuitions identify them as virtues in the same way that experts do. It may very well be 

that lay intuitions of Virtue do not match with expert’s intuitions of Virtue.  

One other study (Goodwin et al., 2014) evaluated folk intuitions prior to data 

collection. In this study, authors generated a large list of traits of character that they filtered 

according to whether a separate sample considered them morally relevant or not. Only the 

traits that were consistently classified as morally relevant were used in subsequent studies. 

Yet, even in this case, all original traits were generated by authors and were not based on 

actual observations of folk intuition which makes it possible that relevant moral traits were 

never presented to participants because they did not appear in the first author generated list.  

Finally, research in experimental and cognitive psychology classically uses a very 

specific sample of mostly white students from elite universities in the US and Europe 

(Henrich, Heine, & Norenzayan, 2010). Given that my convenience sample is primarily 

Colombian university students it is possible that previous studies determining morally 

relevant traits of character are not directly translatable and applicable to this sample. 

In order to respond to these limitations I developed a three-phase approach to 

determine morally relevant traits of character (i.e, virtues and vices) and morally irrelevant 

traits. The first phase was a free recall phase of adjectives that could describe a person’s 

character. The second phase filtered the resulting adjectives to reduce them to a manageable 

amount. The third phase determined which of the filtered adjectives were consistently 



54 
 

 

considered morally relevant or consistently considered to be morally neutral or morally 

irrelevant. 

First phase14. 

For the first phase we recruited 20 undergraduates (11 females, mean age = 19.8) 

from two universities in Bogota - Colombia (one public, one private). All participants were 

native Spanish speakers and had lived in Colombia most of their lives. Participants were 

instructed to freely recall at least 10 adjectives they believed could describe a person’s 

character. Participation stopped when participants felt that they did not know any other 

adjective. Colloquial and informal expressions commonly used by Colombian students 

were of special interest, so participants were instructed to use them if they felt they 

described a person’s character. A total of 547 different adjectives were generated in this 

phase. Each participant recalled an average of 27 adjectives15. 

Second phase. 

The second phase aimed to reduce adjectives to a manageable number. We filtered 

out all adjectives following a number of criteria. First, we excluded adjectives that were not 

cited at least four times by the recruited sample and at least once per million words in the 

Real Academia de la Lengua Española of written and spoken Spanish corpus for Colombia 

(RAE, 2016). Also, we excluded any adjectives that did not possess a specific definition in 

general Spanish dictionaries (RAE, 2016) and specialized dictionaries of colloquial 

Colombian Spanish (ACL, 2007; Acuña, 1983; Tobón Betancourt, 1997). We also filtered 

out synonyms or antonyms, keeping the adjective with highest citation rating as determined 

                                                        
14 See Appendix for Spanish and English translations of instructions and materials for all studies.  
15 All adjective lists as well as raw data and R code in all three studies are freely available in 
https://labcogno.uniandes.edu.co/index.php/herramientas . 

https://labcogno.uniandes.edu.co/index.php/herramientas
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by the RAE (2016). Finally, we excluded adjectives that were insulting to any minority. 

These procedures resulted in a final list of 45 adjectives used in the third phase. 

Third Phase. 

This phase aimed to distinguish virtues, vices and morally irrelevant traits. We 

recruited 100 participants from Universidad de los Andes (70 females, 1 undetermined / 

rather not say, mean age = 20.03±2.98). Participants were presented with all 45 adjectives 

in a randomized order and were asked to classify them according to whether they thought 

possessing this particular trait is morally desirable, morally undesirable, or neither moral 

nor immoral. We selected the four most consistently classified adjectives to define a 

virtuous/ vicious character. The same criteria were used to identify morally irrelevant traits 

(see Table 1). 

 

Table 1: List of Virtues, Vices and Morally irrelevant traits. In parentheses are the percentages of participants 

that classified the adjective as a virtue, vice or morally irrelevant trait respectively. 

Virtues Vices Morally irrelevant traits 

Honest (Honesto/a) (96.55%) Lying (Mentiroso/a) (96.74%) Quiet (Callado/a) (89.99%) 

Respectful (Respetuoso/a) 

(95.65%) 

Selfish (Egoista) (91.40%) Serious (Serio/a) (87.36%) 

Generous (Generoso/a) 

(93.62%) 

Rude (Grosero/a) (89.89%) Boring (Aburrido/a) (85.11%) 

Kind (Amable) (92.13%) Arrogant (Arrogante) (89.36%) Depressive (Depresivo/a) 

(80.85%) 
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Classic Aristotelian ethics holds that Virtue is the middle ground between two 

Vices. Yet, final adjectives do not follow this theoretical organization since some observed 

vices do not correspond to excess or lack of any of the virtues (e.g, Arrogance is neither the 

excess nor the lack of any of the observed virtues). In order to complete the list of virtues 

and vices, we generated the complementing virtues and vices to those empirically observed 

(see Table 2) based on our own intuitions. Future research should examine whether folk 

conception of virtue and vice is actually organized this way. In order to facilitate future 

studies we recorded behaviours corresponding to a “complete” list of virtues and vices. 

Nevertheless, due to their non-empirical origin, these traits were not taken into account for 

experiments described in chapters 4 and 5.  

 

Table 2: Final list of Virtue, Vices and morally irrelevant traits 

Lack of Virtue Virtue Excess of Virtue Morally irrelevant 

traits 

Rude* Kind* Hypocritical Boring* 

Submissive Confident Arrogant* Quiet* 

Selfish* Generous* Presumptuous Depressive* 

Disrespectful Respectful* Suck up Serious* 

Liar* Honest* Tactless Dumb* 

*: Empirically observed. 

 

Determining virtuous, vicious and morally irrelevant behaviour. 
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Trait attribution is an inference problem that requires relevant cues. Hence, it is not enough 

to have a list of relevant traits of character at my disposal but I also require a list of 

behaviours that participant view as relevant cues to attribute specific traits. The purpose of 

the second section of this chapter is to determine which behaviours lay perceivers use to 

attribute the traits presented in table.  

 Several previous studies tried to empirically determine morally relevant behaviour 

associated with traits (Cawley, Martin, & Johnson, 2000; Chadwick, Bromgard, Bromgard, 

& Trafimow, 2006; Goodwin et al., 2014; L. J. Walker & Hennig, 2004; L. J. Walker & 

Pitts, 1998). Among them, only one study tried to quantitatively determine how reliably 

participants associate behaviours to traits (Chadwick et al., 2006). Authors used an author-

generated list of morally relevant traits and asked participants to freely list behaviours that 

they deemed relevant to each trait. In a second phase, a different sample rated each 

behaviour according to how much they felt that the behaviour represented the target trait 

(e.g, How representative is “being faithful to one’s spouse” to the trait of loyalty?). This 

creates a quantitative index of how every behaviour is associated to a target trait. However, 

authors assumed that every behaviour can only be associated with a single trait, ignoring 

that any behaviour can be compatible with more than one trait. For instance, the behaviour 

“being faithful to one’s spouse” is without a doubt compatible with the virtue of loyalty but 

also with other virtues like temperance and even with the vice of cowardice (of being 

caught cheating). Moreover, their list of traits does not match mine. In order to respond to 

these limitations we replicated Chadwick et al’s (2006) methods but allowed participants to 

associate every behaviour to more than one trait among the list presented in table 2. 
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 First phase 

 As in the first phase of the first study, this phase used a free recall methodology to 

determine actions participants use to attribute traits of character. We recruited 84 

Universidad de los Andes students (35 females) via an online survey and instructed them to 

provide as many behaviours as possible about 10 randomly selected traits out of the traits in 

Table 2. Every participant generated at least three responses per trait. This resulted in a 

grand total of 2476 total responses with an average of 123.8 responses per trait ranging 

between 65 (dumb) and 155 (irresponsible). 

Second phase  

As with the previous study this phase filtered responses from the first phase. In 

order to do that an independent judge, blind to research purposes, was asked to filter out the 

first phase’s responses following different criteria. First non-behaviours (e.g, “is no fun” for 

the trait boring) and synonyms (e.g, “unfunny” for the trait serious) were excluded. Second, 

similar behaviours were excluded (e.g, “helps his friends” and “helps his/her partner”). 

Third, too specific (e.g, helps a mother of five with her groceries she is carrying at night in 

a rough neighbourhood) or too broad behaviours (e.g, helps) were modified to be 

reasonably precise without over-limiting the scope of the behaviour (e.g, usually helps 

others when they need it). Likewise, responses that relied in non-obvious attributions (e.g, 

“wants everyone to have a good opinion of them” for the trait hypocrite) were modified to 

lessen reliance on inferred mental states. This procedure resulted in 116 behaviours.  

Third phase 

The third and final phase of this chapter aimed to provide quantitative data on how 

different behaviours relate to different traits. We recruited 239 participants from the 
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Universidad de los Andes (165 females, 2 undefined/ rather not say, mean age = 

20.75±3.15) through an online survey. Participants were presented with 40 randomly 

selected behaviours and were asked to associate the target behaviour to the corresponding 

trait(s). Possible answers were all 20 target traits presented in Table 2 plus the broader traits 

of being a good person and being a bad person. As mentioned, participants could select 

more than one trait per behaviour if they chose so. 

Results are consistent with the uncertain nature of specific behaviours as cues to 

specific traits. No behaviour was uniquely associated with a single trait. Moreover, all 

behaviours were associated with at least three different traits. In order to quantitatively 

determine which behaviours were more representative of every trait we used an association 

index for every behaviour and trait combination. The association index is the number of 

times a behaviour was associated with a target trait over the total number of times the 

behaviour was associated at all. For example, behaviour “gives his/her spot in line to 

others” has an association index of 0.26 with the virtue of kindness, of 0.32 with the virtue 

of generosity, of 0.05 with the vice of being a suck up and of 0.13 with the morally 

irrelevant trait of being dumb. Traits have an average of 26.81±7.68 associated behaviours 

with non-zero association indexes. For further uses, we only used behaviours with an 

association index above 0.1. This criterion was chosen to allow for a sufficiently large 

number of behaviours associated with both virtues and vices and to allow for relatively 

mixed, ambiguous behaviours (i.e, with low associated indexes with the target trait) to be 

presented to participants. See Figure 2 for an example of how different behaviours relate to 

a single trait. 
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Figure 2: Diagram of all relevant behaviours for Respectful trait. Numbers are the association indexes of 

every behaviour with Respectful trait. 

 

What’s in a virtue? Conclusions. 

 

The main objective of this chapter was to provide a list of empirically informed and 

culturally relevant virtues, vices and morally irrelevant traits and associated behaviours to 

use during the rest of my dissertation. In addition, since my purpose is to provide empirical 

evidence in favour or against a computational Bayesian model of trait based moral 

judgment I require quantitative indexes of how strongly behaviours and traits are related. In 

order to achieve these objectives I developed a two-study, bottom-up approach that 

provides a culturally valid list of virtues, vices and morally irrelevant traits and their 

associated behaviours. The first study used three phases to determine (phase 1) and filter 

out (phase 2) which adjectives participants use to describe a person’s character, and 
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whether those adjectives are moral, immoral or morally irrelevant (phase 3) (see Tables 1 

and 2). Perhaps for intercultural or methodological reasons, the final traits do not exactly 

match previous studies (Cawley et al., 2000; Chadwick et al., 2006; Goodwin et al., 2014; 

L. J. Walker & Hennig, 2004). I do not claim that this is a final or exhaustive list of 

participants conceptions of virtue and vices. My claim is merely that this list captures a 

relevant part of the lay conception of virtue and vice for a Colombian sample, which is 

enough for my purposes.  

The second study followed a similar methodology to determine relevant behaviours 

that lay perceivers use to attribute the target traits and to quantitatively determine how 

related every behaviour is to all relevant traits. This second study resulted in a 116 list of 

behaviours accompanied with indexes relating every behaviour to all traits. Resulting 

behaviours and indexes will be used in empirical studies described in chapters 4 and 5.  

An unexpected result is the large number of relevant traits each behaviour has. 

Indeed, compatible with the uncertain nature of trait based moral judgement as an 

inferential process (Carney et al., 2007; Funder, 1995, 2012), results suggest that all 

behaviours are interpreted as cues for numerous traits. Moreover, it appears that relatively 

specific behaviours are not uniquely linked to any single trait but are diagnostic of several, 

sometimes incompatible traits. For instance, “reveals other people’s secrets” has a moderate 

association with both lying and tactlessness which are theorized to be the vices of lack and 

excess of honesty respectively. Since all behaviours are associated with more than one trait, 

it appears that lay conceptions of virtue and vices do not exhibit clear-cut distinctions 

between different traits, which might accommodate a Unity of Virtue folk conception of 

Virtue. However, some behaviours are reliably associated both with morally relevant traits 

(virtues and vices) and morally irrelevant traits. For example, “entering a room and not 
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saying hi” is both reliably associated with being rude (vice) and with being quiet (morally 

irrelevant trait) which might seem to be at odds with a Unity of Virtues view of folk 

morality. Moreover, some behaviours are reliably associated with a virtue and its associated 

vices (e.g, “likes to have many friends” is reliably associated with the virtues of kindness 

and generosity but also with the vices of hypocrisy and presumption). These puzzling 

results could be interpreted as reflecting folk concept of virtues and vices being inconsistent 

with philosophical accounts of either Unity, Limited Unity or Disunity of Virtues. 

However, since this study did not directly observe character attributions, a more 

parsimonious interpretation of results is that presented behaviours are morally ambiguous 

which allows for flexible interpretations in a way that more extreme behaviours (e.g, rapes 

children, donates 90% of her income to charity…) would not. In order to strictly 

characterize the folk conception of Virtue, and to create materials that are adapted to it for 

the rest of my dissertation, chapter 4 will directly probe lay conceptions of Virtue by 

explicitly asking for specific moral trait attributions. Its main purpose is to expand on these 

results by directly observing the extent to which information relevant to a specific trait 

spills over to another trait based moral judgment (e.g, how information about an agent’s 

generosity is taken into account in moral judgments about kindness or honesty).  
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Chapter 4: Good person, good partner, bad boss? Folk 

intuitions on the Unity or Disunity of Virtue.  

 

I’m a very good man. Just a very bad wizard. 

The Wizard of Oz. 

 

The main purpose of this chapter is to offer empirical evidence on folk intuitions of Virtue 

and Vice. Specifically, this study is designed to determine whether people generalize trait 

based moral judgment to all virtues or vices and all spheres of the target agent’s life or, on 

the contrary, if these judgment are compartmentalized according to specific virtues and 

vices or to the specific context where the agent is observed. In the context of my 

dissertation the aim of this study is to characterize lay intuitions of Virtue and Vice in order 

to properly assess them in the modelling study presented in chapter 5. However, in a 

broader context, the scope of virtues and vices to one or all spheres of human life is an 

ongoing discussion in Virtue Ethics (Bahdwar, 1996; Sreenivasan, 2009; Toner, 2014; 

Upton, 2009a, 2009b; Vranas, 2005, 2009; A. D. M. Walker, 1993; Wolf, 2007).  

An important part of philosophical discussion around Virtue Ethics deals with the 

very existence of Virtues and Vices and whether they are actually linked to virtuous 

behaviour. This debate centres on results in social psychology that highlight the strong 

influence of situational factors in moral action. These results have been interpreted by 

moral philosophers (Doris, 2014; Harman, 2002, 2009) as undermining the existence of 

traits of character and their role in virtuous behaviour which would force Virtue Ethics to 
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drastically re-evaluate its most basic components. A number of philosophers (Kamtekar, 

2004; Kupperman, 2009; Sreenivasan, 2002; Upton, 2009b) and psychologists (Berkowitz 

& Bier, 2004, 2005; Fleeson, 2004; Fleeson et al., 2014; Lapsley & Stey, 2014; Narvaez et 

al., 2009) defend the existence of character traits and their role as means to influence moral 

behaviour against situationist attacks. My dissertation does not deal with the existence or 

non-existence of traits of character possessing causal power over moral behaviour. Instead, 

I assume that people’s moral intuitions accept the existence of traits of character and 

believe they are meaningful categories to explain agent’s behaviour and motivations 

(Casebeer, 2003; Pizarro & Tannenbaum, 2011; Uhlmann et al., 2015).  

The main purpose of this chapter is to determine how general folk intuitions of 

moral character are across different virtues and vices and different spheres of human life. In 

the next section, I will review different philosophical claims on how variable the scope of 

virtues is and how they might be translated to lay intuitions of trait based moral judgment. 

  

Does a good boss make a good spouse? Theoretical claims on the scope of Virtues and 

Vices. 

 

One for all and all for one: the Unity of Virtues claim 

Classic Aristotelian ethics (Aristotle, 2009/ Vth B.C) and recent proposals on virtue 

ethics (Brickhouse & Smith, 1997; Toner, 2014; Wolf, 2007) spouse a Unity of Virtues 

(UV) claim. In this view, truly possessing a single Virtue, say Honesty, requires possessing 

the Practical Wisdom to properly distinguish honesty-relevant situations and behaviours 

and suitably analyse and react to them. In turn, since (as Aristotle claims) a practically wise 
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person would not act viciously, possessing Practical Wisdom implies acting according to all 

other virtues such as Temperance, Courage and so on, which would amount to possessing 

these virtues. Briefly, in this view an honest person must be practically wise to act honestly. 

Moreover, a practically wise person would not act cowardly or recklessly which implies 

that she possesses the virtues of Courage, Temperance and so on. Thus, possessing any 

Virtue requires Practical Wisdom which in turn implies all other possible virtues. 

Consequently UV claims that truly possessing any virtue amounts to possessing them all. 

Also, in UV’s view, Practical Wisdom is hypothesized to be a general faculty that comes in 

play in any circumstance and does not distinguish different spheres of life. For instance, 

UV claim predicts that if Anne truly possesses the virtue of generosity she is practically 

wise in order to act generously. This Practical Wisdom in turn implies the virtues of 

kindness, courage and so on. Moreover, since Practical Wisdom is considered by UV 

proponents to be a general trait that applies to all spheres or circumstances, Anne would be 

equally virtuous in all relevant spheres of life. 

If folk conception of Virtue and Vice follows the UV claim participants would 

generalize information about a target agent possessing a specific virtue, say Courage, to her 

possessing all other possible virtues in the grounds of inferring the agent possessing 

Practical Wisdom. Also, since Practical Wisdom is not circumscribed to specific spheres of 

action but is present across all possible spheres of action a truly virtuous agent would act 

virtuously in all relevant circumstances. It follows that possessing a specific virtue in a 

sphere of action (e.g, being a generous romantic partner) would be interpreted as cue for all 

possible virtues (e.g, honesty, kindness…) in all possible spheres of action (i.e, as a friend, 

as a teacher, as a parent…). In short, when given information about a target agent 

possessing a specific virtue in a specific sphere of action, an agent who intuitively follows 
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the UV claim would infer that the target agent possesses all possible virtues across all 

spheres of human action.  

Disunity of Virtues. 

The UV view has recently received a number of criticisms that propose alternative 

conceptions of Virtue. A strong objection to the UV view claims that, at least in some 

circumstances, different virtues require mutually exclusive courses of action. In the 

Disunity of Virtues (DUV) view, these types of moral dilemmas pit different virtues against 

one another, which makes them distinguishable (Sreenivasan, 2009) and possibly logically 

exclusive (A. D. M. Walker, 1993). For example, facing the choice of stealing money from 

a rich person to donate the money to charity, Honesty or Justice would refrain the agent 

from taking money that did not belong to him. On the contrary, Kindness or Generosity 

would compel him to help those in need even at the expense of someone else’s property. 

DUV states that it is possible to find situations where exercising different virtues is not 

possible because each virtue favours mutually incompatible courses of action which, at 

least, implies that possessing a specific virtue does not imply having any other. 

Empirically, people intuitively following a DUV claim implies that receiving 

information about a target agent, say that she is an honest mother, and would have no 

bearing on attributions about other virtues nor about other spheres of life other than 

motherhood.  

The Limited Unity of Virtues Claim. 

So far I presented two opposing views of the organization of virtues, rooted in the 

philosophical discussion about the nature of Virtue. In UV’s view, all possible virtues 

imply one another through Practical Wisdom. In an opposing view, DUV proclaims that, at 
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best, virtues are distinguished according to which actions they favour when facing moral 

dilemmas. In a classically Aristotelian fashion, Limited Unity of Virtues (LUV) tries to 

reconcile these two views by proposing a particular view of Practical Wisdom (Bahdwar, 

1996). In Bahdwar’s view, Practical Wisdom does not deal with purely propositional 

calculations impervious to previous knowledge or experience. Rather, Practical Wisdom 

deals with day to day actions and decisions taken in relevant social and physical 

circumstances. Accordingly, actions are not decided based on purely conceptual, context-

free knowledge but require sufficient and appropriate real-life personal experiences to 

distinguish morally relevant information and actions in any particular situation (Bailey, 

2010). Different spheres of life are defined by i) ethical considerations that do not apply to 

all spheres of life (e.g, a teacher’s duty to treat all children equally does not apply to 

parenthood where a parent ought to prioritize his own child) and ii) sphere-specific 

knowledge, reactions and skills that can only be gained through close, personal experience. 

For example, determining whether a Virtue in a medical setting depends on accurately 

knowing which actions, feelings, reactions and intentions can be considered virtuous 

applied to the specific context of medical decision making with its own specificities and 

nuances. Consequently, Practical Wisdom, as opposed to mere cleverness, is acquired 

through sufficient close and personal experiences of a certain sphere of life which allow the 

agent to appropriately analyse and react to issues in that specific sphere.  

Following LUV, possessing Practical Wisdom requires a sufficient amount of 

personal experiences of a specific sphere of human action in order to acquire sphere-

specific Practical Wisdom that in turn grants all virtues within that sphere (Bahdwar, 1996). 

For instance, being a virtuous parent requires sufficient, appropriate and personal 

experiences of what it is to be a parent, what are the morally relevant situations, actions, 
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reactions to parenthood and so on. This context-specific knowledge allows the agent to 

properly assess and react to morally relevant situations surrounding parenthood which 

would hopefully make her a virtuous parent. In LUV’s view, mere cleverness and 

propositional knowledge (e.g, what a child’s balanced diet is) does not amount to practical 

wisdom about parenthood (e.g, getting a child to eat a balanced diet and preparing him to 

actually eat a balanced diet when he is older). In this view, a person who has sufficient 

close personal experiences within the sphere of parenthood can become a truly virtuous 

parent. Yet, those experiences that made her a virtuous parent need not have any bearing on 

whether she is a virtuous friend or politician. Since it is not possible for a person to have 

sufficient close and personal experience in all conceivable spheres of life it follows that, 

LUV claims that DUV is true across the board but UV is true when considering single, 

specific spheres of life where one has had sufficient relevant personal experiences. Briefly, 

LUV is a localistic version of UV, restricting UV to specific spheres of life where one has 

had sufficient appropriate experiences. A similar localistic view of virtues has been used as 

a defence against situationist critiques of Virtue Ethics (Sreenivasan, 2009; Upton, 2009b) 

LUV claims that UV is true when referring to single spheres of actions but false 

across spheres. Consequently, when receiving information showing that an agent possesses 

a specific virtue in a single sphere of human life (e.g, she is an honest teacher), participants 

following intuitive LUV would infer that the agent possesses all possible virtues within a 

target sphere (i.e, she is also kind, generous, respectful… in all teacher-related endeavours) 

but not in other spheres such as being a parent or a co-worker.  
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What about Vices? 

So far, philosophical accounts on the nature of Virtue do not directly address the 

nature of Vice. An UV claim would obviously state that it is not possible for a virtuous 

agent to possess any vice and may claim that possessing a single vice implies possessing 

them all. Claims around DUV and LUV are less straightforward. Indeed, a strong version 

of DUV would state that possessing a specific virtue implies knowledge, intentions, desires 

and sensibilities exclusive to that virtue and has no bearing on knowledge, intentions or 

desires relevant to other virtues or vices. According to this view, it is possible for an agent 

to possess virtues and vices simultaneously. On a more moderate view, LUV would argue 

that possessing any virtue at all requires a series of universal basic sensibilities (e.g, 

instinctively recognizing other’s suffering) and moral facts (e.g, that human suffering ought 

to be avoided if possible). Those basic sensibilities and moral facts preclude true vice 

without implying overall virtue  (Bahdwar, 1996). Thus, LUV implies that having any 

virtue precludes any vice but does not imply across-the-board virtues but only virtues on a 

specific sphere of action.  

Mirroring a UV claim adapted to vices, psychological literature on the importance 

of negative information to fitness and survival (Baumeister et al., 2001; Hibbing et al., 

2014; Ito et al., 1998; Rozin & Royzman, 2001) and the culpable control model (Alicke, 

2000) predicts that receiving negative information about an agent triggers a blame 

validation mode which biases information search and interpretation to favour the original 

blame attribution. For example, seeing a customer screaming at the cashier one may enter 

blame validation mode which would facilitate the attribution of the vice of aggressiveness. 

This attribution would then function as a prior to interpret subsequent behaviours. Based on 

this negative prior, subsequent behaviours, say not giving money to the homeless person on 



70 
 

 

the street, other negative attributions would be enhanced. This model predicts that an 

attributed vice will be interpreted as a prior that smooths over attribution of other vices and 

hinders virtue attributions. However, literature suggests that, when considering long-term 

relationships such as marriages, friendships or business partnerships, folk intuitions are not 

limited to avoid vice but also actively seek out virtue (Brambilla, Rusconi, Sacchi, & 

Cherubini, 2011; C. B. Miller, 2014; G. Miller, 2008) which might cause a motivation to 

seek out positive, instead of negative, information about other’s character provided that the 

judged agent is a close friend or family member. 

 

If you like it you should put data on it. Folk intuitions about the scope of Virtues and 

Vices.  

 

This chapter aims to empirically determine the folk conception of Unity/ Disunity of virtues 

and vices. Specifically, I will put to the test a number of claims as to the nature of Virtues. 

On the one hand, Unity of Virtues (UV) claims that possessing any virtue implies 

possessing all virtues. On the contrary, Disunity of Virtues (DUV) claim that possessing a 

virtue does not imply having other virtues. Finally, a moderate claim of Limited Unity of 

Virtues (LUV) suggests that UV is true when considering specific spheres of life (e.g, being 

a parent, being a friend…) but false when considering all possible human spheres of action. 

Also, I will consider these claims for both virtues and vices. The rest of this chapter will 

describe a study aiming to determine the folk conceptions of Virtue and Vice.  
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Methods. 

Participants 

 94 participants were recruited (67 females, 1 undetermined/ rather not say, mean age 

= 21.72± 5.9) via an online convenience sample through social media associated with the 

Universidad de los Andes. Participants were motivated by the opportunity to win one of 

three 30.000 Colombian pesos (approximately 10 USD) vouchers for a restaurant. 

Materials 

  Participants were presented with information about four fictional agents in a 

randomized order. Information was tailored to refer to a specific virtue (Kind, Generous, 

Respectful and Honest) or vice (Rude, Arrogant, Selfish and Liar) determined in chapter 3. 

Virtues and vices were designed to be specific to a particular sphere of life (judged agent as 

a romantic partner, as a friend, as a boss or as a business client). Spheres of life were 

selected based on Relational Motives Theory. An independent pilot study 16 determined 

which relationships are more relevant to Communal Sharing (romantic partners), Authority 

Ranking (boss), Equality Matching (friends) and Market Pricing (client) motives (A. P. 

Fiske, 1992, 2002; A. P. Fiske & Haslam, 2005; Rai & Fiske, 2011). There are no 

hypothesis about any Moral Motive or about the suitability of chosen relationships as best 

exemplar of its corresponding motive. Simply, I assume that different chosen relationships 

may have specific ethical duties that do not directly translate to one another (i.e, what is 

morally desirable or undesirable in a friendship may not be directly translatable to a seller – 

client relationship). Each participant saw information about a single agent per sphere. All 

                                                        
16 This pilot study recruited 18 participants to list at least three types of relationships in which they felt 
Communal Sharing, Authority Ranking, Equality Matching and Market Pricing were most important. 
Responses were coded and categorized. The most recurrent type of relationship for each moral motive 
was chosen as representing that moral motive. See raw data in Appendix. 
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target and distractors, whether virtues or vices, were randomized by participant17. Presented 

information referred to a target virtue or vice circumscribed to a specific sphere18. The four 

behaviours more strongly associated with the target virtue/ vice were presented with each 

target agent and were adapted to be circumscribed to the target sphere. For instance, if the 

target trait is kindness and the target sphere is Communal Sharing (romantic relationship) 

the top four behaviours associated with kindness (“always offers help to others”, “is 

interested by how others are doing”, “wants to make others feel better” and “gives others 

his/her spot in line”) were presented so that their object was the judged agent’s romantic 

partner (e.g, “he always offers help to his romantic partner”)19. 

Procedure 

After viewing all agent information in a single sphere (e.g, four behaviours 

consistent with Jay being a rude/ generous boss) participants were asked to make an 

number of inferences about the target agent. Inferences dealt with overall moral impression 

in the target sphere (e.g, Is Jay an bad/good boss?) and in another sphere (e.g, Is Jay a bad/ 

good friend?). Inferences also included two control questions, dealing with morally 

irrelevant traits in the original sphere (e.g, Is Jay a boring boss?) and in a different sphere 

(e.g, Is Jay a boring friend?). I also included a manipulation check (e.g, Is Jay a rude/ 

generous boss?). All responses used a nine-point scale (1 = not at all; 5 = kinda; 9 = totally) 

in a randomized order. Each participant saw items for all four spheres and only one agent 

per sphere with randomized target and distractor traits.  

                                                        
17 Consequently, some participants randomly saw four virtues or four vices. 
18 Specific virtues, vices and morally irrelevant traits were randomized between participants. Post hoc 
analysis revealed no significant effects of specific Moral Motives or specific traits. Due to small sample 
size and lack of a priori hypothesis no interpretation of these negative results will be attempted. See 
appendix 9. 
19 To avoid confounding variables all target agents were given male names and no gender difference 
was made between the targets of the target agent’s actions. 
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Spillover effects within the same sphere were examined by comparing the target 

judgment, that is, overall moral judgment (e.g, Is Jay an bad/good boss?) to the control (i.e, 

morally irrelevant) trait attribution in the same sphere of life (e.g, Is Jay a boring boss?) 

and to the manipulation check (e.g, Is Jay a rude/ generous boss?). Similarly, spillover 

effects to a different sphere will be examined by comparing the target moral judgment, that 

is the target trait in a different sphere (e.g, Is Jay a rude/ generous friend?) to the control 

trait in a different sphere (e.g, Is Jay a boring friend?) and to the manipulation check (e.g, 

Is Jay a rude/ generous boss?).  

In both same and different sphere conditions, I will consider there is a significant 

spillover effect if the target trait (i.e, overall good/ bad character in the same sphere and 

target trait in the different sphere) is significantly higher than the control trait. In all 

conditions, a non-significant difference between the target trait and the manipulation check 

implies a total spillover effect where check and target traits are considered equivalent. 

Consequently, a larger effect size between check, target and control ratings implies a 

smaller spillover effect since it means that check and target measures are further apart. 

The UV claim predicts a significant spillover in both same and different sphere 

conditions since intuitively following an intuitive UV claim means inferring all possible 

virtues in all possible circumstances based on the existence of a target virtue. On the 

contrary, an intuitive LUV claim predicts a significant spillover effect only in the same 

sphere condition but not on the different sphere condition since, according to LUV, virtues 

imply one another only considering one sphere of life, not across all possible spheres. 

Finally, an intuitive DUV claim predicts no spillover effects in either spheres since, in this 

view, possessing any virtue in any sphere has no bearing on any other virtue nor in any 

other sphere. Based on negativity bias (Baumeister et al., 2001; Hibbing et al., 2014; Ito et 
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al., 1998; Rozin & Royzman, 2001) and its application to moral judgment (Alicke, 2000) I 

expected a significantly larger spillover effect (and smaller effect sizes) when the inferred 

trait is a vice than when the inferred trait is a virtue. See table 3 for a precis of each claim’s 

predictions. 

Table 3: Precis of each claim's predictions. 
 

Spill over effect within the 

considered sphere 

Spill over effect outside the 

considered sphere 

No spill over effect 

UV Yes Yes No 

DUV Yes No No 

LUV No No Yes 

 

Results 

Prior to data collection I ran an a priori power analysis to determine suitable sample size. 

Assuming an effect size of ɳ²= 0.03, 0.2 correlation between measures and 0.95 of desired 

power, desired sample size is n = 87 participants. Consequently, I collected the total sample 

of 94 participants which allows detection of a ɳ²= 0.03 effect with power of β = 0.96.  

I used a 3x2x2 repeated measures ANOVA with Target trait (Target trait, overall 

character and morally irrelevant control), Moral (Virtue or Vice) and Sphere (same sphere 

or different sphere) as independent variables. All independent variables were manipulated 

within subjects. Both Target trait and Sphere variables had significant effects (F (2, 92) = 

76.06; p < 0.001; ɳ²=0.313 and F (1; 92) = 38.19; p < 0.001; ɳ² = 0.104 respectively). On 

the contrary, Moral variable did not have a significant effect (F (1, 93) = 3.55; p > 0.05; 

ɳ²=0.013). However, there are significant Moral x Target, Moral x Sphere and Target x 

Sphere interactions (F (2, 90) = 31.44; p < 0.001; ɳ²=0.72 and F (1, 90) = 12.58; p < 0.001; 
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ɳ²=0.013 and F(1, 90) = 20.281; p<0.001; ɳ²=0.022 respectively) (see Fig 3 and 4, error 

bars correspond to standard errors). The Moral x Target x Sphere three-way interaction was 

not significant (p>0.05) (see Table 4 for descriptive statistics of all ratings and conditions). 

 

Table 4: Means and standard deviations for all ratings across conditions. 

  Virtues Vices 

 Ratings Mean sd Mean sd 

Same sphere 

Check 8,2 1,08 8,06 1,48 

Moral 7,78 1,26 7,71 1,67 

Control 3,44 1,97 5,85 2,47 

Different sphere 

Check 8,2 1,08 8,06 1,48 

Moral 6,41 2,33 5,49 2,59 

Control 3,25 1,83 4,35 2,38 

Total 

Check 8,2 1,08 8,06 1,48 

Moral 7,095 1,795 6,6 2,13 

Control 3,345 1,9 5,1 2,425 
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Fig 3: Spillover effect of vices across same and different spheres. 
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Fig 4: Spillover effect of virtues across same and different spheres. 

 

Spillover effects in the same sphere20  

On average, in the same sphere condition, overall virtue ratings (mean rating = 

7.78±1.26) are significantly higher than control trait ratings (mean rating = 3.44±1.97; t 

(147) = 17.356; p < 0.001; d =1.68; 95% CI [2.03, 1.34]) but significantly lower than the 

manipulation check (mean rating = 8.2±1.08; t (147) = 2.376; p < 0.01; d = 0.33; 95% CI 

[0.04, 0.61]) (see fig 5).  

                                                        
20 All presented comparisons use Welch’s paired T tests and Holm correction for multiple comparisons. 
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Fig 5: Spillover effect of virtues in the same sphere condition. 

 

Likewise, overall vice ratings (mean rating = 7.71±1.67) are significantly higher 

than the control trait ratings (mean rating = 5.85±2.47, t (156) = 5.87; p<0.001; d = 0.74; 

95% CI [1.05, 0.44]) but significantly lower than the manipulation check (mean rating = 

8.06±1.48, t (156) = 1.49; p<0.01; d = 0.20 95% CI [0.08, 0.48]) (see fig 6). Results suggest 

a moral spillover within the same sphere of action for both virtues and vices. It appears that, 

based on specific morally relevant traits (both virtues and vices) participants appear to infer 

overall virtuous and vicious character, at least as far as that particular sphere of human 

action goes. 
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Fig 6: Spillover effect of vices in the same sphere condition. 

 

Spillover effects in a different sphere  

On average, in the different sphere condition, target virtue ratings (mean ratings = 

6.41±2.33) are significantly higher than the control trait (mean ratings = 3.25±1.83; t (176) 

= 3.07; p<0.001; d = 1.35; 95% CI [1.03, 1.66]) but significantly lower than the 

manipulation check (mean rating = 8.2±1.08; t (122) = 6.511; p < 0.001; d = 0.76; 95% CI 

[0.45, 1.06]) (see fig 7).  
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Fig 7: Spillover effect of virtues in the different sphere condition. 

 

Similarly, target vice ratings (mean ratings = 5.49±2.59) are significantly higher 

than the control trait (mean ratings = 4.35±2.38, t (122) = 6.51; p<0.001; d = 0.43; 95% CI 

[0.14, 0.71]) and significantly lower than the check trait (t (141) = 8.15, p < 0.001; d = 

0.67; 95% CI [0.41; 0.93]) (see fig 8). As in the same sphere condition, results suggest a 

spillover effect to different spheres of human action, that is, participants infer the target trait 

in a different sphere of human action based on its existence on another, unrelated sphere. 
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Fig 8: Spillover effect of vices in the different sphere condition. 

  

Moral x Target interaction  

Based on observed effects sizes the Moral x Target interaction is presumably due 

largely to the differences in mean control ratings between virtue and vice conditions (mean 

rating = 3.35±1.68 and mean rating = 5.1±2.09 respectively, t (83) = 6.70, p<0.001; d 

=0.97; 95% CI [0.67, 1.27]) rather than differences in overall virtue and vice ratings (mean 

rating = 7.78±1.26 and mean rating = 7.71±1.67 respectively; t (83) = 2.73; p<0.01, d = 

0.39; 95% CI [0.11; 0.68]) which have a much smaller effect size or in mean check ratings 

which do not significantly differ between virtues and vices (mean ratings = 8.2±1.08 and 

mean ratings = 8.03±1.48 respectively, t (83) = 0.69; p>0.05; d = 0.1; 95% CI [-0.18; 0.38]) 

(see fig 9). These surprising findings are compatible with moral spillover not only to 
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overall character ratings but also beyond the moral realm, to morally irrelevant traits. Also, 

the spillover effect is stronger when dealing with vices than when dealing with virtues. 

Discussion will deal with the possible implications of these unexpected results.  

 

Fig 9: Moral X Target interaction averaging across spheres. 

 

Sphere x Target interaction 

The Sphere x Target interaction is characterized by a smaller effect sizes in the same 

sphere condition (F (2) = 50.6, p < 0.001; ɳ²=0.57), than in the different sphere (F (2) = 

8.42; p < 0.001; ɳ²=0.22). Across virtues and vices, there are significantly higher ratings in 

the target same sphere condition (mean ratings = 7.74±1.22) than the target different sphere 

conditions (mean ratings = 5.93±2.23, t (83) = 7.18; p < 0.001, d = 1.04; 95% CI [0.74; 

1.35]). Similar results apply to the control same sphere condition (mean ratings = 
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4.66±1.64) and control different sphere condition (mean ratings = 3.8±1.78, t (83) = 4.70; p 

<0.001; d = 0.68; 95% CI [0.39; 0.97]) (see fig 10) which implies that the spillover effect is 

stronger when inside the same sphere than to a different sphere. 

 

 

Fig 10: Sphere X Target interaction averaging across virtues and vices. 

 

Is a good husband perceived to be a good boss? Implications on the debate of Unity of 

Virtues and unexpected results. 

 

The main purpose of this chapter is to provide empirical data on the limitations of lay 

attributions of traits. Specifically, I aimed to test how broad moral trait attributions are in 

two respects: first, how strong is folk distinction between specific virtues or vices and 
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overall moral character and second, how broad is trait based moral judgment across 

different spheres of life. Several philosophical claims of the nature of virtue raise diverging 

claims as to how general or specific virtues and vices are. A classic Unity of Virtue (UV) 

claim purports that possessing any virtue implies possessing practical wisdom to enact this 

virtue and therefore possessing all possible virtues. On the other hand, Disunity of Virtues 

(DUV) claims assures that possessing one virtue does not entail possessing any other 

virtue. A third, moderate view, the Limited Unity of Virtues (LUV) states that UV is true 

when dealing with specific spheres of action but DUV is true across spheres of action.  

 Won’t the real virtue please stand up? Virtues and proto-virtues. 

Results suggest a significant spillover effect in both same and different spheres 

which is clearly inconsistent with the DUV claim that predict no spillover effects in neither 

same or different sphere conditions. Moreover, the existence of a spillover effect in both 

same and different sphere conditions appears to be consistent with the UV claim since 

participants consider that possessing a specific virtue in a specific sphere is grounds to infer 

both other virtues in the same sphere and the same virtue in a different sphere.  

However, while it is true that spillover effects are present in both the same and 

different spheres of action, the Sphere x Target interaction and its corresponding effect 

sizes hints at the spillover effect being larger in the same sphere condition than in the 

different sphere condition. This pattern of results is compatible with a LUV claim rather 

than with a UV claim. Indeed, LUV (Bahdwar, 1996) proposes that possessing a specific 

virtue in a single sphere implies all possible virtues in that sphere but also assumes that in 

order to possess any virtue in any sphere the agent needs to previously know basic, general 

moral principles (e.g, that suffering is intrinsically wrong). In Bahdwar’s view, knowing 
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these basic moral facts is necessary but not sufficient to possess any virtue. Knowing these 

basic moral principles also precludes possessing any vice, in any sphere. In her view, 

possessing any virtue in a single sphere implies all possible virtues within that sphere and 

also implies having proto-virtues in all other spheres. Proto-virtues corresponding to 

knowing these basic moral facts. These are liable to moral mistakes and require further 

personal experiences and refinement (Wolf, 2007) to become “complete” virtues but 

nevertheless could be useful to describe an agent’s character and may be readily perceived 

by people. One possible interpretation of the Sphere x Target interaction is that participants 

attribute true, complete virtues within the same sphere but only attribute proto-virtues in the 

different sphere condition. An alternative account suggests that differences in ratings do not 

reflect a lay concept of virtues and proto-virtues but rather the confidence participants have 

in their inferences based on provided information. In this view, the observed spillover 

effect would reflect the fact that participants feel that their character inferences are 

uncertain. Further work is needed to clarify the lay conception of virtue, particularly 

whether it matches the conceptual distinction between proto-virtues and actual, complete 

virtues or simply the confidence in their inferences.  

Future studies will empirically test the possible existence of lay concept of virtue / 

vice vs proto-virtue/ proto-vice while controlling for confidence in participant’s ratings to 

exclude this alternative hypothesis. Also, these studies should replicate observed results 

with a larger pool of spheres entailing different spheres of life embodying specific duties 

and power asymmetries (e.g, doctor – patient, parent – child, elected official – citizen and 

so on). 
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Dissymmetry of folk conceptions of Virtue and Vice. 

My interpretation of the Sphere x Target interaction is limited by the assumption 

that virtues and vices follow an identical structure from proto-virtues / vices to complete 

virtue/vice according to close and personal experiences that allow the agent to acquire true 

virtue or vice. Despite little philosophical work on the definition of vice, compared to the 

definition of virtue21 this assumption is problematic. Indeed, Bahdwar (1996) defines vice 

as ignoring of basic moral facts that allow even the most basic proto-virtue. In this view, 

the concept of “proto-vice” as analogous to “proto-virtue” does not exist. Indeed, ignorance 

of basic moral facts constitutes complete vice, not some imperfect “proto-vice” that has to 

be refined to become complete vice.  

Contrary to predictions, and to previous studies (Alicke, 2000; Baumeister et al., 

2001; Hibbing et al., 2014; Ito et al., 1998; Rozin & Royzman, 2001), there is a larger 

spillover effect for virtues than for vices which implies that virtues are more easily inferred 

than vices. Several interpretations could shed some light in this pattern of results. First, 

previous work on the social importance of virtue ethics (MacIntyre, 1984) believes that 

modern western societies lack a specific, socially relevant concept of virtue. This intuition 

might shed some light on this puzzling pattern of results. Indeed, if Colombian, or indeed 

western society as a whole, lacks such a socially relevant, well-defined concept of virtue, it 

is possible that participants are willing to attribute overall virtue more easily than vice. 

Indeed, since vice appears to have stricter definitions compared to folk concept of virtue it 

is possible that virtue is cognitively easier to attribute than vice. More research is needed in 

order to determine the relative clarity of folk conceptions of virtue and vice which might 

                                                        
21 For instance, as of September 2017, there is no entry on “Vice” on the Stanford Encyclopedia of 
Philosophy. 
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explain this pattern of results. My interpretation, following MacIntyre’s intuitions, predicts 

that folk concept of virtue is less clearly defined than folk concept of vices which would 

allow for an easier inference of virtues than of vices. Results presented in chapter 3 offer 

indirect support for this interpretation. Indeed, chapter 3 shows that virtues have less 

associated behaviours than vices (mean number of associated behaviours virtues =21.4±6.8; 

mean number of associated behaviours vices =28.9±9.1). A smaller number of diagnostic 

behaviours for virtues than for vices implies that a target agent has to fulfil a smaller set of 

conditions to be considered truly virtuous compared to truly vicious which makes it easier 

to infer overall virtue than overall vice. Also, prior studies briefly presented in chapter 5 

suggest that participant’s expectations of a random agent being virtuous (P = 65%) is much 

higher than that of a random agent being a vicious person (P = 35%) which might make 

virtues cognitively salient and easier to infer than vices. Alternatively, it is possible that 

these results are caused by a lay distinction between perfect and imperfect duties (Kant, 

1785/ 2006) or superogatory/ suberogatory actions (Driver, 2006). The difference in the 

strength of the moral injunction (i.e, forbidden/ required for perfect duties vs allowed/ 

optional for imperfect duties and sup/ suberogatory actions) might explain the apparent 

difference of clarity between lay conceptions of virtue and vice. Future research trying to 

prove these claims might try to directly measure how clear-cut folk concepts of virtues and 

vices actually are, for instance using non-exclusive categorization tasks for morally 

ambiguous behaviours, taking into account confidence ratings and by proposing inferences 

to other virtues/ vices instead of overall virtue or vice. If folk concepts of vice are stricter 

than folk concepts of virtue I hypothesize that there will be fewer behaviours consistently 

classified as pertaining to several vices simultaneously than those pertaining to several 

virtues simultaneously, also confidence ratings for virtue inferences should be higher than 
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for vice inferences and inferences to other virtues should be easier than inferences to other 

vices. These patterns of results would be consistent with intrinsic differences in the folk 

concept of virtue and vice. 

A second interpretation of this pattern of results is based on halo effects (Eagly, 

Ashmore, Makhijani, & Longo, 1991; Lorenzo, Biesanz, & Human, 2010) on moral 

judgment. The inferred connexion between different positive traits (e.g, being a generous 

romantic partner and being an honest romantic partner) may be an instance of halo effect 

applied to moral judgment and trait ascription. However, to the best of my knowledge, 

there is little research on the relative strength of halo effects of positive versus negative 

information that could clarify the observed differences in spill over effects between virtue 

and vice attributions. This is especially important since unexpected results suggest a 

broader spillover effect for negative information than for positive information whereby spill 

over effect in the vice condition was not limited to overall vicious character but also to 

morally irrelevant socially undesirable traits. Indeed, Moral x Sphere interaction is due to 

significantly higher mean ratings in the morally irrelevant trait for the vice condition than 

for the virtue condition. For simplicity’s sake, the morally irrelevant trait attributed in all 

conditions was “boring”, a socially undesirable, yet morally irrelevant trait. Thus, it appears 

that spillover effect to morally irrelevant traits are exclusive to negative, not positive traits. 

A positive information halo effect does not reconcile the simultaneous findings of larger 

spillover effects of virtue over vices with the broader spillover effect of vices, but not 

virtues, to socially undesirable, morally irrelevant traits such as boring. Further research 

should aim to specify this puzzling pattern of results by verifying the scope of virtues and 

vices spills over to both socially desirable and undesirable morally irrelevant traits and the 

beliefs of the personal and social consequences of being a vicious or virtuous agent. 
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A final alternative explanation of these results has to do with strategic use of moral 

judgment (Bocian & Wojciszke, 2014; Rom & Conway, 2018; Rom, Weiss, & Conway, 

2017). Moral judgment can be a socially costly decision that requires warrant and 

justification (Bauman & Mullen, 2014; Malle et al., 2012; Malle, Guglielmo, et al., 2014; 

Narvaez, 2008) and can therefore be subject of social retaliation (Hughes, 2017). Hence, it 

is possible that participants are more hesitant to ascribe vices than to ascribe virtues since 

there is little social cost on ascribing virtues as compared to ascribing vices. It is possible 

that, despite the highly anonymized environment of online research, participants 

strategically ascribed virtues more easily than vices so as to avoid the potentially negative 

consequences of ascribing vices. Previous research (Barbosa & Jimenez Leal, 2017; 

Bauman et al., 2014; Rom & Conway, 2018; Rom et al., 2017) reports socially strategic use 

of moral judgment even in highly anonymized settings such as online studies. 

Limitations 

Presented study has a number of limitations on this study. First, due to limited 

sample size and randomization across target traits and spheres, there is very few 

observations for each combination of target and sphere (mean n for each combination = 

11.75±3.11). Consequently, results do not apply to specific spheres nor to specific traits and 

it is not possible to conclude on folk conception of specific virtues / vices or spheres of 

action. This is especially relevant since some theorists (Aristotle, 2009/ Vth B.C; Kant, 

1785/ 2006; Merrihew Adams, 2006) suggest that some virtues are more central than others 

to good character or might reflect perfect or imperfect duties. Similarly, moral injunctions 

relevant to different spheres might not be equally clear or constraining. Future studies 

should provide a clear picture of folk conception of different virtues/ vices and spheres of 

life to propose and provide evidence on specific hypotheses around them. 
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Another possible limitation is the way spheres of action were chosen. Relational 

motives theory (A. P. Fiske, 2002, 2012; A. P. Fiske & Haslam, 2005) purports that human 

relations are mediated by four relational motives that are differently relevant according to 

the considered relationship but it does not affirm that they are mutually exclusive. Indeed 

different, if not all, moral motives can be relevant to describe and determine any type of 

relationship. For instance, one might expect from romantic partners to be willing to pool 

resources together (Communal Sharing), to avoid the use of power or ranking (Authority 

Ranking) and to have equal rights and obligations (Equality Matching). Consequently, 

characterization of the chosen spheres of life as reflecting specific moral motives might be 

unjustified. Hypotheses in this study do not deal with specific moral motives and are 

agnostic about this theory. Rather, I used relational motives theory to determine different 

spheres of actions that imply some degree of difference in their respective moral 

expectations and motives. In addition, presented results do not deal with any specific sphere 

but rather with differences averaged across all considered spheres. Thus, results do not 

reflect the difference between different relational motives or spheres but the average 

difference across spheres in general.  

This chapter’s main aim was to accurately characterize how far-reaching is folk 

conception of virtue and vice. Results suggest that both virtue and vice attributions in a 

specific sphere of life spill over to other virtues/ vices both within and outside the target 

sphere. Yet, spill over effects vary in magnitude both according to attributed trait (virtues 

vs vices) and to whether the spill over is within the same sphere or outside it. Within the 

context of experimental philosophy, these results open up a theoretical and empirical debate 

dealing with the folk conceptions of Virtue and Vice as overall character traits compared to 

specific virtues and vices and also how these concepts interact with specific social roles 
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(e.g, acting as a virtuous romantic partner vs as a virtuous teacher or friend) that might 

imply specific moral duties. Future work will deal with the implications of my results for 

the folk intuitions of virtue and the situationist critiques of virtue ethics factors (Doris, 

2014; Harman, 1999, 2002, 2009; Sreenivasan, 2009) . Yet, for now, these results inform 

the next chapter as to how precise folk concepts of virtue and vice are, in order to properly 

parametrize algorithmic models of moral judgment. Given that results consistently show 

spillover effects for virtues and vices across all considered spheres of action, chapter 5 will 

deal exclusively with overall Virtue and Vice attributions assuming, for now, that specific 

virtue and vice attribution will be algorithmically equivalent. Future research will 

empirically test this assumption. 

 

 

 

 

 

 

 

Chapter 5: Bayesian Virtue Ethics: Computational models of 

trait based moral judgment. 

- Virtue itself turns vice, being misapplied and vice sometimes by action 

dignified. 

- Romeo and Juliet – William Shakespeare. 
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In this chapter I will describe the main study of my dissertation which intended to provide 

evidence around the hypothesis that trait based moral judgment is an instance of Bayesian 

belief updating. This chapter will briefly justify the hypothesis and describe the algorithmic 

model design, methodology, data collection and analysis that provided evidence 

surrounding this hypothesis. 

 As mentioned earlier, since it is not possible to directly observe an agent’s 

personality. Attributing to an agent any character trait is necessarily a form of inference 

based on observed or reported (Dunbar, 2004; Foster, 2004) behaviours. Yet, behaviours 

are usually noisy predictors of character traits (Carney et al., 2007; Funder, 1995, 2012), 

especially so since agents are motivated to appear moral without actually being moral 

(Batson, 2011; Batson & Thompson, 2001; Batson et al., 1999; Gintis et al., 2001; Kurzban 

et al., 2015; Rom & Conway, 2018; Wagner, 2013). Moreover, naturalistic human 

interactions provide a number of morally relevant pieces of information serially over a long 

period of time. Inference problems that use several noisy cues observed serially are very apt 

to be dealt with via Bayesian belief updating algorithms (Kemp & Jern, 2014).  

 Mathematically, Bayesian belief updating algorithms amount to different 

complexifications of Bayes’ rule (see EQ 1). Bayes’ rule is a probabilistic law linking the 

probability of an hypothesis H being true given observed data D (P (H| D) ) to the 

probability of the observed data given that the hypothesis is true (P (D|H) ) and of the data 

(P (D) ) and the hypothesis (P (H) ) being true at all.  

 

𝐸𝑄 1: 𝐵𝑎𝑦𝑒′𝑠 𝑟𝑢𝑙𝑒: 𝑃(𝐻|𝐷) =
𝑃(𝐷|𝐻) × 𝑃(𝐷)

𝑃(𝐻)
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One of the main interests of Bayesian statistics is that it allows for belief updating in 

face of new information. Indeed, prior probabilities (P (H| D₁ ) can be modified to take into 

account newly arrived relevant information (D₂ ) to form a new posterior probability (P (H| 

D₁ , D₂ ) ) (see EQ 2). This principle has been applied as a general framework for human 

cognition (Doya et al., 2007; Griffiths et al., 2008; Hohwy, 2013; Tenenbaum et al., 2006) 

in which perceptual information constitutes new data that is confronted with prior beliefs 

held in long term memory. After updating these beliefs, action is chosen according to its 

expected value.  

Action consequences constitute new perceptual information that will be the basis for 

new belief updating. Bayesian algorithms have been applied to a number of high level, 

socially relevant cognitive processes (Baker et al., 2009; Baker et al., 2011; Baker, 

Tenenbaum, & Saxe, 2005; Baker & Tennenbaum, 2014; Buchsbaum, Griffiths, Plunkett, 

Gopnik, & Baldwin, 2015; Fenton et al., 2013; Hahn & Oaksford, 2007; Harris et al., 2013; 

Moutoussis et al., 2014; Rai & Holyoak, 2014; Ullman et al., 2010). My main hypothesis is 

that trait based moral judgment follows a Bayesian belief updating algorithm. In order to 

offer evidence in favour or against this hypothesis I will confront empirical data to 

predictions from Bayesian and non-Bayesian computational models of trait based moral 

judgment. Better fit and generalizability of Bayesian models to collected data will be 

considered evidence in favour of the hypothesis that trait based moral judgment is an 

instance of Bayesian belief updating. Conversely, better fit and generalizability of non-

Bayesian models to collected data will be evidence against that hypothesis. The rest of this 

chapter will describe model creation, data collection, data analysis and a brief discussion of 
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results for the last and main empirical study of my dissertation. Chapter 6 will offer a larger 

discussion of the results of all three studies. 

 

𝐸𝑄 2: 𝑃(𝐻|𝐷1, … 𝐷𝑛) =
[𝑃(𝐷1|𝐻) × 𝑃(𝐷1)] × … [𝑃(𝐻𝑛|𝐷) × 𝑃(𝐻𝑛)]

𝑃(𝐷𝑛)
 

 

Model creation. 

 

Bayesian models 

As described in chapter 2, I created four families of Bayesian belief updating models and 

three types of competing, non-Bayesian models. First, the neutral Bayesian model assumes 

that trait based moral judgment updating according to new data follows the general form of 

EQ 3. Here, hypothesis H is that the target agent possesses the target character trait and n 

behaviours associated with the target agent constitute the data to carry out trait based moral 

judgment. Hence, the neutral Bayesian model’s formalization follows EQ 3. 

 

𝐸𝑄 3: 𝑃(𝐻|𝐷𝑛) =
𝑃(𝑑1|𝐻) ∗ … 𝑃(𝑑𝑛|𝐻) ∗ 𝑃(𝐻)

[𝑃(𝐻) ∗ 𝑃(𝑑1|𝐻) … 𝑃(𝑑𝑛|𝐻)] + [𝑃(¬𝐻) ∗ 𝑃(𝑑1|¬𝐻) … 𝑃(𝑑𝑛|¬𝐻)]
 

 

 Second, motivated Bayesian models are designed to mimic the motivated nature of 

moral judgment (Bartels & Medin, 2007; Ditto et al., 2009; Jost et al., 2003; Kahan, 2013; 

Uhlmann et al., 2009) and “rush” into conclusions by overestimating high probabilities. 

Mathematically, motivated Bayesian models are a modification of the neutral Bayesian 

model (EQ 3) following EQ 4 (Prelec, 1998). EQ 4 is an S-shaped transformation of 
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probabilities that underestimates small probabilities and overestimates large probabilities 

following parameters α and β. Since, to the best of my knowledge, there is no prior research 

these types of transformations applied to moral reasoning I created five different motivated 

Bayesian models that vary according to five different combinations α and β values (see 

Table 4 and Figure 11). Formally, motivated Bayesian models correspond to EQ 4 with p 

being 𝑃(𝐻|𝑛 𝑏𝑒ℎ𝑎𝑣𝑖𝑜𝑢𝑟𝑠) as determined by the neutral Bayesian model. Motivated, 

Optimist and Prosecutor models 1 through 5 correspond to increasingly extreme 

overestimation of high probabilities as determined by the neutral model (see Table 11). 

𝐸𝑄 4: 𝑤(𝑝) = 𝑒𝑥𝑝[−𝛽(− log(𝑝))𝛼] 

Table 5: α and β values for each motivated Bayesian model. 

Motivated,  Optimist or Prosecutor 

Bayesian models 

α value β value 

1 1.5 5 

2 2 10 

3 2.5 15 

4 3 20 

5 4 25 
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Figure 11: S-shaped transformations for every motivated, optimir of prosecutor Bayesian models. X-axis is P 

(H|D) as determined by the neutral Bayesian model. Y-axis is P (H|D) as determined by motivated or 

“prosecutor Bayesian models. 

 

 Third, prosecutor Bayesian models correspond to motivated Bayesian models when 

dealing with vices but to neutral Bayesian model when dealing with virtues or morally 

irrelevant traits. As with motivated Bayesian models, there are five different prosecutor 

Bayesian models corresponding to five different combinations of α and β values. α and β 

values combinations for prosecutor Bayesian models are identical to the ones for motivated 

Bayesian models (see table 4). Morally irrelevant trait attribution lacks an obvious 

normative framework or motivational nature. Consequently, all Bayesian models are equal 

to neutral Bayesian models when dealing with morally irrelevant trait attribution. 
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Finally, an “optimistic” Bayesian model corresponds to a reversed prosecutor 

model. “Optimistic” models are motivated to attribute virtues but not vices. As with 

motivated and prosecutor models, all five optimistic Bayesian models correspond to 

different combinations of α and β (see table 4) when dealing with virtues but correspond to 

the neutral Bayesian model when dealing with vices or morally irrelevant traits. Also, as 

with prosecutor Bayesian models, “optimistic” models are neutral when dealing with 

morally irrelevant trait attribution. 

 All Bayesian models require empirically informed priors. That is, how likely it is 

that any agent possesses or not a target trait (P (H) and P (¬H) respectively) as well as the 

prior probabilities of each behaviour 𝐷𝑛 given that the agent possesses the target trait and 

does not possess the target trait (P (𝐷𝑛|H) and P (𝐷𝑛|¬H) respectively). These probabilities 

were empirically determined using a specific sample and procedure described below.  

Control models of trait attribution: Escaping Bayesian fundamentalism22. 

As described in chapter 2, literature on trait attribution has proposed a number of 

computational models of trait attribution including sum and mean models (N. H. Anderson, 

1965a; Birnbaum, 1972, 1973, 1974) which may be influenced by primacy (N. H. 

Anderson, 1965b; N. H. Anderson & Alfred, 1961) or recency effects (Baddeley & Hitch, 

1993). Mean model emits trait based moral judgment by averaging the association indexes 

of each presented behaviour (see EQ 6) with n being the number of presented behaviours 

and 𝐼𝑛 being the association index of the nth behaviour with the target trait. Neutral 

averaging model assumes no primacy or recency effects and thus weights all behaviours 

equally. 

                                                        
22 Bayesian framework has been criticized as unfalsifiable and relying on unlikely and unobservable 
assumptions (Jones & Love, 2011). 
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𝐸𝑄 6: 𝑇𝑟𝑎𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑚𝑜𝑟𝑎𝑙 𝑗𝑢𝑑𝑔𝑚𝑒𝑛𝑡 (𝑛) =  ∑ 𝐼𝑛 ∗
1

𝑛
 

 However, research suggests primacy (N. H. Anderson, 1965b; N. H. Anderson & 

Alfred, 1961) and recency (Baddeley & Hitch, 1993) effects on trait attribution. 

Consequently, I created a a specific model to reflect each of these effects. Primacy and 

recency models are similar to the mean model described by EQ 6 but simulate primacy/ 

recency effects by modifying the weights assigned to each behaviour. Primacy model 

follows EQ 7 doubling the weight assigned to the first behaviour. As with EQ 6, in EQ 7 n 

is the number of presented behaviours and 𝐼𝑛 is the association index of the nth behaviour 

with the target trait.   

 

𝐸𝑄 7: 𝑇𝑟𝑎𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑚𝑜𝑟𝑎𝑙 𝑗𝑢𝑑𝑔𝑚𝑒𝑛𝑡 (𝑛) =  ∑ 𝐼1 ∗
2

𝑛+1
… 𝐼𝑛 ∗

1

𝑛+1
 

 

 In contrast, recency model follows the same reasoning but doubles the weight 

assigned to the last perceived behaviour instead of the first one (see EQ 8).  

 

𝐸𝑄 8: 𝑇𝑟𝑎𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑚𝑜𝑟𝑎𝑙 𝑗𝑢𝑑𝑔𝑚𝑒𝑛𝑡 (𝑛) =  ∑ 𝐼1 ∗
1

𝑛+1
… 𝐼𝑛 ∗

2

𝑛+1
 

 

 Finally, the random model emits moral judgment by simply generating a random 

number between 0 and 1 for every received piece of information and every participant. 

 All in all, there are 20 models. Of those models, 16 are Bayesian (one neutral 

Bayesian model, five motivated Bayesian models, five prosecutor Bayesian models and 

five optimist Bayesian models) and four are controls (one mean, one recency, one primacy 

and one random model). All twenty models will be confronted with empirical data to 
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determine which of them more closely fits the data. The model that better fits empirical 

data will be selected as more closely representing the algorithmic nature of people’s trait 

based moral judgment.  

 

Prior determination. 

In order to determine empirically realistic priors to implement all models I conducted a 

brief online survey. I recruited 54 participants (20 women; 1 did not identify with either / 

would rather not say, 1 unobserved; age = 20.56±2.6) through social media. The online 

survey asked for general probabilities of each trait and each behaviour (e.g, How many 

people out of 100 are good persons? How many people out of 100 lend money to others?). 

Similarly, the survey included conditional probabilities for every behaviour coupled with 

the relevant trait (e.g, How many people out of 100 lend money to others given that they 

are good persons/ are not good persons?). Study 1 showed all presented behaviours were 

relevant for the traits “good person”, “bad person” and “boring”. Participants saw a total of 

130 random behaviours and all 8 possible questions about each behaviour. Raw responses 

ranged from 0 (none of them) to 100 (all of them). Mean responses for each target 

behaviour and target trait were divided by 100 to provide suitable probabilistic priors to be 

implemented in all Bayesian models (see Appendix 9 for task instructions and Appendix 10 

and 11 for priors for each behaviour and trait respectively). This procedure allowed me to 

estimate the population-level prior probability of each behaviour and trait as well as the 

conditional probabilities of each behaviour for their target trait23.  

 

                                                        
23 I asked for prior probabilities of all behaviours relevant for the boring trait because they will be used 
as distractors in the main data collection phase.  
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Methods 

Participants. 

A grand total of 223 university students (mean age = 20.08±0.7; 118 women, 3 rather not 

say/ does not identify with either one) were recruited in the Universidad de los Andes 

through social media and word of mouth. Participants were randomly assigned to 

completing the task using Ecological Momentary Assessment (Hofmann, Wisneski, Brandt, 

& Skitka, 2014; Runyan et al., 2013) through Facebook messages or inside the 

“Laboratorio de métodos de investigación” at the School of Social Sciences in the 

Universidad de los Andes through a Qualtrics online survey24.  

Procedure 

After informed consent25 and completing a short demographic survey, participants in both 

conditions were randomly assigned to one of three experimental conditions defined by the 

target trait to be attributed (Moral variable). In the Good condition, participants were 

instructed to attribute the trait good person (buena persona in Spanish) based on received 

information. In the Bad condition, participants were instructed to attribute the trait bad 

person (mala persona in Spanish) based on received information. Finally, in the Control 

condition, participants were instructed to attribute the trait boring (aburrido in Spanish) 

based on received information.  

 First, participants in all conditions were presented with an identical, fictional target 

agent (i.e, Andrés a university student from Bogotá who majors in mathematics, likes 

                                                        
24 Originally, this procedure was meant to test the possibility of Ecological Momentary Assessment in 
moral psychology. However, as described below, since there is a large attrition rate and this is not the 
main objective of my dissertation this variable will not be discussed further. 
25 All three studies were reviewed and approved by the School of Social Sciences’ IRB. For this study’s 
design special attention was given to the possibility of received messages to be intrusive or disruptive 
which is why participants were instructed to complete online survey whenever they were able and no 
reminding message was sent. See appendix 13 for a transcript of IRB proposal. 
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football and enjoys cooking) and were asked for baseline trait attribution. After this 

baseline attribution, participants were presented with six consecutive behaviours associated 

with the target agent (e.g, Andrés does not cheat, Andrés mocks other’s religious 

beliefs…). After each behaviour was presented participants were asked to renew their trait 

based moral judgment based on all information about the agent (see Appendix 12 and 14).  

In Good and Bad conditions, information was randomly taken from a pool including 

both target behaviours (n = 26 behaviours relevant for the good condition or n = 18 

behaviours relevant for the bad condition) and distractor behaviours (n = 20 behaviours in 

both conditions). Presented behaviours were selected following a two-step randomization 

process. First, the type of behaviour (target or distractor) was randomized. Then, a single 

behaviour out of the chosen behaviour type (target or distractor) was randomly presented to 

the participant and trait based moral judgment was solicited. This process was iterated a 

total of six times while asking for trait based moral judgment at every iteration. The 

Control condition is very similar to the Good or Bad conditions but since study 1 suggests 

that there are few behaviours that can be used as morally irrelevant distractors for the trait 

boring (i.e, behaviours that are not relevant either for any moral trait nor for the trait 

boring) Control condition only presented information relevant for the target trait. 

Results 

Online vs in-lab conditions 

Unsurprisingly, I observed a strong attrition effect in the online sample. Out of the 223 

original participants, 111 were randomly assigned to the online condition and instructed to 

continue their participation online. Yet, only 76 participants fully completed the online 

survey. Due to high attrition rate (only 68,4 % of participants in the online condition 
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actually finished the online survey), no attempt was made at imputing unobserved data. 

Also, given large differences in number of observations between in-lab and online 

conditions and the self-selected nature of responses in the online conditions I will not 

discuss differences between them. Presented results apply to both in-lab and online 

conditions and are based on the final sample of 187 participants.  

Model matching 

First, I fitted twenty multiple regression models with simulated scores predicting observed 

values over time (seven observations) and moral condition as predictor variables. Each 

model confronted observed trait attribution scores with simulated trait attribution scores 

according to one of the 20 created models. Fit and generalizability indexes including Root 

Mean Square Error (RMSE), Akaike Information Criteria (AIC), Bayesian Information 

Criteria (BIC) and the information theoretic measure of complexity (ICOMP) of each 

model were determined to select the best fit out of all twenty models (see table 3). The only 

fit criterion (RMSE) reflects how closely the considered model fits observed data. 

However, since overfitting is likely when dealing with models with a large number of 

parameters or with complex functional forms, research recommends generalizability 

indexes that penalize models with more parameters (AIC, BIC and ICOMP) (Pitt & Myung, 

2002; Pitt, Myung, & Zhang, 2002). Consequently, despite reporting both types of indexes, 

generalizability indexes will be preferred as a criteria designed to avoid overfitting. Both 

fitness and generalizability criteria have an arbitrary scale where lower numbers indicate 

better fitness or generalizability. Fit and generalizability indexes are evaluated by relative 

ranking within a single data set and not by absolute value26. Since their scale is arbitrary, 

                                                        
26 For instance, an AIC value of 5000 in one data set is not comparable to an AIC value of 300 in another 
data set. Rather, fit and generalizability indexes for all considered models should be ranked and the 
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comparing fitness or generalizability in terms of raw differences between indexes is not 

straightforward. Much like Bayesian statistics, generalizability indexes are designed to 

offer numeric values reflecting how strong the evidence is in favour of a specific hypothesis 

instantiated as an algorithmic model. Consequently, using null hypothesis testing to 

compare fit or generalizability indexes is not recommended (D. R. Anderson, 2008) (see 

specifically p 64 and Appendix C). However, direct comparisons between different model’s 

fitness and generalizability is made easier by computing Bayes Factors (BF) for each model 

based on model’s BIC (Jarosz & Wiley, 2014) to provide numeric estimates of the strength 

of evidence in favour of each model compared to a null-hypothesis model (here the 

Random model).  

 

 

 

 

Table 6: Fit (RMSE) and generalizability indexes (AIC, BIC and ICOMP) for all 20 models predicting observed data 

across virtue, vice and morally irrelevant condition. 

 
RMSE  AIC  BIC  ICOMP  

Bayesian neutral 0.376 477,544 479,492 406,398 

Bayesian motivated 1 0.419 477,381 479,328 405,912 

Bayesian motivated 2 0.450 477,410 479,357 405,888* 

Bayesian motivated 3 0.455 477,586 479,533 406,073 

Bayesian motivated 4 0.458 477,589 479,537 406,096 

                                                        
preferred model should be chosen based on the better fit and, especially, generalizability indexes with 
little regard to their absolute values. 
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Bayesian motivated 5 0.471 477,389 479,337 405,914 

Bayesian optimist 1 0.399 477,581 479,528 406,159 

Bayesian optimist 2 0.410 477,419 479,367 405,914 

Bayesian optimist 3 0.414 477,554 479,502 406,072 

Bayesian optimist 4 0.412 477,511 479,459 406,079 

Bayesian optimist 5 0.403 477,577 479,524 406,283 

Bayesian prosecutor 1 0.385 477,495 479,442 406,249 

Bayesian prosecutor 2 0.390 477,572 479,519 406,284 

Bayesian prosecutor 3 0.399 477,276 479,223 405,933 

Bayesian prosecutor 4 0.405 477,463 479,411 406,075 

Bayesian prosecutor 5 0.410 476,675 478,622 405,215 

Control model: Mean 0.354* 476,094 478,041 411,525 

Control model: Recency 0.364 473,994* 475,941* 408,666 

Control model: Primacy 0.365 477,150 479,097 411,604 

Control model: Random 0.434 477,508 479,455 405,965 

*: Preferred model according to each criteria. 

 

Used criteria do not consistently point to a single preferred model. Indeed, RMSE 

index suggests that the mean model better fits observed data (RMSE = 0.354). However, 

generalizability criteria suggest otherwise. AIC and BIC criteria points to the recency 

model (AIC = 473.99; BIC =475.94) whereas the ICOMP criterion favours the Bayesian 

motivated 2 model (ICOMP = 405.21).  

Given mixed results with fit and generalizability indexes I computed the same 

indexes differentiating between virtue and vice conditions by running similar models for 

the virtue and vice conditions separately. Optimist and prosecutor models are identical to 
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corresponding motivated models in virtue and vice conditions respectively. Consequently I 

only evaluated Bayesian neutral and the prosecutor/ optimist models in the vice and virtue 

conditions respectively. Tables 4 and 5 present relevant indexes for these models.  

 

Table 4: Fit (RMSE) and generalizability indexes (AIC, BIC and ICOMP) for all 20 models predicting observed data 

differentiating for the virtue condition. 

 
RMSE virtue AIC virtue BIC virtue ICOMP virtue 

Bayesian neutral 0.4307 712,1422 731,7500 653,8060 

Bayesian optimist 1 0.4305* 711,3080 730,9158 652,9718 

Bayesian optimist 2 0.4306 712,1835 731,7913 653,8473 

Bayesian optimist 3 0.4308 713,0884 732,6962 654,7522 

Bayesian optimist 4 0.4307 712,1422 731,7500 653,8060 

Bayesian optimist 5 0.4307 711,4220 731,0298 653,0858 

Control model: Mean 0.4312 714,3363 733,9441 656,0194 

Control model: Recency 0.4323 711,8485 731,4563 653,5316 

Control model: Primacy 0.4325 710,9929* 730,6007* 652,6760* 

Control model: Random 0.4374 718,0122 737,6199 659,6910 

*: Preferred model according to each criteria. 

 

Differentiating between virtue and vice conditions offers surprising results. For the 

virtue condition, fit index suggests that the Bayesian optimist 1 model has a better fit to 

data (RMSE = 0.4305). On the other hand, generalizability indexes consistently favours the 

primacy model (AIC = 710.99; BIC = 730.6; ICOMP = 652, 67). 
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Table 5: Fit (RMSE) and generalizability indexes (AIC, BIC and ICOMP) for all 20 models predicting observed data 

differentiating for the vice condition. 

 
RMSE vice AIC vice BIC vice ICOMP vice 

Bayesian neutral 0.42426 4317,05355 4317,05355* 4258,52961 

Bayesian prosecutor" 1 0.424025 4315,62284* 4334,0437 4257,09890* 

Bayesian prosecutor" 2 0.424213 4317,05355 4335,47441 4258,52961 

Bayesian prosecutor" 3 0.424299 4317,39629 4335,81715 4258,87236 

Bayesian prosecutor" 4 0.424105 4315,64222 4334,06308 4257,11829 

Bayesian prosecutor" 5 0.424303 4316,94097 4335,36183 4258,41704 

Control model: Mean 0.421421* 4322,00672 4340,42758 4263,48593 

Control model: Recency 0.422177 4319,08634 4337,50720 4260,56723 

Control model: Primacy 0.422174 4318,35966 4336,78052 4259,84069 

Control model: Random 0.429839 4333,25197 4351,67283 4274,72745 

*: Preferred model according to each criteria. 

 

Similarly, in the vice condition the mean model offers better fit to data (RMSE = 

0.421421). But generalizability indexes consistently support Bayesian models (AIC 

=4315,622 and ICOMP = 4257.098 for the Bayesian prosecutor 1 model and BIC = 

4317,053 for the Bayesian neutral model).  

As mentioned, generalizability indexes follow an arbitrary scale which makes 

interpretation of observed index differences complicated. Following procedure suggested in 

previous literature (Jarosz & Wiley, 2014) I derived Bayes Factors (BF) in favour of each 

model compared to a null hypothesis instantiated by the random model. BF is a numeric 

index quantifying the evidence in favour of an alternative hypothesis (H1) compared to a 

null hypothesis (0). Contrary to null-hypothesis testing, BF provide positive evidence in 

favour or against H1 given observed data instead of merely pointing how unlikely H1 is 
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given observed data. BF range from 0 to +∞ where any number below 1 is interpreted as 

evidence in favour of H0 and any number above 1 is interpreted as evidence in favour of 

the alternative hypothesis. Again, contrary to null-hypothesis testing, BF allow for direct 

quantification of the strength of evidence by comparing BF values. Hence, a BF of 2 

implies that there is twice as much evidence in favour of H1 compared to H0. Similarly, a 

Bayes Factor of 4 for H2 implies twice as much evidence in favour H2 compared to H1. 

Thus, computing BF instead of raw generalizability indexes allows for direct model 

comparison without the arbitrary scale limitation of usual generalizability indexes. Table 6 

shows BF for all models across conditions and considering virtue and vice conditions 

separately compared to a null-hypothesis (Random model). BF are computed based on each 

model’s unique BIC value following  EQ 9 (Jarosz & Wiley, 2014) where ΔBIC is the 

difference in considered model’s BIC values. BF vary between 0 and +∞. Values between 1 

and 3 are considered weak or anecdotal evidence, between 3 and 10 are considered positive 

evidence, between 10 and 150 strong and values above 150 are considered very strong or 

definitive evidence. Conventionally there are two types of BF. BF10 reflect evidence in 

favour of the main hypothesis (H1) to the null-hypothesis (H0) whereas BF01 reflect 

evidence in favour of the null-hypothesis (H0) compared to an alternative (H1). Table 6 

presents each model’s BF10 values compared to the random model (taken to be H0). 

 

𝐸𝑄 9: 𝐵𝐹 10 = 𝑒∆𝐵𝐼𝐶/2 

 

Table 6: BF10 across conditions and taking virtue and vice condition separately. 

 
BF 10 across conditions BF 10 virtue BF 10 vice 

Bayesian model  0,9820 18,8208 3291,863 
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Bayesian motivated 

model 1 1,0657 

- - 

Bayesian motivated 

model 2 1,0504 

- - 

Bayesian motivated 

model 3 0,9618 

- - 

Bayesian motivated 

model 4 0,9601 

- - 

Bayesian motivated 

model 5 1,0611 

- - 

Bayesian optimist 

model 1 0,9640 

28,5617 - 

Bayesian optimist 

model 2 1,0453 

18,4360 - 

Bayesian optimist 

model 3 0,9771 

28,5617 - 

Bayesian optimist 

model 4 0,9983 

18,4360 - 

Bayesian optimist 

model 5 0,9661 

11,7268 - 

Bayesian prosecutor 

model 1 1,0064 

- 6731,585* 

Bayesian prosecutor 

model 2 0,9687 

- 3291,863 

Bayesian prosecutor 

model 3 1,1229 

- 3482,471 

Bayesian prosecutor 

model 4 1,0226 

- 3482,471 

Bayesian prosecutor 

model 5 1,5167 

- 3482,471 

Mean model 2,0278 6,28343 276,6138 

Recency model 5,7964* 21,7984 1191,314 

Primacy model 1,1959 33,4359* 1713,259 

*: Model with the largest Bayes Factor. Here, the alternative model is the random model. 

 

Results follow the overall pattern of generalizability indexes. Indeed, across 

conditions evidence is relatively weak in favour of the Recency model (BF 10 = 5.79). 

However, results in the virtue and vice conditions separately are much more 

straightforward. In the virtue conditions there is relatively strong evidence in favour of the 

primacy model being the best to explain data (BF 10 = 33.43) whereas there is decisive 

evidence supporting the Bayesian prosecutor model 1 (BF = 6731,58).  

Despite strong evidence presented in Table 6, given subtle differences in observed 

fit and generalizability indexes (see table 5) and the cognitively unlikely chosen null-

hypothesis model (Random model) I computed the BF01 for every model (H1s) compared 
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to the preferred model across conditions (Recency model) and for the virtue (Primacy 

model) and vice (Prosecutor 1 model) conditions taken to be the null-hypothesis model 

(H0). As explained above, these BF01 reflect the strength of evidence in favour of the null-

hypothesis model (here the Recency, Primacy and Prosecutor 1 models across conditions 

and for the virtue and vice conditions respectively) compared to all other proposed models. 

Table 7 shows all computed BF01 values. 

 

Table 7: BF01 values of all models compared to the preferred model across conditions and taking virtue and 

vice condition separately.  

 
BF01 across conditions BF01 virtue BF 10 vice 

Bayesian model  5,9022 1,7765 2,0449 

Bayesian motivated 

model 1 5,4389 - - 

Bayesian motivated 

model 2 5,5182 - - 

Bayesian motivated 

model 3 6,0262 - - 

Bayesian motivated 

model 4 6,0369 - - 

Bayesian motivated 

model 5 5,4625 - - 

Bayesian optimist 

model 1 6,0124 1,1707 - 

Bayesian optimist 

model 2 5,5447 1,8136 - 

Bayesian optimist 

model 3 5,9323 1,1707 - 

Bayesian optimist 

model 4 5,8062 1,8136 - 

Bayesian optimist 

model 5 5,9995 2,8512 - 

Bayesian prosecutor 

model 1 5,7592 - 1,0000 

Bayesian prosecutor 

model 2 5,9832 - 2,0449 

Bayesian prosecutor 

model 3 5,1616 - 2,4272 

Bayesian prosecutor 

model 4 5,6681 - 1,0097 

Bayesian prosecutor 

model 5 3,8216 - 1,9330 

Mean model 2,8584 5,3213 24,3357 

Recency model 1,0000 1,5339 5,6506 

Primacy model 4,8467 1,0000 3,9291 
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Random model 5,7964 33,4360 6731,5856 

 

Results of the BF01 values show less definitive results. Indeed, few comparisons 

suggest strong evidence in favour of models preferred according to BF10 values. Indeed, in 

all considered cases, only comparisons with the Random model show moderate or strong 

evidence whereas comparisons with Bayesian or control models rarely offer more than 

anecdotal evidence which implies that extreme caution should be exerted when choosing 

models based on presented BF01. 

Overall, results suggest that virtue and vice attributions do not follow a single 

qualitatively similar algorithm. Based on generalizability indexes and Bayes Factors 

derived from BIC (see table 6), there is compelling evidence supporting the hypothesis that 

virtue attribution follows a primacy model where every bit of information is averaged with 

heavier weight given to the first perceived information. On the other hand, there is 

conclusive evidence supporting the hypothesis that vice attribution follows a Bayesian 

algorithm overweighting negative information (Bayesian prosecutor model 1). Yet, results 

comparing each preferred model to all other models (table 7) offer much more conservative 

conclusions. These results suggests that there is insufficient evidence to reliably prefer any 

non-random model to one another. 

 Despite results derived from BF, presented fit and generalizability indexes analysis 

show a relatively ambiguous indexes both across all moral conditions, and for virtue and 

vice conditions separately. These results might be explained by analysis not reflecting the 

nested structure of data and the longitudinal dependence of the time variable.  

In order to reflect the nested structure of data I ran a longitudinal multilevel model 

with time variable as a longitudinal marker nested in participants. All seven observations 
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might appear to be a longitudinal variable since scores in Tn +1 depend on scores on Tn. 

However, information was randomized for each participant. Consequently, at the aggregate 

level, there is no “direct” longitudinal effects since it will reflect random presentation of 

information per participant rather than a systematic, population-level growth curve. Rather, 

any longitudinal effect can only appear when accounting for the nested structure of 

longitudinal data within participants (since presented information was unique to each 

participant). Hence, each set of seven longitudinal observations (level 1 variable) are nested 

in participants (level 2 variable). Participants were randomly assigned to one of three 

experimental conditions (virtue, vice or morally irrelevant traits), so moral variable is 

treated as a fixed effect. Furthermore, observations at time Tn depend, to some extent, on 

randomly presented pieces of information received previously. Thus, I added random 

intercepts and slopes for all seven observations of time variable. Prior determination study 

suggests important differences between general priors for good person and bad person (see 

Appendix 11), consequently I included random intercepts for condition. Finally, given that 

each algorithmic model yielded participant-specific predictions dependant on participant-

specific information, each algorithmic model was included as a fixed effect.  

In summary, I fitted a multilevel conditional growth model with time nested within 

individuals, random intercepts and slopes for all longitudinal observations, random 

intercepts for condition and fixed effects of algorithmic model and experimental condition. 

The preferred algorithmic model would be the model that explains a larger proportion of 

observed data variance as observed by partial R-squared. Table 6 presents observed partial 
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R-squared corresponding to each model and independent variable27. All models 

significantly predicted observed data (p < 0.001).  

Table 6: Partial R Squared for the multilevel conditioned growth model. Random model was selected as the 

intercept. All models significantly predicted observed data. 

Effect Partial R Squared Upper CI (95%) Lower CI (95%) 

Whole model 0.097 0.105 0.091 

Bayesian neutral* 0.012 0.015 0.009 

Bayesian motivated 1 0.002 0.004 0.001 

Bayesian motivated 2 0.001 0.001 0.000 

Bayesian motivated 3 0.001 0.003 0.001 

Bayesian motivated 4 0.004 0.006 0.003 

Bayesian motivated 5 0.000 0.000 0.000 

Bayesian optimist 1 0.004 0.006 0.003 

Bayesian optimist 2 0.000 0.000 0.000 

Bayesian optimist 3 0.001 0.002 0.000 

Bayesian optimist 4* 0.012 0.015 0.009 

Bayesian optimist 5 0.002 0.004 0.001 

Bayesian prosecutor 1 0.001 0.002 0.000 

Bayesian prosecutor 2* 0.012 0.015 0.009 

Bayesian prosecutor 3 0.002 0.004 0.001 

Bayesian prosecutor 4 0.001 0.001 0.000 

Bayesian prosecutor 5 0.001 0.003 0.001 

Control: mean 0.001 0.001 0.000 

Control: primacy 0.004 0.006 0.003 

Control: recency 0.001 0.003 0.001 

*: model with the largest partial R squared. 

 Contrary to previously presented models, multilevel conditional growth model 

accurately reflects the nested and longitudinal structure of data. This model unequivocally 

points to Bayesian models as the ones with the better fit to observed data. Yet, results 

                                                        
27 An alternative data analysis strategy is to follow previous multiple regression analysis and fit a single 
multilevel conditional growth model for each algorithmic model predicting observed data and compare 
their respective RMSE, AIC, BIC and ICOMP indexes. However I lacked sufficient observations to run 
twenty such models which is why I decided to pool all observations together into a single model. 
Research suggests that R squared index is not recommended for model selection (D. R. Anderson, 2008) 
so interpretation of these results should be taken cautiously.   
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yielded identical partial R Squared for Bayesian neutral models, Bayesian optimist 4 and 

Bayesian prosecutor 2 models (all partial R Squared = .012; 95% CI [0.015; 0.009]).  

 

Discussion 

 

This chapter aimed to provide empirical evidence regarding the hypothesis that trait based 

moral judgment follows a Bayesian Belief Updating algorithm. In order to provide 

empirical evidence around this hypothesis, I observed how trait based moral judgment 

changes across new relevant information and fitted this observed data to a Bayesian and 

competing algorithmic models of trait based moral judgment. Overall, fit and 

generalizability indexes do not afford for straightforward interpretation in favour of neither 

Bayesian nor control models. Consequently, I computed a number of Bayes Factors 

confronting all considered models to the random model, taken to reflect a null hypothesis 

model. Results (see table 6) are relatively weak across all conditions but are strong 

considering virtue (BF 10 for Primacy model = 33.43) and vice conditions (BF 10 for 

Bayesian Prosecutor 1 = 6731.58) separately. However, these results do not hold when 

taking the model with the best BF as a null model compared to all other models (see table 

7) which limits the strength of my conclusions. 

Given presented fitness and generalizability indexes and BF do not reflect the 

multilevel and longitudinal of data I fitted a multilevel conditional growth model showed 

unambiguous support for Bayesian models but ambiguous support for which Bayesian 

model should be preferred. Indeed, three Bayesian models (neutral, optimist 2 and 
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prosecutor 4) had identical Partial R squared values. Also, R squared indexes are not 

recommended for model selection analysis which limits results interpretation. 

Following previous research on negative bias and moral judgment (Alicke, 2000; 

Baumeister et al., 2001; Ito et al., 1998; Mende-Siedlecki, Baron, et al., 2013; Mende-

Siedlecki, Cai, et al., 2013; Mende-Siedlecki & Todorov, 2016; Rozin & Royzman, 2001) 

better generalizability indexes by prosecutor Bayesian models for the vice condition 

suggests that trait based moral judgment overestimates high probabilities when attributing 

vices but not when attributing virtues. On the contrary, better fit and generalizability 

indexes when attributing virtues, suggest that the first information acts as an anchor that 

might help interpreting subsequent behaviours. This is reflected by the primacy model’s 

better generalizability for the virtue condition only. As a whole, these results suggest that 

there might be qualitatively different algorithmic processes for virtue and vice attribution. 

These qualitative differences in algorithms may explain the observed differences in spill 

over effects between virtue and vice conditions observed in chapter 4. Indeed, Vice 

attribution seems to be updated according to relevant new information consistent with 

Bayesian algorithms which is consistent with prior models of theory of mind (Baker et al., 

2009; Baker et al., 2011; Baker & Tennenbaum, 2014; Kleinmann-Weiner et al., 2015) and 

intention attribution (Ullman et al., 2010). On the contrary, it appears that virtue 

attributions follows a mean model with especial attention given to the first impression, that 

might act as an anchor to make sense of all subsequent behaviours (Carney et al., 2007; 

Lorenzo et al., 2010; Naumann, Vazire, Rentfrow, & Gosling, 2009).  

From an evolutionary view it seems adaptively sound to update trait attributions 

with relevant new information while being more sensitive to negative than to positive 

information since such a strategy would be more cautious of potential defectors (Gintis et 
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al., 2008; Gintis et al., 2001; Rand & Nowak, 2013). But, there seems to be no reason not to 

follow a similar Bayesian belief updating algorithm for virtue attributions. Indeed, results 

suggest that, when attributing virtues, people rely on a primacy algorithm rather than a 

Bayesian algorithm. A possible explanation of this result hinges on the lower computational 

cost of a primacy model coupled with the lower adaptive costs of misidentifying virtues, as 

compared to misidentifying vices. Accurately identifying vices is capital to fitness which is 

congruent with a cognitively costly but precise algorithm. On the other hand, accurately 

identifying virtues does not carry such a heavy weight, which would justify not using a 

cognitively costly algorithm such as different varieties of Bayesian Belief Updating but 

rather settling with a cognitively cheaper primacy algorithm.  

 Research suggests that the distinction between the relative importance given to 

virtue and vice attribution depends on type of agent that is judged. Indeed, it appears that 

people are especially keen on other’s virtues in the context of close, personal relationships 

as opposed to mere casual acquaintances. When evaluating close friends or romantic 

partners we look for actively good, virtuous persons rather than merely avoiding vicious 

characters (Brambilla et al., 2011; C. B. Miller, 2014; G. Miller, 2008). Yet, my experiment 

deals with distant agents which makes vice detection the most important process and thus 

calls for an accurate but cognitively costly process, such as Bayesian belief updating for 

vice but not for virtues attributions. It follows that, when determining the character of a 

potential friend or romantic partner, instead of a stranger, a Bayesian belief updating model 

would better match virtue but not vice attributions. This predicted pattern of results would 

reflect the larger adaptive importance of virtue detection instead of vice detection in the 

context of close, personal relationships as opposed to relative strangers. Adapting an 

algorithmic model of character-based moral judgment capable of taking into account the 
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differential motivations at play when dealing with relative strangers and close relationships 

would require an explicit parameter reflecting subjective measure of personal proximity.   

Limitations 

The main limitations of my results are the relatively ambiguous goodness-of-fit and 

generalizability indexes across statistical models and conditions and the inconclusive 

evidence of BF calculations presented in table 7 which can be explained by different 

features. First, literature using fit and generalizability indexes to match algorithmic models 

to human performance deal with low-level tasks such as psychophysics or categorization 

(Pitt & Myung, 2002; Pitt et al., 2002). Yet, my task, and its underlying cognitive process, 

are considerably more complex than these. Unlike psychophysics or categorization, trait 

based moral judgment refers to a socially constructed normative level that lacks an explicit 

algorithmic definition and is influenced by a large number of uncontrolled factors 

(Christensen & Gomila, 2012; Kouchaki & Smith, 2014; Nakamura, Ito, Honma, Mori, & 

Kawaguchi, 2014) that may call out to different internal (Bartels & Medin, 2007; Ditto et 

al., 2009; Jost et al., 2003; Uhlmann et al., 2009) and self-serving (Baron, 2012; Bocian & 

Wojciszke, 2014; Sarlo, Lotto, Rumiati, & Palomba, 2014) motivations both for the 

observer and the judged agent (Batson & Thompson, 2001; Batson et al., 1999). Given this 

cognitively (very) complex process, it is not surprising that fitness and generalizability 

indexes are more ambiguous than usually reported.  

Moreover, all models relied on population-level priors obtained from a different 

student sample as the main experiment. Previous research (Connor Desai, Reimers, & 

Lagnado, 2016; Fenton et al., 2013) did not rely on such general priors but parametrized 

participant-specific models with participant-specific priors. I excluded this approach 

because of the difficulty of assessing general and conditional priors for each one of the 116 
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selected behaviours coupled with at least three attributed traits (i.e, good person, bad person 

and boring person). Yet, I expect better fit and generalizability indexes for all models, 

especially Bayesian models, when using participant-specific parameters rather than sample-

level parameters. Future research should replicate these results, especially the unexpected 

qualitative difference between virtue and vice attributions, with person-specific priors and 

systematically manipulating importance of the judged relationship (i.e, possible close friend 

vs relative stranger). I expect better fit and generalizability indexes and BF differentiations 

when applying person-level parameters instead of population-level parameters. 

Finally, given that model fitting requires a large number of empirical observations I 

decided on only three experimental conditions with no incongruent information (i.e, no 

participant saw both positive and negative information about the target agent). This 

procedure allowed me to collect sufficient data to run required analysis. However, given 

that participants either saw congruent (i.e, positive information in the Virtue condition or 

negative information in the Vice condition) or distractor information all ratings and models 

tended towards high probabilities with little difference between one another. This might 

explain relatively small differences in fit and generalizability indexes between models since 

presented information did not allow for large variation of impressions. Similarly, little 

difference between models implies that the same data set could be compatible with multiple 

models which accounts for inconclusive results presented in table 7.  Future studies should 

expand these results by mixing both positive and negative information both to mimic 

naturalistic information and to allow for more variation in observed data. In turn, this 

variation should allow for more clear-cut results in model selection. Moreover, a better test 

of the validity of Bayesian models of trait based moral judgment should accommodate such 



118 
 

 

incongruent information and, given enough behaviours “compensate” initial vicious 

ascriptions or vice versa.  

Literature on protected values (Baron & Leshner, 2000; Bartels & Medin, 2007; 

Tetlock, 2003; Tetlock et al., 2007) and emotionally driven moral judgment (Haidt, 2001; 

Haidt & Bjorklund, 2008; Landy & Goodwin, 2015) suggest that trait based moral 

judgment would be less flexible than a purely Bayesian model since it is heavily influenced 

by in-the-moment emotional reactions and is less subject to change or updating. A way to 

reconcile these disparate predictions is through differently weighted Bayesian models. 

Prosecutor and optimist Bayesian models would be “stickier” than neutral Bayesian since 

they would require a larger number of virtuous/ vicious behaviours to be “compensated”. I 

predict better fitness and generalizability indexes for these models than for neutral Bayesian 

models when dealing with incongruent information. Future research should expand 

presented results by systematically evaluating order effects (i.e, one virtuous behaviour 

followed by several vicious behaviours or vice versa) in trait based moral judgment. 

 

 

 

 

Chapter 6: Updating trait based moral judgment: implications 

in Moral Psychology and, Peace and Reconciliation. 
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The general topic of my dissertation is the folk concept of moral judgment and trait 

attribution. First, I proposed a novel classification of different types of moral judgment that 

differentiates action, situation and trait based moral judgment (chapter 1). Based on this 

classification, I proposed a number of algorithmic models of trait based moral judgment 

reflecting the hypothesis that trait based moral judgment is an instance of Bayesian belief 

updating as well as a number of competing models (chapter 2). In order to properly assess 

trait based moral judgment in the Colombian context, I determined which traits of character 

are considered to be virtuous, vicious and morally irrelevant and which behaviours are 

considered to be diagnostic of these traits in this context (chapter 3) and how general trait 

based moral judgment is across different traits and spheres of action (chapter 4). Results 

suggest that people use information about a specific virtue or vice in a specific sphere of 

actions to infer overall virtuous/ vicious character both in the same and other spheres of 

action. On top of that, these inferences are stronger for virtues than for vices. In the main 

empirical section (chapter 5) I contrasted a number of Bayesian and competing models to 

how trait based moral judgment changes across new, relevant information. Overall results, 

both based on simple multiple regressions and when taking into account the nested and 

longitudinal nature of data, favour a Bayesian model of trait-based moral judgment when 

considering vice attributions but favour a primacy model when considering virtue 

attributions. Unexpectedly, results strongly suggest that virtue and vice attributions follow 

qualitatively distinct algorithms with vice attribution following cognitively costly Bayesian 

models while virtue attribution following a cognitively cheaper primacy model, at least 

when judging relative strangers.  
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Overview: main findings, conclusions and potential applications 

 

Generally, results suggest that folk concept of virtue and vice are not symmetric. 

Indeed, chapter 3 suggests that virtues have less constrained, less strictly defined compared 

to the vices. These unexpected results are echoed by a surprising pattern of results in 

chapter 4. Indeed, results suggests that attributing a specific virtue or vice has a 

considerable spill over effect on other virtue or vice attributions even outside the 

considered sphere of life. Moreover, this spill over effect is significantly larger when 

considering virtues as when considering vices. In other words, it appears that it is easier for 

participants to infer overall virtuous character based on a single virtue than to infer overall 

vicious character based on a single vice. The relative simplicity of the folk concept of virtue 

is hypothesized to be related the lesser adaptive pressure to correctly identify virtuous 

characters compared to correctly identifying vicious ones. Indeed, from an evolutionary 

view it seems that the expected prejudices of failing to identify vicious characters 

overweight those of failing to correctly identify virtuous character. This difference is 

congruent with findings in chapter 5 suggesting that virtue and vice attributions follow 

qualitatively distinct algorithms whereby virtue attributions follow a cognitively frugal 

Primacy model, overweighting the first perceived information about a target agent, whereas 

vice attributions follow a cognitively complex Bayesian Belief Updating algorithm. Taken 

as a whole these results show that folk conceptions of virtue and vice are quite different and 

deserve specific attention by cognitive science and ethics. Indeed, as mentioned earlier, 

literature in Ethics has failed to directly address the concept of Vice with the same level of 

precision as it has addressed the concept of Virtue. On the contrary, empirical work in 

moral psychology painfully lacks a direct interest on the positive side of morality (i.e. 
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concepts of Virtue, praise, reward…). Indeed, several models either only apply to negative 

morality (e.g. blame, punishment…) (Malle, Guglielmo, et al., 2014; Malle, Monroe, & 

Guglielmo, 2014) or assume that these are symmetrical concepts (Vincent, 2011) with little 

attention given to their possible differences. This research does not directly undermine 

longstanding theories of evolutionary old moral modules (Mikhail, 2007; Tse, 2008) or of 

basic templates of morality underlying any type of morally relevant action (K. Gray, A. 

Waytz, et al., 2012; Kurt. Gray, L. Young, & A. Waytz, 2012) that apply to both positive 

and negative moral intuitions. However, it does point to the necessity of directly observing 

possible differences and coincidences between positive and negative aspects of folk 

morality instead of assuming they are cognitively identical concepts. 

From an adaptive view, accurate vice attribution is of paramount importance, which 

is consistent both with a stricter folk concepts of different vices as compared to virtues 

(chapter 4) and with a more cognitively costly algorithms such as Bayesian Belief Updating 

algorithms, as compared to primacy algorithms (chapter 5). However, when dealing with 

close, personal relationships, research suggests that virtue attribution is more important 

(Brambilla et al., 2011; C. B. Miller, 2014; G. Miller, 2008), which implies both a smaller 

spillover effect when dealing with virtues compared with vices and better fit and 

generalizability for Bayesian models in the cases of close, personal relationships. Future 

studies should systematically manipulate different types of relationships according to their 

adaptive importance (e.g, potential close friends vs co-workers vs casual acquaintances) in 

both spillover and model fitting paradigms. I predict smaller spill over effects and better 

goodness-of-fit/ generalizability indexes of Bayesian models compared to control models 

when dealing with socially and adaptively important traits and relationships (e.g, virtues for 

close relationships and vices for casual or distant relationships). These hypothesis are based 
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on results pointing to qualitatively distinct algorithms for virtue and vice attribution 

described in chapter 5. However, given limitations, specifically the lack of person-level 

priors (chapter 5) and the low statistical power to directly compare different spheres of life 

(chapter 4), replications are necessary before carrying on with these projects.  

So far, and following previous research (Baumeister et al., 2001; Hibbing et al., 

2014; Ito et al., 1998; Rozin & Royzman, 2001), I have interpreted both chapter 4 and 

chapter 5’s results as pointing to qualitative differences between algorithms underlying 

virtue and vice attribution. Previous studies have proposed both algorithmic (N. H. 

Anderson, 1965a, 1965b; N. H. Anderson & Alfred, 1961; Asch, 1968; Birnbaum, 1972, 

1973, 1974) and cognitive (Freeman & Ambady, 2010; Malle, 2007, 2011a) models of 

general trait attribution. As reviewed, algorithmic models fail to take into account the 

uncertain and noisy nature of behaviour as cues to infer character. In addition, cognitive 

models fail to explicitly model memory effects in trait attribution. In reaction to these 

limitations I proposed a Bayesian model of trait based moral judgement. Results (chapter 5) 

suggests that this model fits empirical data better than competing models. Indeed, both 

across all condition and when analysing virtue and vice conditions separately, Bayesian 

models fits and generalizes better than competing models, only exception being when 

considering virtue condition separately, where primacy model fits and generalizes better 

than any other model. Pending confirming replications, it appears that trait based moral 

judgment is more likely to follow some sort of Bayesian algorithm rather than any of the 

competing models. Future studies should replicate these results as well as directly test the 

unexpected algorithmic (dis)similarity between virtue and vice attribution by dissociating 

these two processes. Classically, a way to test dissociations between underlying algorithms 

or mechanisms is by showing a double dissociation pattern of results, for instance in 
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reaction times or cognitive load studies. A similar strategy has been used in EEG, fMRI and 

lesion studies. Double dissociation patterns, both in behaviour and in neural correlates, 

between virtue and vice attribution would provide compelling evidence in favour of 

differences between virtue and vice of attributions. Yet, these fail to offer information on 

specific algorithmic differences between virtue and vice attribution. Future studies should 

build up on the results presented here and explicitly address different algorithms for virtue 

and vice attributions according to different types of relationships (i.e, close friend vs 

relative stranger). 

Limitations and future studies 

A possible limitation for the joint interpretation of results described in chap 4 and 

chap5 is that chapter 4 does not offer an algorithmic account of how inferences across 

different spheres and traits are carried out. Behaviourally, chapter 4 suggests that 

behaviours associated with a specific trait in a specific sphere are taken as uncertain cues 

for other traits (or general character valuation) in other spheres. Yet, there is no algorithmic 

account on how these across trait and across spheres inferences are made.  

A possible way to integrate these results in an algorithmic model of trait based 

moral judgment is to correct each considered behaviour’s value according to the sphere it 

corresponds to (e. g, lending money to a friend usually has a value of 0.6 for generosity but 

it is corrected if agent is being judged as a boss, not as a friend). A similar strategy could be 

applied to account for relative associations between different traits (e.g, being a generous 

person is taken to be a relatively certain cue for being an honest person). 

Given the relatively ambiguous results I do not endorse these corrections to be 

implemented exclusively in a Bayesian framework. However, future studies should take 

into account the extent to which folk concepts of different virtues/ vices are related (i.e, 
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how much do being honest and being generous are perceived to be related) and folk 

concept of different spheres of actions (i.e, how related is an agent’s moral character as a 

boss and as a parent is perceived to be) to provide algorithmic accounts of how these 

inferences are made. I predict that different pairs of traits, for example being cautious and 

being courageous, and different pairs of spheres, for instance being a parent and being a 

politician) will be differentially associated and, therefore, will have specific association 

indexes that could be used as a correction parameters in an algorithmic model of trait based 

moral judgment, either Bayesian or control models.  

Proposed corrections require an adequate characterization of the folk concept of 

morally relevant traits and spheres to be applied to an algorithmic model. In this sense this 

approach responds to two limitations of social and cognitive psychology. First, influential 

results in cognitive anthropology (Henrich et al., 2010) raised the concern of external 

validity of results in social and cognitive psychology as they (too) often ignore relevant 

cultural variables. Proper model specification requires a bottom-up characterization of both 

the chosen traits, spheres and their intuitive associations. Such a specification can only be 

done with special attention to cultural context and practices which implies highlighting 

these variables and might facilitate discussing these cultural limitations instead of glossing 

them over. Also, chosen approach follows recent calls to prioritize algorithmically precise 

hypotheses instead of qualitative ones (Griffiths, 2015; McClelland, 2009). Although more 

time consuming and technically challenging, this approach makes assumptions, limitations 

and interactions with different variables explicit in a way that qualitative hypotheses often 

does not which might contribute to more rigorous testing and discussing of psychological 

findings.   
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Folk concept of trait based moral judgment: Social consequences and public policy 

opportunities. 

 

The main finding of my dissertation is the updating nature of trait based moral 

judgment across most conditions and models. Consistent with previous findings on blame 

attribution (Monroe, 2012) and other socially relevant processes (Baker et al., 2009; Baker 

et al., 2011; Baker & Tennenbaum, 2014; Kleinmann-Weiner et al., 2015; Ullman et al., 

2010) results suggest that trait based moral judgment follows some sort of Bayesian belief 

updating algorithm, at the very least when attributing vices. Coupled with a significant 

spillover effect in both virtues and vices, these results offer important insights into social 

and intergroup conflicts. A significant spillover effect implies that an agent’s actions are 

perceived to be indicative of her whole character across situations and time. This intuition 

not only ignores the large situational factors influencing (im)moral behaviour (Doris, 2014; 

Harman, 1999, 2002, 2009) but also might explain discriminatory actions against people 

belonging to certain minorities that are perceived to be morally inferior (Inbar, Pizarro, 

Knobe, & Bloom, 2009; Reeder et al., 2005). Indeed, results suggests that attributing 

vicious character to an agent in any sphere of his life not only permeates other spheres (i.e, 

a felon might be considered an irresponsible parent, unreliable employee and so on) but 

also that these impressions are more difficult to modify than virtue or morally irrelevant 

attributions.  

These results are especially worrying in the current Colombian political and social 

climate. Recently, a number of guerrilla groups have officially disarmed and started their 

transit back to civilian society. Peace talks have designed and implemented a number of 

strategies to facilitate ex-guerrillas’ return to civilian society including education and 
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professionalization, support groups, economic incentives to create businesses and access to 

farmable land. These strategies are designed to help former guerrillas adapt to civilian life 

and lead fulfilling lives within that context, thereby minimizing the risk of recidivism in 

armed rebellion or otherwise violent actions. Yet it is not surprising that an important 

section of Colombian society has deeply ingrained beliefs against former members of these 

groups that lead to assassination and violence against them (CNN, 2017). Admitting that 

government-sponsored programs actually achieve their goal to adapt former guerrillas to 

civilian life, this adaptation assumes that former guerrillas’ actions can “compensate” or 

modify civilian’s prior (very) negative attributions about them and help ex-guerrillas be 

accepted back into civilian society. Sadly, presented results paint a grim picture of this 

compensation. Indeed, it appears that negative impressions pervade all aspects of a person’s 

life, are stickier than positive ones and will be carried over to all aspects of a former 

guerrilla’s life. Moreover, moral attributions about guerrillas are not only extremely 

negative but also common to most Colombian civil society which entails little opportunity 

to receive “compensating” information even if it existed. Overall results suggest that, when 

judging an ex-guerrilla, most members of Colombian civil society will infer overall vicious 

character based on former participation in this group in all possible spheres of the target’s 

life (e.g, as a citizen, as a possible elected official, as a potential friend) (chapter 4) and that 

these attributions will be “stickier” than equivalent positive attributions (chapter 5). These 

predictions could be put to the test via psychological in-lab studies as well as more 

representative samples using survey methodology, public opinion polls and actual hiring 

behaviour of former guerillas compared to education and experience matched individuals 

that never belonged to outlawed organizations but to apolitical organized crime groups.  
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Yet, there are some caveats to these conclusions. A larger spillover effect for virtues 

(as compared to vices) suggests that once vice attributions in a specific sphere of life are 

changed, spillover effects to all other spheres will be facilitated (as compared to vice 

attributions). Consequently, future research must show a) to what extent trait based moral 

judgment in the cases of extreme negative priors can be compensated, at least in a single 

sphere of life, b) which sphere(s) of life are more easily modified as a way to rehabilitate 

overall vice impressions and c) what kind of actions might actually restore a transgressor’s 

reputation in both their victim and society’s view28. Research on the psychology of 

forgiveness (Clark, 2005; McCullough, 2008; McCullough, Pargament, & Thorensen, 

2000) suggest that forgiveness, understood as foregoing retaliation or aggression against a 

former transgressor, is enhanced by information showing that the transgressor is worthy of 

care, has a high expected value as a rehabilitated member of society and does not (or 

cannot) relapse. So far usually presented behaviours, both in this study and in moral 

psychology in general, appeal only to the agent as a valuable (i.e, virtuous) member of 

society. However, to truly test updating strong vice attributions, future studies should take 

into account all three types of information about the judged agent. Including public 

commitment declarations to behave virtuously or ensuring that the transgressor cannot or 

would not go back to their vicious ways, as well as information about them as a person 

worthy of care might facilitate the “compensation” of previous vicious behaviours. It is my 

sincere hope that this dissertation and all projects that will, hopefully, stem from it will 

contribute to Colombia’s transition to a peaceful society by fostering nonviolent 

relationships between civilian society and former members of armed groups.   

                                                        
28 This is especially important given the pervasiveness of third party punishment in human societies 
(Clutton-Brock & Parker, 1995; Cushman, 2015; Gordon & Lea, 2016). 
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de la Lengua. 

Acuña, L. A. (1983). Diccionario de bogotanismos. Bogotá :: Instituto Colombiano de Cultura Hispánica. 
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Appendix 1: Instructions free recall of adjectives, phase 1. 

Spanish version. 

 

Muchas gracias por su participacion en este estudio. Su tarea consiste en escribir la mayor 

cantidad de adjetivos que se le ocurran que usted crea que puedan describir la personalidad 

de un ser humano. Nos interesa cualquier adjetivo que en su opinion pueda describir la 

personalidad de un ser humano. No hay respuestas correctas ni incorrectas, solo nos 

interesa conocer su opinion. Por favor escriba al menos 10 adjetivos. No tiene ningun 

tiempo limite, simplemente diganos cuando crea que termino. 

 

English translation 

Thank you very much for your participation. Your task is to write down as many adjectives 

as possible that you think can describe a human being’s personality. We are interested in 

any adjective that, in your opinion can describe a human being’s personality. There are no 

right or wrong answers, we just want to get to know your opinion. Please write down at 

least 10 adjectives. There is no time limit, just tell us when you are done. 

 

 

Appendix 2: Instructions moral/ immoral/ morally irrelevant categorization, phase 3. 

Spanish version.  

 

Clasifique cada uno de los siguientes adjetivos, en una de las tres categorias posibles, de 

esta manera: "Moralmente aceptable" si usted considera que al poseer ese rasgo una 
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persona posee una cualidad buena. "Moralmente reprochable" si usted considera que poseer 

ese rasgo es indicativo de que quien lo posee una cualidad mala. Finalmente, elija "No es 

una cuestión moral ni inmoral" si considera que el rasgo en cuestión no afecta la moralidad 

de la persona. 

Puede guiarse por el siguiente ejemplo: 

Ser amigable, puede ser moralmente aceptable porque es una cualidad que promueve 

acciones buenas como la colaboración y el respeto. 

Al contrario, ser aprovechado, puede ser moralmente reprochable porque es una cualidad 

que promueve acciones malas como traicionar la confianza de los demás. 

Finalmente, ser ágil puede no ser una cuestión moral ni inmoral ya que es una cualidad que 

está relacionada únicamente con las cualidades físicas de una persona, no con sus 

cualidades morales. 

 

English translation. 

Classify each one of the following adjectives in one of the three possible categories: 

“morally acceptable” if you consider that possessing that personality trait means possessing 

a good quality. “morally reprehensible” if you think that possessing that trait corresponds to 

possessing a bad quality. Finally, “it is not a moral or inmoral trait” if you think that the 

trait has no bearing on a person’s morality. 

You may use the following example: 

Being friendly can be morally acceptable because it is a trait that promotes goodd actions 

like collaboration and respect.  

On the contrary, being an exploitative person is inmoral since it is a trait that promotes bad 

actions like betraying other’s trust. 
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Finally, being agile is not a moral or inmoral trait since it only deals with physical but not 

moral attributes. 

 

Appendix 3: list of adjectives used in phase 3. 

 

ABURRIDO (BORING) CONSERVADOR 

(CONSERVATIVE) 

ORDINARIA (VULGAR) 

AGRESIVO/A (AGRESSIVE) CORDIAL (AMIABLE) PEDANTE (PEDANTIC) 

ALEGRE (HAPPY) CREATIVA (CREATIVE)  PREPOTENTE 

(PREPOTENT) 

AMABLE (KIND) DEPRESIVA/O (DEPRESSIVE) PUNTUAL (PUNCTUAL) 

AMARGADA (BITTER) DESORDENADA (MESSY) RESPETUOSA 

(RESPECTFULL) 

ARROGANTE (ARROGANT) EGOÍSTA (SELFISH) RESPONSABLE 

(RESPONSIBLE) 

BOBA (DUMB) EXTROVERTIDA 

(EXTRAVERT) 

SEGURA (SURE) 

BUENA/O (GOOD) FASTIDIOSA (ANNOYING) SERIA/O (SERIOUS) 

CALLADA (QUIET) GENEROSA (GENEROUS) SOCIABLE (SOCIABLE) 

CARIÑOSA (AFFECTIONATE) GROSERA (RUDE) SUPERFICIAL 

(SUPERFICIAL) 

CELOSA (JEALOUS) HONESTA (HONEST) TOLERANTE 

(TOLERANTE) 

CHISTOSA (FUNNY) INTELIGENTE (INTELIGENT) TRANQUILO (CALM) 

COLABORADORA 

(COLABORATIVE) 

IRRESPONSABLE 

(IRRESPONSIBLE) 

VAGA (SLACKER) 



144 
 

 

CONCHA (FREE RIDER) LOCA (CRAZY) VALIENTE 

(COURAGEOUS) 

CONFIABLE (DEPENDABLE) MENTIROSA (LIAR) VICIOSA (VICIOUS) 

 

 

 

Appendix 4: Instructions free recall of behavious, phase 1. 

Spanish version. 

 

Por favor piense en una o varias personas que sean [adjetivo], luego, escriba en los 

espacios correspondientes qué acciones lleva a cabo esta(s) persona(s) que le 

permiten identificarla(s) como [adjetivo]. 

 

English translation 

Please thing in one or several people that are [adjective] then write down in the spaces 

below which actions these people do that identifies them as [adjective]. 

 

Appendix 5: Complete list of behaviours. Association indexes are available online at 

https://labcogno.uniandes.edu.co/index.php/herramientas . 

 

Cede el puesto en 

la fila del cajero 

Se comporta 

educadamente con 

sus mayores. 

Habla a espaldas 

de los demas 

No opina Atribuye sus 

fracasos a las 

circunstancias no a 

sus falencias 

https://labcogno.uniandes.edu.co/index.php/herramientas
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No escatima gastos 

cuando da regalos 

Recibe cosas de 

extraños 

No tiene en cuenta 

a los demas 

No hace chistes Evade ciertos 

temas de 

conversacion 

Suele compartir lo 

que posee 

Pregunta Que 

haces? Que estás 

revisando? con 

frecuencia 

Subestima las 

opiniones de otros  

No participa de 

una conversación 

con varias 

personas 

No mira a los ojos 

No le molesta 

regalar cosas 

Mira a los ojos a 

los demás 

Le pone trabas a 

los planes  

Suele llorar con 

frecuencia 

Dice cosas sin 

sentido 

Ofrece su ayuda a 

quienes lo 

necesitan 

Actua 

amigablemente 

con quien le 

desagrada 

Impone sus 

opiniones 

Solo habla de si 

mismo 

Tiende a adular 

exageradamente 

Ayuda siempre 

que puede 

Cree las historias 

que cuentan en los 

buses 

Corrige una 

presentación 

pública 

Imita las acciones 

de otros 

Oculta cosas para 

no compartir 

Quiere hacer sentir 

mejor a los demas 

No da las gracias Revelan secretos 

de otros 

Busca estar solo Baja la mirada al 

hablar 

Da buenos regalos 

para su condición 

económica 

Le gusta denigrar a 

los demás 

No está dispuesto 

ayudar a otros 

Se siente triste 

frecuentemente 

Quiere ser el 

centro de atención 

Presta plata Se burla de las 

creencias 

religiosas de otros 

No comparte No toma trago Nunca contradice a 

otros 

Espera que todos 

tengan silla antes 

de sentarse 

Dice groserías Se cree mejor que 

otros 

Habla con 

inseguridad 

No comparte lo 

que conoce 
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Se preocupa por 

las necesidades de 

otros 

Al entrar a algún 

lugar no saluda 

No confia en las 

capacidades de los 

demás 

Actua de manera 

indiferente  

Cree que los 

demás están para 

complacerlo 

Está dispuesto a 

escuchar 

Se cola en la fila Habla duro en 

cualquier lado. 

Habla en voz baja Solo piensa en sí 

mismo 

Ayuda a personas 

que no lo merecen 

Hacen chistes 

sobre problemas 

familiares o de 

salud 

Comenta 

información 

privada sin tener 

cuidado  

Prefiere pasar su 

tiempo solo 

Recibe ayuda pero 

no la da 

Se interesa por 

como se 

encuentran los 

demás 

Mira mal a los 

demás 

Pregunta por cosas 

que no le 

incumben 

Siempre dice la 

verdad 

No hace favores 

gratis 

Obedece todo lo 

que le dicen 

Grita con 

frecuencia 

Actúa con poco 

entusiasmo. 

Dice las cosas de 

frente 

Cree saberlo todo  

Sonríe mucho. Interrumpe a los 

demás 

No tiene 

actividades 

extracurriculares 

Actúa acorde a lo 

que dice 

No piensa en las 

consecuencias de 

sus actos. 

Elogia a los demás 

frecuentemente 

Corrige a otros de 

forma despectiva 

Habla de pocos 

temas diferentes 

No hace fraude Sobrestima sus 

capacidades 

Devuelve dinero 

encontrado que no 

les pertenece 

Siempre critica a 

los demás 

No se rie de 

chistes  

Reacciona 

impulsivamente a 

algo que no le 

agrada 

Permite que lo 

traten mal 

Busca tener 

muchos amigos 

Se burla de las 

desgracias ajenas 

No manifiesta 

emociones 

Solo valora sus 

propias acciones 

Habla de cosas 

poco interesantes 
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Da opiniones que 

no le han pedido 

Hablan mal de una 

persona frente a 

ella 

Se cruza de brazos Tiende a exagerar 

lo que dice 

No manifiesta sus 

sentimientos 

fácilmente 

Le gusta conocer 

muchas personas 

Entra al ascensor 

antes de que 

salgan los demás 

Ve las cosas de 

forma negativa 

No es congruente 

con lo que dice y 

hace  

Una pequeña 

situación negativa 

le afecta mucho 

Dice ''Por Favor'' y 

''Gracias'' 

No se toma el 

tiempo para 

escuchar a otros 

Actúa lentamente Siempre tiene una 

excusa para sus 

errores 

Deja sus objetos 

personales solos 

Saluda a las 

personas de 

servicios generales 

Habla mal de otros No le gusta 

socializar 

Cambia de opinión 

según con quién 

está 

Le gusta verse bien 

 

Appendix 6: Instructions behaviour - traits association task. 

Spanish version:  

 

¿A qué adjetivo(s) considera usted que corresponde [behaviour]? 

English translation: 

To which of these adjectives do you think [behaviour] goes with? 

 

 

Appendix 7: Instructions Unity/ Disunity of virtues/ vices. 

Spanish version:  
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Andres [behaviours]. Por favor díganos que piensa de esta persona a través de las 

siguientes escalas. Cree usted que Andres 
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Para 

nada 

(1) 

 (2)  (3)  (4) 

Mas o 

menos 

(5) 

 (6)  (7)  (8) 
Totalmente 

(9) 

Es un [same 

sphere] [check 

trait]? 

                  

Es un[same 

sphere] 

[overall 

character]? 

                  

Es un[same 

sphere] 

[morally 

irrelevant 

control trait]?) 

                  

Es un[different 

sphere] [target 

trait]? 

                  

Es un[different 

sphere] 

[morally 

irrelevant 

control trait]? 

                  

Es un[different 

sphere] 

[overall 

character]? 
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English translation: 

Andres is [behaviours]. Please tell us what you think about Andres using the following 

scales. Do you think Andres is… 
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Not at 

all (1) 
 (2)  (3)  (4) 

Kinda 

(5) 
 (6)  (7)  (8) Totally (9) 

Is a [same 

sphere] [check 

trait]? 

                  

Is a[same 

sphere] 

[overall 

character]? 

                  

Is a[same 

sphere] 

[morally 

irrelevant 

control trait]?) 

                  

Is a[different 

sphere] [target 

trait]? 

                  

Is a[different 

sphere] 

[morally 

irrelevant 

control trait]? 

                  

Is a[different 

sphere] 

[overall 

character]? 
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Appendix 8: Post hoc analysis of Moral motives and specific traits. 

A 4 (Moral Motives) x 8 (Specific traits) repeated measures ANOVA showed no significant 

effect of Moral Motives (Pillai’s T (3, 90) = 0.598; p > 0.05), Specific traits (Pillai’s T (7, 

86) = 0.564; p > 0.05) and no significant Moral Motives X Specific Traits interaction 

(Pillai’s T (11, 78) = 0.349; p > 0.05). 

 

Appendix 9: Instructions priors. 

Spanish version:  

De entre 100 buenas personas /malas personas / personas aburridas/ personas que 

no son buenas/ personas que no son malas/ personas aburridas, cuantas cree 

usted que ... 
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[target behaviour] [Slider29: 1 = ninguna de ellas; 50; 100 = todas ellas]. 

 

English translation:  

Out of 100 good persons/ bad persons/ boring persons/ persons who are not good 

persons/ persons who are not bad persons/ persons who are not boring persons 

how many of the do you think… 

 

[target behaviour] [Slider: 1 = none of them; 50; 100 = all of them]. 

 

Appendix 10: Converted 30 means for prior probabilities of every behaviour.  

 

 
type # P good 

person 

P bad 

person 

P boring 

person 

P ¬ good 

person 

P¬bad 

person 

P ¬boring 

person 

P good 

person 

Andrés no hace fraude. + 1 0,4788235

3 

0,535 na na 0,2945454

5 

na na 

Andrés se interesa por 

como se encuentran los 

demás. 

+ 2 0,4492857

1 

0,78 na na 0,21 na na 

Andrés obedece todo lo 

que le dicen. 

+ 3 0,32 0,38 na na 0,2846153

8 

na na 

Andrés saluda a los 

celadores y personas de 

servicios generales. 

+ 4 0,4384210

5 

0,7219047

6 

na na 0,3235 na na 

Andrés se preocupa por 

las necesidades de otros. 

+ 5 0,404375 0,6083333

3 

na na 0,1655555

6 

na na 

                                                        
29 Slider did not show the chosen number and had no visible grid lines.  
30 Raw scores ranged between 0 and 100. Raw scores were converted into probabilities by dividing 
them by 100. 
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Andrés quiere hacer 

sentir mejor a los demas. 

+ 6 0,5058333

3 

0,682 na na 0,181875 na na 

Andrés ayuda siempre 

que puede. 

+ 7 0,4811111

1 

0,7277777

8 

na na 0,105 na na 

Andrés ofrece su ayuda a 

quienes lo necesitan. 

+ 8 0,44875 0,60875 na na 0,240625 na na 

Andrés devuelve dinero 

encontrado que no le 

pertenece. 

+ 9 0,4961538

5 

0,62875 na na 0,1591666

7 

na na 

Andrés suele compartir lo 

que posee. 

+ 10 0,455625 0,5916666

7 

na na 0,3173333

3 

na na 

A Andrés no le molesta 

regalar cosas. 

+ 11 0,3763636

4 

0,47 na na 0,2454545

5 

na na 

Andrés está dispuesto a 

escuchar. 

+ 12 0,35 0,64375 na na 0,1926315

8 

na na 

Andrés se comporta 

educadamente con sus 

mayores. 

+ 13 0,5014285

7 

0,7453333

3 

na na 0,2216666

7 

na na 

Andrés actúa acorde con 

lo que dice. 

+ 14 0,36125 0,664375 na na 0,2355555

6 

na na 

Andrés ayuda a personas 

aunque no lo merecen. 

+ 15 0,4809090

9 

0,5526666

7 

na na 0,3038888

9 

na na 

Andrés dice ''Por Favor'' 

y ''Gracias''. 

+ 16 0,5566666

7 

0,7842857

1 

na na 0,3958333

3 

na na 

Andrés sonríe mucho. + 17 0,4328571

4 

0,4876923

1 

na na 0,47 na na 

Andrés espera a que 

todos tengan silla antes 

de sentarse. 

+ 18 0,2327272

7 

0,3770588

2 

na na 0,1236363

6 

na na 

Andrés siempre dice la 

verdad. 

+ 19 0,2917647

1 

0,6526666

7 

na na 0,26 na na 
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A Andrés le gusta verse 

bien. 

+ 20 0,7757142

9 

0,7276923

1 

na na 0,6615384

6 

na na 

Andrés presta plata. + 21 0,2933333

3 

0,4494117

6 

na na 0,3122222

2 

na na 

Andrés no escatima 

gastos cuando da regalos. 

+ 22 0,3127272

7 

0,5422222

2 

na na 0,465 na na 

Andrés elogia a los 

demás frecuentemente. 

+ 23 0,3561538

5 

0,4678571

4 

na na 0,36875 na na 

Andrés cede el puesto en 

la fila del cajero. 

+ 24 0,2425 0,3853333

3 

na na 0,1735714

3 

na na 

Andrés cree las historias 

que cuentan en los buses. 

+ 25 0,2911111

1 

0,305 na na 0,3733333

3 

na na 

Andrés busca tener 

muchos amigos. 

+ 26 0,5894736

8 

0,5541176

5 

na na 0,4928571

4 

na na 

Andrés recibe ayuda pero 

no la da. 

- 1 0,4947619 na 0,69625 na na 0,3253846

2 

na 

A Andrés le gusta 

denigrar a los demás. 

- 2 0,3735 na 0,683125 na na 0,3263157

9 

na 

Andrés se cola en la fila. - 3 0,4333333

3 

na 0,6480952 na na 0,24375 na 

Andrés se burla de las 

desgracias ajenas. 

- 4 0,47 na 0,7390476 na na 0,3891304

3 

na 

Andrés oculta sus cosas 

para no compartir. 

- 5 0,594 na 0,5931818 na na 0,4055555

6 

na 

Andrés no hace favores 

gratis. 

- 6 0,4158823

5 

na 0,77 na na 0,4028571

4 

na 

Andrés habla mal de 

otros. 

- 7 0,6410526

3 

na 0,7313043 na na 0,3441176

5 

na 

Andrés revela secretos de 

otros. 

- 8 0,4910714

3 

na 0,6565 na na 0,4022222

2 

na 
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Andrés habla a espaldas 

de los demas. 

- 9 0,6031578

9 

na 0,676 na na 0,4004347

8 

na 

Andrés hace chistes sobre 

problemas familiares o de 

salud. 

- 10 0,4291666

7 

na 0,5342857 na na 0,2752631

6 

na 

Andrés no tiene en cuenta 

a los demas. 

- 11 0,51 na 0,838 na na 0,2092307

7 

na 

Andrés corrige a otros de 

forma despectiva. 

- 12 0,5060869

6 

na 0,6747619 na na 0,3423529

4 

na 

Andrés se burla de las 

creencias religiosas de 

otros. 

- 13 0,4405882

4 

na 0,5547368 na na 0,2007692

3 

na 

Andrés entra al ascensor 

antes de que salgan los 

demás. 

- 14 0,46 na 0,517 na na 0,4017647

1 

na 

Andrés siempre critica a 

los demás. 

- 15 0,55 na 0,7 na na 0,2981818

2 

na 

Andrés no da las gracias. - 16 0,4690476

2 

na 0,6259091 na na 0,3177777

8 

na 

Andrés no es congruente 

entre lo que dice y hace. 

- 17 0,6055555

6 

na 0,7521739 na na 0,3605 na 

Andrés no comparte lo 

que conoce. 

- 18 0,5368181

8 

na 0,5575 na na 0,3566666

7 

na 

Andrés no tiene 

actividades 

extracurriculares. 

= 1 0,56 0,3715789

5 

0,3873684 0,567692 0,355 0,4080952

4 

0,25 

Andrés habla de pocos 

temas diferentes. 

= 2 0,5125 0,3737931 0,437619 0,654583 0,355 0,406 0,2677778 

Andrés actúa con poco 

entusiasmo. 

= 3 0,7085714

3 

0,2826666

7 

0,3709524 0,68381 0,4118181

8 

0,2836842

1 

0,2547368 



157 
 

 

Andrés le pone trabas a 

los planes. 

= 4 0,751 0,4085714

3 

0,4535714 0,714615 0,4694444

4 

0,279375 0,2090909 

A Andrés no le gusta 

socializar. 

= 5 0,7011764

7 

0,3095454

5 

0,4473684 0,627333 0,3947826

1 

0,3258823

5 

0,2095238 

Andrés se cruza de 

brazos. 

= 6 0,5331578

9 

0,38 0,5365385 0,662105 0,4572727

3 

0,4695238

1 

0,3184211 

Andrés no hace chistes. = 7 0,61 0,3742105

3 

0,336875 0,6616 0,3244444

4 

0,4027272

7 

0,2431818 

Andrés ve las cosas de 

forma negativa. 

= 8 0,6116 0,3017391

3 

0,5323529 0,578947 0,5010526

3 

0,3104545

5 

0,3373684 

Andrés no se rie de los 

chistes. 

= 9 0,5692307

7 

0,2594736

8 

0,3668182 0,491429 0,404 0,2996551

7 

0,175 

Andrés actúa lentamente. = 10 0,5816666

7 

0,3906666

7 

0,34 0,566667 0,3 0,344 0,2378571 

Andrés suele llorar con 

frecuencia. 

= 11 0,4044444

4 

0,4930769

2 

0,4218182 0,444706 0,278 0,4394736

8 

0,3595652 

Andrés no manifiesta 

emociones. 

= 12 0,5885185

2 

0,3005263

2 

0,372381 0,574211 0,4365384

6 

0,3566666

7 

0,2394118 

Andrés no participa de 

una conversación con 

varias personas. 

= 13 0,6552631

6 

0,3938095

2 

0,5244444 0,624286 0,3661904

8 

0,3514285

7 

0,2747368 

Andrés imita las acciones 

de otros. 

= 14 0,5032 0,346 0,5541176 0,624286 0,56 0,43 0,4517647 

Andrés no opina. = 15 0,685 0,3682352

9 

0,292 0,666923 0,468 0,48 0,2580952 

Andrés se siente triste 

frecuentemente. 

= 16 0,5342105

3 

0,398 0,5228571 0,541111 0,4206666

7 

0,3833333

3 

0,2792308 

Andrés busca estar solo. = 17 0,5555555

6 

0,3875 0,4095 0,652609 0,3563157

9 

0,4352941

2 

0,2805556 

Andrés habla en voz baja. = 18 0,5561538

5 

0,4176470

6 

0,3038889 0,509 0,3957142

9 

0,3826666

7 

0,2047059 
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Andrés actua de manera 

indiferente. 

= 19 0,5805263

2 

0,315 0,5838095 0,567857 0,6415384

6 

0,4616666

7 

0,4217647 

Andrés habla con 

inseguridad. 

= 20 0,56 0,3940909

1 

0,3277778 0,514348 0,3133333

3 

0,4138461

5 

0,2808696 

 

 

 

Appendix 11: Converted31 means for prior probabilities of every target trait.  

 

 
P 

Good person 0,60358491 

Bad person 0,35830189 

Not a good person 0,33660377 

Not a bad person 0,57037736 

Boring person 0,39811321 

Not a boring person 0,58358491 

 

 

Appendix 12: Instructions, target trait. 

Spanish version. 

 

                                                        
31 Raw scores ranged between 0 and 100. Raw scores were converted into probabilities by dividing 
them by 100. 
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A continuación le presentaremos una serie de informaciones respecto a una persona. 

Cada vez que reciba una información sobre esta persona por favor díganos qué piensa 

de ella a través de la escala presentada. Al darnos su impresión de esta persona por 

favor tenga en cuenta toda la información que recuerde de ella. 

 

La persona que le presentaremos se llama Andrés. 

 

[target behaviour]  

 

 ¿Cree usted que Andres es una buena persona/ mala persona/ persona aburrida? 

 

[Slider: 1 = para nada; 50; 100 = totalmente]. 

 

English translation. 

 

We will present a series of informations about a person. Everytime you receive information 

please tell us what you think about them using the scale below. When giving us your 

opinion please bear in mind all information you remember about them. 

 

Person we will present is called Andrés. 

 

[target behaviour]  
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Do you think that Andrés is a good person/ bad person/ boring person? 

 

[Slider: 1 = not at all; 50; 100 = totally].  

Appendix 13: IRB transcript. 

Consideraciones éticas 

Estudio 1. 

 Dadas las indicaciones de la resolución 8430 consideramos que este estudio debe 

ser considerado una investigación con riesgo mínimo. En efecto el estudio 1 no pretende 

realizar modificaciones voluntarias psicológicas, biológicas ni de ninguna otra índole. 

Asimismo, no prevemos ningún efecto adverso por la participación en este estudio. El 

tiempo de participación de los participantes no superará 45 minutos por persona. Por 

supuesto, los datos serán anónimos, solamente los investigadores principales tendrán acceso 

a ellos y los participantes podrán retirarse en cualquier momento sin ninguna consecuencia 

de ninguna índole para ellos. No se pedirá información individual de los participantes 

aparte de sus datos demográficos básicos (ej: edad, sexo…) de manera que los 

participantes no podrán ser identificados después de la toma de datos. Asimismo, 

solamente los investigadores principales (Sergio Barbosa, Msc y William Jiménez Leal, 

Phd) tendrán acceso a los datos brutos. En consecuencia consideramos que este estudio 

debe ser considerado un estudio con riesgo mínimo.  

Estudio 2. 

 Teniendo en cuenta las indicaciones de la resolución 8430 consideramos que este 

estudio debe ser considerado una investigación con riesgo mínimo. El estudio implica 

instalar una aplicación en el celular personal de cada estudiante y que responda a preguntas 
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5 veces al días durante 2 semanas. Esto puede ser percibido como un procedimiento 

invasivo en la vida de los participantes. Sin embargo, hay que aclarar que los participantes 

no tienen que responder inmediatamente sino que podrán diferir su participación para 

cuando sea más conveniente. Esto está previsto en el análisis de datos y será aclarado 

específicamente a cada participante. Asimismo, los mensajes solamente se enviarán entre 

las 8am y las 5pm, horarios usuales en que un estudiante de pregrado está en la universidad 

lo cual no interferirá con sus actividades en tiempo personal. Finalmente, teniendo en 

cuenta la frecuencia de intercambio de mensajes de texto entre los estudiantes de la 

Universidad de los Andes consideramos que cinco mensajes extra en un día no 

representarán ninguna diferencia pertinente en el tiempo de uso promedio de celular por 

parte de los participantes y no será considerado intrusivo en su vida diaria.  

 Otra potencial dificultad ética de este estudio es que limita el reclutamiento a 

estudiantes que poseen un Smartphone con servicios de datos. Sin embargo, dado el origen 

socio-económico de la mayoría de los estudiantes de pregrado de la Universidad de los 

Andes consideramos que esto no supone una limitación muy grave. En efecto, la mayoría 

de los estudiantes de pregrado tienen un origen socio-económico de clase media-alta o alta 

y la gran mayoría disponen de estos equipos con plan de datos. Además, la Universidad 

proporciona una red wifi gratuita e ilimitada lo que facilitará el uso de la aplicación en caso 

de que los estudiantes no dispongan de un servicio de datos. 

Finalmente, aun cuando se tendrá acceso a los teléfonos de los participantes la aplicación 

no podrá acceder a ninguna otra información dentro del teléfono como contactos, 

conversaciones, fotos… Esto será para preservar a toda costa el anonimato y la intimidad 

de los participantes. No se pedirá información individual de los participantes aparte de sus 

datos demográficos básicos (ej: edad, sexo…) de manera que los participantes no podrán 
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ser identificados después de la toma de datos. Asimismo, los participantes serán 

identificados con un código personal, no con sus números de teléfono lo cual preservará su 

anonimato. Asimismo, solamente los investigadores principales (Sergio Barbosa, Msc y 

William Jiménez Leal, Phd) tendrán acceso a los datos brutos.  En consecuencia, 

consideramos que este estudio también debe ser entendido como una investigación con 

riesgo mínimo.   

 

Appendix 14: descriptive statistics for all observed and simulated data. 

  
Mean sd 

T1 

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

Observed score T1 0,45946524 0,31820013 

Bay T1 0,4774967 0,21096159 

Bayesian motivated 1 T1 0,39399779 0,27181031 

Bayesian motivated 2 T1 0,3452683 0,30947115 

Bayesian motivated 3 T1 0,36918496 0,3234967 

Bayesian motivated 4 T1 0,41674059 0,32773076 

Bayesian motivated 5 T1 0,47544289 0,32552283 

Bayesian prosecutor 1 T1 0,44776146 0,23923287 

Bayesian prosecutor 2 T1 0,43352174 0,25564885 

Bayesian prosecutor 3 T1 0,44122818 0,25926891 

Bayesian prosecutor 4 T1 0,45515057 0,26161695 

Bayesian prosecutor 5 T1 0,47102622 0,26483017 

Bayesian optimist1 T1 0,46569211 0,23467034 

Bayesian optimist2 T1 0,45937032 0,25364796 

Bayesian optimist3 T1 0,46786874 0,26183856 

Bayesian optimist4 T1 0,47953762 0,26479381 

Bayesian optimist5 T1 0,49212695 0,26543745 

mean T1  0,55263169 0,13828176 

recency T1 0,55263169 0,13828176 

primacy T1 0,55263169 0,13828176 

random T1 0,50863307 0,29115053 

T2 

  

  

  

  

  

  

Observed score T2 0,45106952 0,31545143 

Bay T2 0,49341507 0,23642183 

Bayesian motivated 1 T2 0,41765713 0,29808266 

Bayesian motivated 2 T2 0,37700749 0,33484892 

Bayesian motivated 3 T2 0,40259589 0,35034619 

Bayesian motivated 4 T2 0,44741464 0,35722265 
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Bayesian motivated 5 T2 0,5873945 0,34186468 

Bayesian prosecutor 1 T2 0,46937657 0,26530356 

Bayesian prosecutor 2 T2 0,45973917 0,28152468 

Bayesian prosecutor 3 T2 0,46773443 0,28787882 

Bayesian prosecutor 4 T2 0,47936279 0,29251388 

Bayesian prosecutor 5 T2 0,50979322 0,29699863 

Bayesian optimist1 T2 0,48106091 0,25702932 

Bayesian optimist2 T2 0,47541337 0,27067235 

Bayesian optimist3 T2 0,48376738 0,27627157 

Bayesian optimist4 T2 0,49512298 0,27933461 

Bayesian optimist5 T2 0,52432897 0,28308359 

mean T2 0,54504671 0,10161713 

recency T2 0,53709321 0,1031777 

primacy T2 0,54209929 0,10627702 

random T2 0,47224266 0,28827169 

T3 

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

Observed score T3 0,47909091 0,31954559 

Bay T3 0,48847469 0,23704174 

Bayesian motivated 1 T3 0,41683381 0,29923772 

Bayesian motivated 2 T3 0,38156194 0,3355849 

Bayesian motivated 3 T3 0,41022342 0,35408484 

Bayesian motivated 4 T3 0,4557546 0,36506218 

Bayesian motivated 5 T3 0,58690305 0,36009449 

Bayesian prosecutor 1 T3 0,46637424 0,26430615 

Bayesian prosecutor 2 T3 0,45796049 0,27795954 

Bayesian prosecutor 3 T3 0,46555536 0,28258351 

Bayesian prosecutor 4 T3 0,47674228 0,28627769 

Bayesian prosecutor 5 T3 0,50517448 0,29435584 

Bayesian prosecutor 1 T3 0,47587291 0,25945144 

Bayesian prosecutor 2 T3 0,47188587 0,27375538 

Bayesian prosecutor 3 T3 0,48257985 0,2820316 

Bayesian prosecutor 4 T3 0,49546165 0,28836489 

Bayesian prosecutor 5 T3 0,52414844 0,29722777 

mean T3 0,54454641 0,08621674 

recency T3 0,68018272 0,11808822 

primacy T3 0,68472565 0,12300239 

random T3 0,53050471 0,27293866 

T4 

  

  

  

  

  

  

  

Observed score T4 0,50128342 0,32660597 

Bay T4 0,47307902 0,25439343 

Bayesian motivated 1 T4 0,39767643 0,31863251 

Bayesian motivated 2 T4 0,36256718 0,35534466 

Bayesian motivated 3 T4 0,38555867 0,37602337 

Bayesian motivated 4 T4 0,42210852 0,38918609 

Bayesian motivated 5 T4 0,53157558 0,38862461 



164 
 

 

  

  

  

  

  

  

  

  

  

  

  

  

  

Bayesian prosecutor 1 T4 0,44838708 0,28329553 

Bayesian prosecutor 2 T4 0,43899011 0,29808859 

Bayesian prosecutor 3 T4 0,44331471 0,30389237 

Bayesian prosecutor 4 T4 0,45004655 0,30760036 

Bayesian prosecutor 5 T4 0,46987675 0,30756306 

Bayesian prosecutor 1 T4 0,45815965 0,28075966 

Bayesian prosecutor 2 T4 0,45387405 0,29688324 

Bayesian prosecutor 3 T4 0,46128759 0,30663461 

Bayesian prosecutor 4 T4 0,46944972 0,31271273 

Bayesian prosecutor 5 T4 0,48884775 0,31401045 

mean T4 0,54273305 0,08027438 

recency T4 0,54164503 0,08415684 

primacy T4 0,54471278 0,08479038 

random T4 0,48301167 0,26353386 

T5  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

Observed score T5 0,4713369 0,32270668 

Bay T5 0,45240839 0,24070829 

Bayesian motivated 1 T5 0,37568179 0,29702689 

Bayesian motivated 2 T5 0,34056101 0,32713344 

Bayesian motivated 3 T5 0,36768248 0,34798697 

Bayesian motivated 4 T5 0,41118427 0,3639673 

Bayesian motivated 5 T5 0,53626374 0,37625057 

Bayesian prosecutor 1 T5 0,42771589 0,26731051 

Bayesian prosecutor 2 T5 0,41853338 0,28013839 

Bayesian prosecutor 3 T5 0,42423027 0,28529071 

Bayesian prosecutor 4 T5 0,43327956 0,28877602 

Bayesian prosecutor 5 T5 0,45930682 0,29384601 

Bayesian prosecutor 1 T5 0,43304136 0,26386279 

Bayesian prosecutor 2 T5 0,42634651 0,27545125 

Bayesian prosecutor 3 T5 0,43533895 0,28205501 

Bayesian prosecutor 4 T5 0,44766671 0,28802625 

Bayesian prosecutor 5 T5 0,47794362 0,29955368 

mean T5 0,54178847 0,07466048 

recency T5 0,5195124 0,07440018 

primacy T5 0,52185185 0,07546755 

random T5 0,50563888 0,28666904 

T6 Observed score T6 0,50684492 0,32638817 

Bay T6 0,46380025 0,24948703 

Bayesian motivated 1 T6 0,39224681 0,30633473 

Bayesian motivated 2 T6 0,36015189 0,33731636 

Bayesian motivated 3 T6 0,38830814 0,35708372 

Bayesian motivated 4 T6 0,43186592 0,37098944 

Bayesian motivated 5 T6 0,55324728 0,38122869 

Bayesian prosecutor 1 T6 0,44197409 0,27409364 
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Bayesian prosecutor 2 T6 0,43450328 0,2863135 

Bayesian prosecutor 3 T6 0,44161783 0,29238638 

Bayesian prosecutor 4 T6 0,45161354 0,29700616 

Bayesian prosecutor 5 T6 0,47754111 0,30314232 

Bayesian prosecutor 1 T6 0,44397079 0,2756201 

Bayesian prosecutor 2 T6 0,43682277 0,28908961 

Bayesian prosecutor 3 T6 0,44373703 0,29536491 

Bayesian prosecutor 4 T6 0,45333409 0,29975554 

Bayesian prosecutor 5 T6 0,47818051 0,30572563 

mean T6 0,52285856 0,06850967 

recency T6 0,53575056 0,07181686 

primacy T6 0,53486968 0,07291466 

random T6 0,5121112 0,29423497 

T7 

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

  

Observed score T7 0,50368984 0,33915735 

Bay T7 0,46540636 0,2609122 

Bayesian motivated 1 T7 0,39692035 0,31655564 

Bayesian motivated 2 T7 0,3664307 0,34690015 

Bayesian motivated 3 T7 0,39342709 0,36512933 

Bayesian motivated 4 T7 0,43512962 0,37734719 

Bayesian motivated 5 T7 0,55172741 0,38657095 

Bayesian prosecutor 1 T7 0,44447456 0,28598653 

Bayesian prosecutor 2 T7 0,43698042 0,29825923 

Bayesian prosecutor 3 T7 0,44217635 0,30313812 

Bayesian prosecutor 4 T7 0,45002783 0,3057806 

Bayesian prosecutor 5 T7 0,47292608 0,30737332 

Bayesian prosecutor 1 T7 0,44555936 0,28512236 

Bayesian prosecutor 2 T7 0,43859037 0,29738743 

Bayesian prosecutor 3 T7 0,44538215 0,30321649 

Bayesian prosecutor 4 T7 0,45474889 0,30776442 

Bayesian prosecutor 5 T7 0,47803586 0,31494855 

mean T7 0,53410106 0,06824086 

recency T7 0,5289293 0,06955481 

primacy T7 0,52964302 0,07000693 

random T7 0,48712252 0,28126499 

 


