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ABSTRACT

This undergraduate thesis studies the weight matrices of a neural network trained

and evaluated in spin samples, in order to identify which physical quantities the

network uses to solve the magnetic phase classification problem. A Densely Connected

Neural Network was coded in order to classify the phases of the square-lattice Ising

model. Several hidden layers sizes were tested in order to determine an optimal

model, which was then analysed using Principal Component Analysis and K-means

clustering. This analysis separated the weight matrices in three distinct classes, two of

them specialising in positive and negative magnetisation and a third one that activates

in both cases. It was also found that these weight matrices reflected the translational

invariance and Ising symmetry of the model. Finally, a possible implementation of

the same method on the one dimensional quantum XY-model is proposed.
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1. INTRODUCTION

The present undergraduate thesis presents the results of a study that aimed to un-

derstand the process through which a simple neural network was able to correctly

classify a data set of raw spin configuration into the corresponding magnetic phases

of a model.

Neural networks (NN’s) are a form of neuromorphic computing [1], which is an

umbrella term that refers to devices that attempt to replicate the way a biological

brain works in order to create algorithms capable of solving a wide array of problems

quickly. Being the computation unit of the brain, neurons are capable of integrating

many incoming electrical signals and subsequently producing an output, through the

use of a threshold potential called Action Potential [1]. This potential determines

when a neuron will fire: If the combination of incoming signals generates an effective

potential larger than the action potential, then the neuron will emit an electrical

pulse. This ways of connecting neurons, allows the brain to perform a high amount of

operations in parallel and thus, reducing computation time. In addition, in order to

determine which connections are more important, a neuron will modify their synapses

to amplify the strength of the signal. This feature is called plasticity and it is believed

to be one of the reasons for the high adaptability found in the brain [1].

A neural network attempts to mimic this sort of behaviour through matrix oper-

ations and arranging the basic computation units, called neurons or nodes, in graphs

with multiple layers. Each of this layers has an associated weight matrix, which deter-

mines how each neurons in the layer reacts to the incoming signals. This organisation

scheme, allows a network to perform several operations at once and not in a sequen-

tial order as most algorithms do [2]. On the other hand, plasticity is implemented by
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changing the values of the weight matrix of each layer following a protocol called a

learning rule.

Neural networks have been shown to work by extracting features in the input

data, which makes them highly effective in a multitude of tasks like image and mag-

netic phases classification, as can be seen in the results obtained by Krizhevsky et al.

in [3], Suchsland and Wessel in [4] and Carrasquilla and Melko in [5]. A downside

of neural networks, is that they are often composed of many computation units and

layers, thus making the task of interpreting features difficult, as a result, they are

often treated as a black box. This issue becomes relevant when applying this algo-

rithms to the problem of magnetic phases, since it is desirable to understand how

classification is achieved. A possible way to find out which features a neural network

learns is provided by condensed matter theory, through macroscopic quantities like

order parameters and critical exponents: If a neural network is capable of finding sta-

tistical structures in the data, then this physical quantities should appear as relevant

features that they should be able to recognise.

This study takes the approach described above in order to understand the learning

process of a neural network. Chapter two, explains in detail how a neural network is

constituted and the most common techniques used in building one. Chapter three,

deals with the theory behind order parameters and critical exponents. A significant

portion of this chapter is dedicated to the Ising and XY models. Chapter four starts

by discussing some papers that study the classification capabilities of NN’s for vari-

ous types of phase transitions. Then, the methodology and results of this work are

presented, this includes network building process and the classification accuracy for

the square lattice Ising model. Then, it is shown how Principal Component Analysis

(PCA) and k-means clustering can be used to find parallels between magnetisation

and critical exponents, and network features, mainly the weight matrices. The results

obtained confirm those found in the literature and it is shown how a simplified toy
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model of a neural network, proposed in [5] and [4], emerges from the classification of

neurons according to their weight matrices.

Finally in chapter five, some further work that could be done for the Ising model

case is discussed. A possible implementation of the method explained in chapter

four, is proposed for the one dimensional, quantum XY model case . At the end,

some prospects in the application of Deep Learning algorithms to phase classification

problems are presented.
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2. INFORMATION THEORY AND NEURAL NETWORKS

This first chapter will deal with the basic mathematical theory and concepts regarding

neural networks. It starts by presenting the basic parts of a single neuron, how

they are organised in layers and the difference between unsupervised and supervised

learning. Also, three types of network architecture, densely connected, convolutional

and deep learning are briefly discussed. Then, the chapter proceeds to deal with

the most common type of a learning rule, gradient descent, as well as its role in the

propagation of errors between the layers of a network. At the end of this chapter,

methods to prevent overfitting, called regularisation, are discussed since they are of

great importance when developing a neural network model.

2.1 Digital Neurons

In analogy to the biological brain, the basic computational unit of a neural network

is called an artificial neuron or node. This neurons are capable of integrating many

inputs and subsequently producing an output, as is illustrated in figure 2.1. An

artificial neuron receives an input vector x and multiplies it by a weight vector w.

Each of the components wi represents the strength of the signal coming from the input

xi and can be understood as the synapse of the neuron. The output y is calculated

as a function φ(a) such that

y = φ(a) = φ
(∑

i

wixi
)

(2.1)

where a is called the activation and is defined as the dot product x ·w between the

input and weight vectors.

Neurons are classified according to the type of activation function φ(a) used, some

of the most important ones are:
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• Perceptron: Proposed in 1957 by Frank Rosenblatt [6]. It produces a binary

output based on whether a crosses a certain threshold value or not. Mathemat-

ically, it is represented as a Heaviside step function H(a):

φ(a) = H(a) =

 1, if a < 0

0, if a > 0.
(2.2)

• Sigmoid (Also called logistic): It is one of the most widely used activation

functions in classification and regression problems. It returns a continuous

output between 0 and 1 as according to

φ(a) = 1
1 + e−a

. (2.3)

Although, it is commonly used as an approximation to a perceptron, networks

constructed from this neurons are capable of performing more complicated tasks

[6].

Fig. 2.1. Schematic representation of a digital neuron
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Even though, a single neuron is capable of performing simple regression and classifi-

cation tasks [7], the main interest lies in ensembles of interconnected neurons: Neural

Networks. Neural Networks are organised in layers, as can be seen in figure 2, as-

sociated with the order in which the corresponding operations are computed. Each

layer will perform a set of operations simultaneously and then will proceed to pass

the result to the next layer. The first layer, called input or visible layer, receives

the input vector x and will pass this value, without performing any operations, to

the next layer. The layers that follow are called hidden layers, these will perform

matrix operations on the data and send their output to the next hidden layer until

the last one, called the output layer, is reached. The output layer is the result of the

neural network, it can be interpreted as the probability of belonging to each class,

the estimated parameter of a regression or even the reconstruction of an image.

In addition, each layer has an associated weight matrix, formed by the weight vec-

tors of each neuron. This weights are the digital analogue to the synapses of the brain

and define the strength of each of the signals coming from other layers. According to

MacKay in [7], all the information learned by a neural network from the input data

is stored in its weights through a training process. There are two types of training

schemes: supervised and unsupervised.

In unsupervised learning, a neural network is provided with a set of data that

has not been classified. The neural network is then expected to adjust its weights to

represent statistical regularities within the data as relevant features [8]. This type

of learning can be implemented, outside the neural network paradigm, like Princi-

pal Component Analysis (PCA), which creates a new, smaller set of features called

eigenvectors that represent most of the variation in the data. Another example is

k-means clustering, an algorithm that creates classes in the data by reducing the dis-

tance between each sample from the data and an arbitrary amount of cluster centres.

Although, there is no single measure of error to evaluate the performance of an un-
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supervised learning algorithm, they provide a good starting point to further analyse

the properties of a data set.

On the other hand, Supervised learning consists of feeding the network a set of

observations D labeled by a training vector t which represents the desired output

of the network. Weights are then modified to reduce the loss function between the

output ŷ of the neural network and t . Loss functions represent the error of the

network and are chosen depending on the problem at hand, but the most basic one

is the Mean Squared Error (MSE):

E = 1
N

N∑
i=1

(ti − ŷi)2, (2.4)

and the Cross-Entropy (Also called Kullback-Leibler Divergence)

K(x, t) = − 1
N

N∑
i=1

t(i) ln ŷ(i) + (1− t(i)) ln
(
1− ŷ(i)

)
(2.5)

where N is the number of training samples. equation 2.5 is interpreted as the “dis-

tance” between t(i) and ŷ(i).

The objective of a supervised neural network is to find the relationship between

the input data and the teacher vectors. According to Mackay in [7], this relationship

is represented by a function, that can be associated to a point in the vector space

spanned by the network weights. The dimension of this space is equal to the number

of weights in the network, so it is equivalent to the parameter space of the network.

In this sense, a supervised neural network will try to find the point in its parame-

ter space that corresponds to the relationship between the input data and the labels

given by the teacher vectors.

Some of the most important supervised Neural Network architectures are Densely

Connected Feed Forward Neural Networks (DNN), Convolutional Neural networks

(CNN) and Deep Learning networks. DNN’s are networks with one hidden set of
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Fig. 2.2. Basic architecture of a Neural Network. The input layer is
the column of four nodes to the left. The output layer is situated on
the right side of the graph with two nodes and the hidden layer is
situated in the middle. In this case, each node of layer is connected
to all the nodes of the previous layer

neurons in which, each neuron of a layer is connected to all the neurons in the previ-

ous one and there are no connections between neurons of the same layer as is shown

in figure 2.2. DNN’s are the simplest example of neural networks. On the other

hand, CNN’s restrict the amount of connections a neuron can have choosing only

those close to each other in the previous layer. In addition, multiple hidden layers

can be stacked in parallel to each other at the same level of the network. Each of

these stacked layers is called a filter, because they are trained to recognise specific

features in the data [9]. Finally, Deep learning networks are NN’s with many sets of

hidden layers, which often incorporate convolutional and densely connected layers at

different steps. Deep Learning networks excel in image classification tasks, some of

the most successful algorithms are AlexNet, GoogLeNet and ResNet.

Supervised learning is the main focus of this text and will be treated in depth in

the following sections.
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2.2 Learning Rules: Gradient Descent and Back-Propagation

Defining the learning rule for a neural network is a matter of combining intuition

and experience. Due to the wide array of tasks they are applied to, there is no

single heuristic method that indicates how a neural network should operate to solve a

problem. In spite of this, one finds that most learning rules revolve around variations

of the gradient descent method to update the weights [2]. The basic idea behind

gradient descent is that the new weights are calculated according to

wnewij = woldij − η
∂L

∂wij
, (2.6)

where L corresponds to the loss function and η the step size. By using this type of

optimisation technique it is found that the error propagates from the output layer to

the earlier layers of the network. This is called back-propagation.

The procedure that is going to be used to demonstrate the emergence of back-

propagation, follows the one presented by Gustavo Deco and Dragan Obradovic in

chapter two of [2]. Consider a network similar to that of figure 2.2, where each

neuron in a layer is connected to every neuron of the previous layer, which receives

data from a training set D . The input layer has d neurons and the hidden layer m

hidden neurons. Assuming that the hidden and output layer have the same activation

function φ(·), the output ŷak of the network is given by

ŷak = φ
( m∑
j=1

ŵkjφ
( d∑
i=1

wjix
a
i

))
= φ

( m∑
j=1

ŵkjyj

)
(2.7)

where xa ∈ D represents the training vector with label ta, ŵkj and wji are elements of

the weight matrices from the output and hidden layer, respectively. Since the weights

are updated to minimise a cost function, the problem is equivalent to maximising the

likelihood function, defined by the Bayes theorem as

P (A|B) = P (B|A)P (A)
P (B) , (2.8)
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where A is a random variable and B is also a random variable for which the probabil-

ity distribution is known. P (B|A) is called the likelihood of A, which is interpreted

as the plausibility of an outcome A given that B has been observed [7].

In the case of a neural network, we add an independent and identically distributed

(i.i.d) noise signal, such that the output is also an independent and identically dis-

tributed random variable and it is possible to consider the probability of having ta

given xa. The log-likelihood can then be expressed as

L = log
(∏

a

P (ta|xa)
)
, (2.9)

where the product is over all xa ∈ D. By assuming a Gaussian probability distribu-

tion, centred around ŷa for each P (ta|xa), that is

P (ta|xa) ∼ e−||t
a−ŷa||2 , (2.10)

then the likelihood simplifies to

L = −
|D|∑
a=1

T∑
k=1

(tak − ŷak)2 = −E (2.11)

which is the sum of the squared errors E, where T represents the number of com-

ponents of the teacher vector. By choosing gradient descent (equation (2.6)) as the

optimisation method, the following learning rule is obtained:

wnewji = woldji − η
∂E

∂wji
, (2.12a)

ŵnewkj = ŵoldkj − η
∂E

∂ŵkj
. (2.12b)

Replacing (2.11) in (2.12b)

ŵnewkj = ŵoldkj − η
∂ŷak
∂ŵkj

|D|∑
a=1

(tak − ŷak)2.
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By taking the derivative with respect to ŵkj and using the definition of ŷak we have

ŵnewkj = ŵoldkj + 2η
|D|∑
a=1

(tak − ŷak)
∂

∂ŵkj
φ
(∑

j

ŵkj ŷj

)
ŷj.

Then, if the the error at the output layer is defined as

δ̂k = (tak − ŷak)
∂

∂ŵkj
φ
(∑

j

ŵkj ŷj

)
,

the equation becomes

ŵnewkj = ŵoldkj + 2η
|D|∑
a=1

δ̂kŷj. (2.13)

Similarly, repeating same the procedure for the hidden layer weights, we have

wnewji = woldji + 2η
|D|∑
a=1

T∑
k=1

(
tak − ŷak

)
∂ŷak
∂wji

,

= woldji + 2η
|D|∑
a=1

T∑
k=1

(
tak − ŷak

)
∂

∂wji
φ
(∑

j

ŵkj ŷj

)
ŵkj

∂

∂wji
φ
(∑

i

wijxi

)
,

= woldji + 2η
|D|∑
a=1

T∑
k=1

δkŵkj
∂

∂wji
φ
(∑

i

wijxi

)
xi.

Hence, defining the error at the hidden layer as

δj =
∑
k

δ̂kŵkj
∂

∂wji
φ
(∑

i

wijxi

)
, (2.14)

we finally obtain

wnewji = woldji + 2η
|D|∑
a=1

δjxi. (2.15)

We can see, from the definition of δj why this type of learning rule is called back-

propagation: The error of the output layer is calculated and then it is propagated

back to earlier layers whose error depends on δ̂.

2.3 Overfitting and Regularization Methods

The interpretation presented by MacKay [7] that NN’s find a function in weight

space that best expresses the input-label relationship of the data, is equivalent to say-

ing that they fit a non-linear function. In the case of fitting a data set with a curve,
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one can approximate the model through the use of a large amount of parameters,

effectively including all the points given but failing to produce a model that explains

the behaviour of further data. This is called overfitting and it is a serious problem

when dealing with Neural Networks, because of the large amount of parameters used.

A Neural network that overfits may present a very high accuracy on the training

data but will perform poorly when presented with new unlabelled data. Since the

generalisation capability of these algorithms is one of it’s advantages with respect to

more traditional methods, overfitting is an important issue.

Usually, the first measure taken to prevent overfitting is stopping the training

when a certain accuracy has been reached [9]. During training, a neural network goes

several times through the labelled data set. If the cycle is repeated too many times,

the network will achieve such a degree of specialisation, that its weights will not be

able to recognise statistical features in new, but similar data.

A second measure is limiting network complexity. According Deco et al. [2], a

neural network will only be able to approximate a function if the neurons are trained

to recognise certain features in the data set, which is called specialisation. If one

adds too many variables, different neurons will be trained to respond to the same

features, thus amplifying the signal received from the training set and hindering the

network’s ability to recognise features in new data. By starting with a small set of

hidden neurons and scaling the network until the performance in the training and

evaluation set is optimal, the simplest model is found.

A third way to prevent overfitting is through the inclusion of extra terms in the

loss function that penalise weights with large values [8]. By having small weights,

the network’s overall behaviour will not change when presented with small variations

in the input data. These can correspond to noise or changes that don’t affect the

variance. Thus, regularisation helps the network to recognise important features in
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the data set and forces neuron specialisation [2]. One important regularisation method

is called L2 [8], which consists in replacing the cost function with a regularised cost

function as

LR = L+ λ

2 ||w||
2, (2.16)

where L is the unregularized loss function and λ is a scalar called regularization pa-

rameter. The value of λ dictates how much the weights decay. Having a large value

of λ will usually increase evaluation accuracy at the cost of decreased efficiency.

The organisation of NN’s in graphs of interconnected layers and neurons allows

these algorithms to solve a wide array of problems without significantly changing

their basic code. Neural Networks perform this task by finding a relation between

the output and input in the form of features in the data, then storing the learned

information in its weight matrices. In order to better interpret these features and

to obtain the optimal model, it is desirable to find the simplest network that is able

to perform well in both the training and evaluation data sets. A simple model is

also easier to interpret, due to the having less parameters and will make the task

of relating the network weights with physical quantities simpler, when dealing with

magnetic phase transitions.
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3. MAGNETIC PHASES

In order to study the learning process of a neural network trained to recognise phase

transitions, it is important to understand which quantities are associated with each

phase and the way these arise from the characteristics of each model. This chapter

starts by introducing order parameters and critical exponents and briefly discussing

how they are related to symmetry breaking during a phase transition. Then, a solution

of the one dimensional Ising model using the transfer matrix method is presented as

an example and a simple analogy to the square lattice case. A solution for the one

dimensional XY model is also included, together with a discussion of its quantum

phase transition at zero temperature.

3.1 Order parameters, Critical Exponents and Symmetries

There are two types of phase transitions : Discontinuous and continuous. The

latter type are the focus of this study, it occurs when the change between phases

happens at a certain point called the critical point, often characterised by the critical

temperature Tc. In the high temperature phase (T > Tc) particles will have a high

kinetic energy and as such can be treated as being independent from each other and

isotropic [10]. On the other hand, a low temperature phase the interactions between

particles becomes predominant and in general preferred directions will appear. This

phenomenon is called spontaneous symmetry breaking and it is related to the invari-

ance of a Hamiltonian under different groups.

Consider a Hamiltonian that describes a system (be it a gasses, fluids, magnetic

materials etc.) and is invariant under a group G that describes the symmetries of

that particular system. In the high temperature phase, the only non-zero averages
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are those which are also invariant under the action of an element of G [10], these

quantities are called order parameters. After passing to a low temperature phase,

the model will cease to be invariant under G, which results in the emergence of new

non-zero averages 〈φa〉 that are invariant only in subgroups of G [10]. An example of

an order parameter is the magnetisation.

While useful in many cases, order parameters only represent the macroscopic state

of the system, but some phase transitions also depend heavily on microscopic inter-

actions. Critical exponents are often used for this matter [10], since a single critical

exponent has a distinct form for each of the low and high temperature phases. Two

critical exponents of interest are the correlation length and function. For an Ising

model, in the high temperature phase, correlations are expected to decay exponen-

tially with the distance while, at the critical point, the correlation length diverges

and the correlation function decays as a power law [10].

An useful property of critical exponents is universality. It has not been formally

proven yet, but critical exponents have been found to depend only on spatial di-

mension, symmetry of the order parameter and the range of interactions [10], which

provides a way to classify phase transitions: sets of phase transitions that have the

same spatial dimensions and symmetry are called universality classes. The existence

of these sets implies that all the transitions belonging to the same universality class

should have the same critical exponents. A relevant example of universality classes,

are systems which exhibit Ising symmetry, which are invariant under the group

Z2 = {A|A2 = I} (3.1)

where I is the identity matrix.

A possible origin of universality is presented by [10] using the Kadanoff Construc-

tion. The main idea behind the Kadanoff construction is to break up the main lattice

in N ′ = b−2dN cells, centered around a new lattice with lattice constant a′ = ba, each
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of them containing bd lattice sites. Then it is possible to define block variables s′(x′)

that are re-scaled versions of the original variables, and new Hamiltonian H̄ in terms

of these new variables. Now, Kadanoff argued that at the critical point, the original

Hamiltonian and H̄ are identical. This allows one to introduce external fields that

couple linearly to the original Hamiltonian in the following way

H̄external = −
∑
x′
h′α(x′)s′(x′). (3.2)

By assuming that the external fields are uniform enough, then

h′α(x′) = bλαhα. (3.3)

Applying a coarse graining procedure by increasing b, fields with λα < 0 will play no

part in the singularity of thermodynamic functions at the critical point, which results

in an invariant critical exponent.

The following section will apply the concepts of critical exponents and order pa-

rameters to the exact solution of the one dimensional Ising model as a starting point

to understand the square lattice version.

3.2 The Ising Model

The exact solution for the one dimensional case involves the transfer matrix

method. The partition function of the Ising model is given by

Z =
∑
{si}

e−βH, (3.4)

where the sum is taken over

{si} = {s1, s2, s3, ..., sN}
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and H is the Ising Hamiltonian given by

H =
N∑
i=1

(Jsisi+1 + hsi), (3.5)

with periodic boundary conditions: sN+1 = s1.

The transfer matrix is defined as

T = eβH = T (si, si+1). (3.6)

By replacing T in equation (3.4) we have

Z =
∑
{si}

N∏
i=1

T (si, si+1). (3.7)

In order to simplify the process, it is useful to rewrite the Ising Hamiltonian as

H = −∑i Jsisi+1 + h
2 (si + si+1) and so the transfer matrix can be rewritten as

T =

T (−1,+1) T (+1,−1)

T (−1,+1) T (−1,−1)

 =

eβ(J+h) e−βJ

e−βJ eβ(J−h).

 (3.8)

Then, after expressing each matrix element as 〈s|T |s′〉, the partition function can be

written as

Z =
∑

s1=±1

∑
s2=±1

..
∑

sN=±1
〈s1|T |s2〉 〈s2|T |s3〉 ... 〈sN |T |s1〉 .

where the periodic boundary conditions where used. Using the closure relation for

spins 1 = (|+〉 〈+|) + (|−〉 〈−|), we have

Z =
∑

s1=±1
〈s1|TN |s1〉 = 〈+|TN |+〉+ 〈−|TN |−〉

which is equal to the trace of TN :

Z = Tr(TN). (3.9)

Now, from equation (3.8) one sees that the transfer matrix is symmetric and can

be diagonalized by an unitary matrix as UTU−1 = D. Since the eigenvalues λ of a

diagonal matrix lie in it’s diagonal:
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Z = Tr
(
(U−1UTU−1U)N

)
= Tr(DN) = λN1 + λN2 . (3.10)

To find the eigenvalues, we use the characteristic equation

det(T − λI) = 0,

which gives an algebraic equation of the form

λ− 2λeβJ cosh2(βh) = −2 sinh(2βJ).

Rearranging the terms and summing e2βJ cosh() to both sides of the equation yields

the following expression for the eigenvalues:

λ± = eβJ cosh(βh)±
√
e2βJ sinh2(βh) + e−2βJ . (3.11)

Assuming λ1 > λ2 then λ+ = λ1, λ− = λ2.

Then the equations for λ± can be used to find the free energy as

Fc = − 1
β

ln(Z) = − 1
β

ln
(
λN1
)

+ ln
(

1 +
(
λ2

λ1

)N)
,

as N →∞, λ2
λ1
→ 0 and the free energy becomes

Fc = − 1
Nβ

ln(λ1). (3.12)

There is no critical point at finite temperature for the one dimensional Ising model,

but at t = 0 such a point can be found as is shown on [10]. Critical exponents such

as the correlation functions G(n) can then be found by solving

G(n) = 1
Z

∑
{s}

Zs1s1+n. (3.13)

In order to solve this equation, it is convenient to express the transfer matrix as

T = cosh(βJ)(2 + ss′ tanh(βJ)), (3.14)
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then,using equations and (3.4) together with (3.13), we obtain

G(n) = 1
Z

∑
{s}

s1
n∏
i=1

T (si, si+1) sn+1

N∏
i=n+1

T (si, si+1)

= 1
Z

∑
s1,sn+1

s1(T (s1, sn+1))n sn+1(T (sn+1, ss1))N−n.

Replacing equation (3.14) in G(n) gives

G(n) = 2N−2

Z
cosh(βJ)N

∑
s1,sn+1

s1(1+s1sn+1 tanhn(βJ))sn+1 (1+sn+1s1 tanhN−n(βJ)),

then, summing over the possible spin values

G(n) = 2N−2

Z
coshN(βJ) tanhn(βJ)(1 + tanhN−n(βJ)).

Using Z = λN1 + λN2 at h = 0

G(n) = 2N

2N coshN(βJ)
coshN(βJ) tanhn(βJ)(1 + tanhN−n(βJ))

= tanhn(βJ)(1 + tanhN−n(βJ))

and finally, taking the limit N →∞, tanhN−n(βJ)→ 0

G(n) = tanhn(βJ) = (coth(βJ)−n = e−n ln(coth(βJ)). (3.15)

By setting 1
ξ

= ln(coth(βJ)) as the correlation length, the function becomes

G(n) = e−
n
ξ , (3.16)

where ξ is the correlation length, which diverges as t→ 0 as expected.

Susceptibility at the phase transition can be found by taking the limit T, h → 0

of equation (3.12) as

Fc − J = − 1
β
e−2βJ − βah2

2 e2βJ . (3.17)
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Then, by the definition of susceptibility, χ is

χ = −∂
2Fc
∂h2 = βe2βJ , (3.18)

which diverges at T = 0. This is another indication of the phase transition at

T = 0.

Even though the one dimensional Ising model predicts no phase transition at a

finite temperature, it is useful in illustrating the transfer matrix method and the

emergence of critical exponents. To properly study phase transitions, one would need

to solve the two dimensional case, a task first achieved by Krammers and Wannier in

1941. The procedure is, essentially the same as the one dimensional case, since it is

possible to express the partition function as a sum of the eigenvalues of the transfer

matrix. However, the diagonalization of this matrix is an extremely difficult task.

The importance of this solution is that it predicts a divergence of susceptibility at the

critical temperature Tc and the emergence of spontaneous magnetisation for T < Tc

as shown by G. Dibitetto in [11], where the free energy per lattice site was calculated

as

f = − 1
2πβ

∫ π

0
dθ ln

cosh(2βJ) cosh(2βJ ′) +

√
1 + k2 − 2βJ ′ cos(2θ)

k

, (3.19)

where, θ = π
2p(j− 1

2) and k = (sinh(2βJ) sinh(2βJ ′))−1. Since magnetisation is defined

as

M = −∂f
∂h
, (3.20)

a singularity in f implies a singularity in M . In [11] the singularity was found at

sinh(2Jβ) sinh(2J ′β) = 1. (3.21)

If J = J ′ the critical temperature is given by

Tckb
J
≈ 2.27, (3.22)

which corresponds to the isotropic case [5].
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3.3 The XY model

In the one dimensional XY model, there is not a straight forward phase transition

at finite temperature, but as argued in [12], at low temperatures there are anomalies

in the susceptibility that arise at a semi critical point. The one dimensional XY

model with periodic boundary conditions is exactly solvable through diagonalization

of the Hamiltonian with the Bogoliubov transform method as shown in [13]. The

Hamiltonian for the one dimensional XY model is defined as

HXY = J
N∑
j

[
(1 + γ)Sxj Sxj+1 + (1− γ)Syj S

y
j+1 −BSzj

]
. (3.23)

To apply the Bogoliubov transform that diagonalizes this Hamiltonian, it’s operators

have to follow canonical anticommutation relations (CAR) [14]. Spin operators fol-

low this relations on the same lattice site, but commute with operators in different

positions:

[
Saj , S

b
l

]
= iδjlε

abcScj (3.24)

In order to find operators that follow CAR in all the lattice sites, the Jordan

Wigner transform can be used. First, consider the following spin ladder operators

S±j = Sxj ± iS
y
j , (3.25)

Which have the matrix form

S+
j =

0 1

0 0

 S−j =

0 0

1 0


and can be used to rewrite the HXY as

HXY = J

2

N∑
j=1

[
(S+

j S
−
j+1 + S−j S

+
j+1) + γ(S+

j S
+
j+1 + S−j S

−
j+1)−BSzj

]
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Now, the Jordan Wigner transform for the S±j operators takes the form of

S−j =
( j−1∏
l=1

(1− 2c†l cl)
)
cj, (3.26a)

S+
j = c†j

( j−1∏
l=1

(1− 2c†l cl)
)
, (3.26b)

Szj = c†jcj −
1
2 , (3.26c)

Qj =
j−1∏
l=1

(1− 2c†l cl), (3.26d)

where cj operators satisfy CAR as

{ci, cj} = {c†i , c
†
j} = 0

{ci, c†j} = δij

c2
i = (ci†)2 = 0.

(3.27)

Replacing equations (3.26) in the XY Hamiltonian yields

HXY = J

2

N∑
j=1

(c†jQjQj+1cj+1 +Qjcjc
†
j+1Qj+1) +

γ (c†jQjc
†
j+1Qj+1 +QjcjQj+1cj+1)−Bc†jcj −

1
2 .

(3.28)

In order to reduce all the terms in this expression, is useful to calculate the following

commutators using CAR

[
1− 2c†jcj, 1− 2c†kck

]
= 0, (3.29a)[

cj, Qk] = 0, (3.29b)[
cj, Qk] = 0, (3.29c)[
c†j, Qk] = 0, (3.29d)
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where it was assumed that k 6= j. Then the commutators in (3.29) are used to

calculate each term of the Jordan Wigner Hamiltonian:

Q2
j = 1 (3.30a)

QjQj+1 = 1 (3.30b)

C†jQjQj+1cj+1 = c†jcj+1 (3.30c)

Qjcjc
†
j+1Qj+1 = −cjc†j+1 (3.30d)

c†jQjc
†
j+1Qj+1 = c†jc

†
j+1 (3.30e)

QjcjQj+1cj+1 = cjcj+1. (3.30f)

Also, since Qj does not respect periodic boundary conditions, the term at the frontier

(j = N) has to be treated individually as

c†NQNQ1c1 = c†NQN(1− 2c†1c1)c1 = QNc
†
Nc1, (3.31)

but since this term does not depend on N, it is negligible at the thermodynamic limit

N →∞.

Replacing equations (3.30) in equation (3.28) gives

HXY = J

2

N∑
j=1

c†jcj+1 − cjc†j+1 + γ(c†jc
†
j+1 − cjcj+1)−B

N∑
j=1

(
c†jcj −

1
2

)
(3.32)

which is composed of operators that satisfie CAR in every lattice point.

The last step before the Bogoliubov transform is to take the discrete Fourier

transform of (3.32), given by

cj = 1√
N

∑
k∈Bz

eijkdk c†j = 1√
N

∑
k∈Bz

e−ijkd†k (3.33)
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where dk and d†k are satisfy CAR and Bz is the Brillouin zone. This expressions,

together with the Dirac delta identity

δkq =
N∑
j=1

eij(q−k)dkd
†
q

and the exponential form of the trigonometric functions, results in a Hamiltonian

that depends only on the k , −k sub-indices given by

HXY =
π∑

k=−π

{
(J cos k −B)d†kdk + Jγ

2 eik(d†kdkd−k + dkd−k)
}

+ BN

2 .

To further simplify this equation the sum is separated in the two halves of the Brillouin

zone, a term summing over the interval [0, π] and the other over [−π, 0]. The sum for

the negative values can then be expressed as a sum over the other half by replacing

k → −k and vice versa. This results in the Hamiltonian

HXY =
π∑
k=0

{
(J cos k −B)(d†kdk + d−kd−k) + i Jγ sin k(d†kd−k + d−kdk)

}
+ BN

2 .

Since the operators dk also satisfy CAR, the expressions dkd†k and d−kd
†
−k can be

interpreted as a quasi-particle associated with the Fourier modes [13] and as such,

can be expressed as the fermion field

Ψk =

 dk

d†−k,


which can be used to express HXY in the matrix form

HXY =
π∑
k=0

(d†k d−k)Hk

 dk

d†−k

+ NB

2 (3.34)

where Hk is defined as

Hk =

J cos k −B iJγ sin k

−iJγ sin k B − J cos k

 . (3.35)
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Since Hk is a complex, skew-symmetric matrix, it can be can be diagonalized by an

orthogonal matrix Uk such that

Hk = U †k

λ+
k 0

0 λ−k

Uk, (3.36)

where λ±k are the eigenvalues, found by solving the characteristic equation

det(Hk − λkI) = 0

which yields the following expression:

λ±k = ±
√

(J cos k −B)2 + (Bγ)2 sin2 k. (3.37)

Replacing equation (3.36) in 3.34 gives

HXY =
π∑
k=0

ΨT
kU
†
k

λ+
k 0

0 λ−k

UkΨk, (3.38)

where UkΨk := (χk χ†−k)T and χk, χ†−k are chosen according to the Bogoliubov trans-

form as

χk = Akdk +Bkd
†
−k χ†−k = C∗kdk +D∗kd

†
−k (3.39)

with A, B, C, D taken as complex scalars.

From the definition of UkΨk, Uk and χk, χ−k, the expression for Uk can be found

in the following way

UkΨk =

Akdk +Bkd
†
−k

C∗kdk +D∗kd
†
−k

 =⇒ Uk =

Ak Bk

C∗k D∗k

 . (3.40)

Replacing this form of Uk in equation (3.38) to express the Hamiltonian in terms of

χk operators:

HXY =
π∑
k=0

λkχ
†
kχk − λkχ−kχ

†
−k.
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The, using the anti commutator {χ−k, χ†−k} = 1 and changing the sum to the whole

Brillouin zone, gives the diagonal Hamiltonian

HXY =
π∑
−π

λk
2 (χ†kχk −

1
2) (3.41)

with a partition function given by

ZXY =
∑
{n}

∏
k∈Bz

e−βλk(n− 1
2 )

where n = χ†kχk represents the state of the quasi particle in the kth mode. Given

that χk is a fermionic operator there can only be one particle in each k, therefore

n = {0, 1} and the partition function becomes

Z =
∏
k∈Bz

2 cosh
(
βλk

2

)
. (3.42)

Subsequently in [12] the free energy F , magnetisation M and susceptibility χ are

calculated for the N →∞ limit as

F = −kBT ln(2)− kBT

π

∫ π

0
dk ln(cosh(βλk)), (3.43)

M = −∂F
∂B

= 1
π

∫ π

0
dk tanh(βλk)

B − cos(k)
λk

(3.44)

χ = −∂
2F

∂B2 = 1
π

∫ β

cosh2(βλk)
(B − cos(k))2

λ2
k

+ tanh(βλk)
γ2 sin2(k)

λ3
k

dk. (3.45)

In [12], H.T Quan identifies pseudo-critical behaviour for temperatures up to

KbT ≈ 0.5J in three: cases γ = 1, γ = 0.8 and γ = 0, corresponding to the Transverse

Ising Model (TIM), anisotropic XY-model and isotropic XY-model respectively. This

critical behaviour is evidenced by the divergence of χ at T = 0 and B = 1 and the

decay of the correlation length following a power law, as expected from a continuous

phase transition.

This type of behaviour was also identified by Quan at low temperatures, a fact

that was used in [12] to give a numerical estimate for the correlation length critical
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exponent ν in each case. For the anisotropic XY-model and TIM ν was found to

be close to 1, while the isotropic XY-model exponent was found to be close to 1
2 .

This is a result of the universality property of critical exponents, which implies that

the anisotropic XY and TIM models belong to the same universality class, but the

isotropic XY-model does not.

In summary, when dealing with magnetic models critical exponents, order pa-

rameters and symmetries are important in differentiating high and low temperature

phases. In the case of the Ising model magnetisation, susceptibility and the corre-

lation function, were shown to be indicators of the presence of a phase transition in

both the one dimensional and square lattice model. In the case of the one dimen-

sional quantum XY model, there is a phase transition at T = 0 but a semi critical

behaviour is observed at low T , expressed mainly by the divergence of the suscepti-

bility. In addition, there is a change in value of the critical exponent for correlation

length, when varying the anisotropy parameter γ. This effect is closely related to

the universality classes that each value of γ represents. This properties of magnetic

models are important if one is to interpret the learning process of a neural network

trained on spin samples, as it would be expected that the network should be able to

learn them as relevant features.
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4. METHODOLOGY AND RESULTS

This chapter deals the application of Neural Networks to the problem of classifying

magnetic phases. First, some relevant papers are discussed, which focus on the per-

formance of simple Neural Networks trained on several magnetic models. Then, the

methodology followed in this work is presented; it is shown how the appropriate neural

network architecture by testing different learning rules, regularization functions and

hidden layer sizes, on the same data sets. The next section deals with the analysis of

the network weights of a 70 hidden neuron DNN. Unsupervised learning algorithms,

like principal component analysis an k-means clustering, were used to find four dis-

tinct weight matrix types which were then reduced to three by studying how these

behave as a function of magnetisation. The last section of this chapter discusses the

results and presents some conclusions deduced from these.

4.1 State of the art

This section presents works by different authors that deal with the use of Neural

Networks in classifying phase transitions that are relevant to the models studied in

the present text.

In [5], Juan Carrasquilla and Roger G. Melko implement a DNN and CNN algo-

rithms to various magnetic models. The first network consisted of a DNN with 100

hidden neurons and two output neurons of sigmoid type. The model used a cross-

entropy cost function with L2 regularisation and Adam optimiser learning rule, which

is a modified gradient descent. The network was then trained on spin configurations

generated by a Montecarlo simulation of the square lattice Ising model. The first

set consisted of samples with 102 spins and the network was found to reach a 94%
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classification accuracy in an evaluation set. This accuracy was found to increase with

the system size, eventually reaching a value of 99% for samples with 402 spins. Once

the network was trained in the square lattice samples, the authors proceeded to eval-

uate the network in samples generated from the triangular lattice Ising model. Using

the activation function of the output neurons, they were able to calculate the critical

temperature for the triangular lattice phase transition at a value of Tc = 3.63403

which is closed to the true value of 3.640957 [5]. The third model that the DNN was

evaluated i,n was a square ice Hamiltonian and it was also able to achieve 99% accu-

racy. Finally, Carrasquilla and Melko propose a toy model for this DNN, consisting of

three hidden neuron: one for positive magnetisation, one for negative magnetisation

and a third neuron that activates when magnetisation is zero or either up or down.

When the same DNN architecture was trained in high and low temperature sam-

ples from the Ising gauge model the network only achieved a 50% evaluation accuracy.

According to the authors this is due to overfitting and they proceeded to implement

a CNN with a hidden layer consisting of 64, 2×2 filters. This model was successful in

classifying the raw spin samples but failed to classify samples for which, every second

spin was flipped. The authors argue that this indicates that the CNN relies on local

energy constraints as well as order parameters to classify topological phases.

Another approach in classifying topological phase transitions was taken by M.

Beach, A. Golubeva and Roger G. Melko in [15], where authors used neural networks

to classify the topological phase transition of a two dimensional XY-model. The first

network used was of DNN type and it failed to classify the spin samples from the

model, as was also seen in [5]. On the other hand, a CNN model managed to achieve

a high degree of accuracy, which improved with the system size. The authors, then

proceeded to test both models in a data set consisting of spin vortexes, with the

aim of proving whether or not the networks would benefit from learning topological

defects. The results showed that both vortex trained models achieved similar degrees

of accuracy as the networks trained in spins which, according to the authors, implies
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that the networks rely more on magnetisation and local energetic constraints rather

than on topological defects, to perform the classification task, a conclusion in agree-

ment with Carrasquilla and Melko’s results.

The papers described so far, focus more on the phase classification capabilities of

Neural Networks. A different approach is found in the work done by P. Suschland

and S. Wessel in [4] focuses on analysing the weight matrices and activation functions

in order to identify physical quantities underlying the network learning process. The

authors first test a DNN with 4 hidden neurons on samples from the square lattice

Ising model, achieving an accuracy of 98%. By plotting the activation of each hidden

neuron against magnetisation, it was found that there is a linear relation between the

two in a similar way as the toy model proposed by [5]. According to the authors, this

relation implies that the network does in fact recognise that magnetisation is a rele-

vant feature in classifying phases. The weights for each neuron were then displayed

as an image, which turned out to look like featureless noise. Suchsland and Wessel

argue that this reflects the translational invariance of the Ising model. Then, the

network was trained on a data set that included samples with extended domain walls

in the training set. Subsequently, the weight images developed vertical and horizontal

stripes akin to the shape of the extended domains.

A similar analysis was the presented for the filter of a CNN. In the case of the

Ising model, the authors show that the weight images indicate that some filters spe-

cialise in recognising magnetisation while other calculate the local energy depending

on the direction of neighbouring spins. In the case of the 2D-XY model, half of the

filters learned to recognise the general difference in spin angles, while the other half

specialised in small angle corrections.

All of the studies presented above, not only prove the effectiveness of Neural

Networks in classifying phases. They also imply that there are consistent physical
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features that the algorithm learns in order to perform this task and that it is possible

to identify them with parts of the network like the activation and weight matrices.

4.2 Optimal Model Construction

In order to code the Neural Network, the python library TensorFlow was chosen.

While TensorFlow does include premade models called APIs in order to study the

learning process, the neural network was coded without using these. By coding the

NN model from scratch it was possible to achieve more flexibility in choosing the

learning functions, variables and other model parameters. Another advantage of this

approach is that TensorFlow allows the user to extract data from structures called

tensors, from all the elements of the NN at any point of the learning or evaluation

stages, thus providing a way to prove inside the ”black box” at will.

The spin configurations were generated from the square lattice Ising model using

the code by Diego Gomez found in [16]. The data was labeled using a vector with two

components: If the first component is 1 and the second is 0, then the corresponding

sample is above the critical temperature, the inverse case means that a sample is

below the critical temperature. The overall architecture, which was used in every

subsequent version, consists of a DNN with one hidden layer and two output neu-

rons. This architecture, implies that the learning task consists in reproducing the

label vectors correctly for each sample. All of the units in the network were chosen

to have a sigmoid type activation. An example of the output of such a model can be

seen in figure 4.2.

Several models were tested to determine the simplest model that solved the classi-

fication task, thus producing data that would be easier to interpret. The first neural

network was implemented using a gradient descent learning rule and a cross-entropy

cost function with no regularization. The first data set consisted of 210, 20× 20 spin
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configurations, generated from 210 steps in the Montecarlo simulation.

This first model failed to optimise the weights fast enough and, in order to achieve

a training accuracy of at least 80%, a number of epochs the order of 20000 was needed,

which inevitably leads to overfitting. For neural network to travel faster over the pa-

rameter space, an Adam Optimiser learning rule was then implemented. This rule

adjusts the learning algorithm depending on the value of the cost function, thus mak-

ing the learning process more efficient. This new learning rule allowed the model to

always achieve a training accuracy close to 98% in less than 100 epochs, but resulted

in a poor performance in the evaluation set. This is due to the fact that the neural

network is capable of learning the main features of the data, but the signals from

these are so strong that they ”drown” the signals coming from other features, which

are relevant in generating predictions.

To address this issue, a regularisation term was added to the cost function and a

number of tests were run with L2 and L1 regularization. The model with L2 regular-

ization performed significantly better, achieving a training accuracy higher that 90%

after 5000 epochs, while the L1 model failed to reach even 89% accuracy in the same

amount of iterations.

The same tests were then repeated for a new data set, consisting of configura-

tions of 32 × 32 spins, generated with 213 steps. A higher accuracy was achieved

for each test, as was expected from the literature, but the the best model remained

cross entropy with L2 regularization and Adam optimiser, as can be seen in figure 4.2.

Given the results of the tests described above, the neural network with cross

entropy, Adam Optimiser and L2 regularisation was chosen as the learning scheme.

Then, in order to decide the optimal amount of hidden neurons, several networks with
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Fig. 4.1. Output of the DNN on the evaluation set consisting of 32×32
spin configurations as a function of temperature

these characteristics were trained on the same data set while varying the amount of

hidden neurons.

Figure 4.2 shows the precision recall curves, F1 score and the area under curve

(AUC) for neural networks with a hidden layer size ranging from 1 to 500 neurons.

The precision recall curves were calculated using the confusion matrix elements of

each network as a function of the decision threshold t: If the output of a neuron had

a value larger than t then this would correspond to 1, otherwise the output would be

taken as 0. The F1 score was calculated from the precision recall curves as

F1 = max
(

2 · precision(t) · recall(t)
precision(t) + recall(t)

)
. (4.1)
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Fig. 4.2. Training accuracy for several learning rules on a training
set consisting of 32 × 32 spin configurations. Gradient Descent and
Adam Optimiser correspond to models with no regularisation, while
L1 and L2 curves correspond to Adam Optimiser with of L1 or L2
regularisation

Since a high F1 score and AUC are interpreted as a high capability for generalisa-

tion [17], the largest value for both of these would correspond to an optimal hidden

neuron size. The highest F1 was found to be F1 = 0.965675 for 50 hidden neurons

and the largest AUC was auc = 0.993660 for 100 hidden neurons, which implies that

the optimal number of hidden neurons lies between 50 and 100. Having said this,

it was also found that a network consisting of only three hidden neurons achieved

a performance close to the optimal network, with an F1 and AUC of 0.959449 and

0.987144 respectively.
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Fig. 4.3. Model comparison. The plot on the left correspond to pre-
cision recall curves for various network size and the one on the right
is a plot of the F1 score and AUC as a function of network size.

4.3 Classification of Neurons

The performance of the three hidden neuron DNN found in the last section and

the three hidden neuron toy model presented in [5] indicate that there is a level of re-

dundancy in a DNN with a hidden layer with more than three neurons. This suggests

that, given a neural network of size nh > 3, it should possible to place each neuron

into groups, or classes, with other neurons that respond to similar features in the data.

Unsupervised learning was used to see if it was possible to find such a structure

inside the hidden weights. 18 DNN’s with nh = 70 were trained on random subsets

from the same set of 32× 32 spin configurations. The weights from the hidden layers

of these networks were grouped to form a new data set, such that each weight was

considered a sample and each pixel a feature, in analogy to an image classification

task. Principal component analysis (PCA) was performed on this hidden weight set

Wh, in order to reduce the dimension of the data in terms of the eigenvectors. The

results shown in figure 4.3 indicate that the first two principal components are more
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than enough to explain most of the variance in the data.
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Fig. 4.4. Principal component analysis of the neuron weights data set.

The projection of Wh on the eigenvectors was then fed on a K-means clustering

algorithm. In order to find the appropriate number of clusters, the elbow method

was used. As shown in figure 4.3, the mean variance inside of each cluster, called the

inertia, does not change in any significant way by separating the data in more than

4 clusters. This suggests that dividing the weight matrices in 4 distinct clusters is an

good classification for the data.

The results of the 4 cluster K-means classification are shown in figure 4.3. A clear

decision boundary between all four clusters can be seen, indicating that there are four

types of distinct neurons. Then, for each cluster a mean neuron was calculated which
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Fig. 4.5. Elbow method for K-means.The curve indicates that, choos-
ing more than four clusters does not result in a significant change in
the inertia of the clusters.

are shown in the top row of figure 4.3. At first glance the four mean neurons, seem

to consist of two images and their negatives. The Fourier transform of each image,

shown in the middle row of 4.3, confirms this proposition, but also shows that there

is no perceivable symmetry inside the mean neurons. The bottom row of 4.3 shows

the weight matrices of a trained neural network with four hidden neurons. The gen-

eral distribution of this 4 hidden neuron network resembles the mean neurons found

earlier, but the structures are more diffuse around the edges giving the impression of

a noisier image.
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Fig. 4.6. K-means on the PCA transformed weight data set. The four
clusters were chosen according to the elbow method.

This relation of the mean neuron weights and their negatives, is also reflected

in their activation. Figure 4.3 shows that two of the activation functions are highly

similar and the remaining two are almost inversions of them. The top row, showing

the activation as function of temperature, does show that the output of two neurons

spreads after the critical temperature. The bottom row of figure 4.3 shows that the

maximum activation of each mean neuron is achieved for spin configurations corre-

sponding to either very negative or positive magnetisation, as is show in the bottom

row of figure 4.3.

Another plot, showing the activation for the mean neurons as a function of mag-

netisation reveals that two of the neurons, behave in almost the same way. This
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Fig. 4.7. Classification of neurons from the data set generated from
DNN’s with 70 hidden units. The top row shows the mean neuron
weights for each cluster and the middle one shows their Fourier trans-
form. The last row shows the trained weights of a neural network
with 4 hidden units.

indicates that, two of the four identified clusters of neurons are highly similar and

might be redundant. And thus, a 3-means clustering onWh produces a clear decision

boundary between the three classes. Another set of Mean neurons was calculated for

this case which is shown, along with the Fourier transform and hidden layer weights

for a network with 3 hidden units, in figure 4.3. This 3-means case produced the

same results as the 4-means case.

Both the 3-means and 4-means cases were then used to create two neural networks

with the mean neurons set as constants for the hidden weights, training only the bias
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Fig. 4.8. Activation of the mean neurons. The top row show the
activation as a function of temperature. The bottom row shows the
image that produces the maximum activation for each mean neuron.

and output layer weights. The case of the 4 means network achieved a training ac-

curacy of 71% and 69% evaluation accuracy. On the other hand, the 3-means case

achieved 70% and 68% training and test set accuracy.

4.4 Discussion of the Results and Conclusions

While the results obtained by the several test described in the last section, largely

reproduce results already expected from the literature, like the fact that a neural

network trained on the Ising Model learns the magnetisation, some insights can be

obtained from them.
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Fig. 4.9. Activation function for 4 mean neurons as a function of
magnetisation. The red distribution, represents the activation of two
highly similar neurons.

The results of the 3-means and 4-means clustering imply that the three neuron toy

model proposed in [5] and the four hidden neuron model from [4] emerge naturally

from networks of larger size: A network with more than three hidden units will

tend to develop it’s weights into subsets of highly similar neurons which learn either

positive or negative magnetisation with the addition of some neurons that activate

in both cases, as is shown in figure 4.3. The existence of this ambiguous neurons

might imply that there is correlation between neurons specialising in negative and

positive magnetisation, that is not expressed in the connections coded explicitly in

the algorithm.
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Fig. 4.10. Mean neurons for the case of 3 clusters.

From the mean neuron classification can also be deduced that some of what would

be called statistical noise present in the weight matrices of the hidden layer is actually

relevant. This is implied by the poor results of the networks with the mean neuron

weights set as constant, in comparison with the high classification capabilities of a

network with the same amount of hidden units trained from the start. By calculating

the mean neurons, the small differences between the weight matrices (dubbed as noise)

are cancelled out, thus producing the sharper more defined images in the top row of

figure 4.3. On the other hand, this noise is maintained on a 3 neuron network as is

evidenced on the bottom row of the same figure, which show similar but noisier, more

diffuse images. This importance of noise also suggest that, in larger networks, the

small differences between redundant neurons serve the purpose of fine tuning, thus
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explaining the result, shown in figure 4.2, that the optimal network size lies between

50 and 100 hidden units.

The high redundancy found in the 70-hidden unit network is reflected in the results

of the PCA, when considering the similarity of neuron classification to image feature

extraction. When PCA is applied to a set of images like photographs, the principal

components are expressed in the form of eigen images. This are diffuse versions of

the input images which manage to capture the main objects displayed in them. The

eigen images can then be used to reconstruct images of various types present in the

data set. The fact that the first eigen image of the neuron weights already represents

more than 90% of the variance, is an indication that the neurons can be more or

less reconstructed by one image. This implies that the images formed by the neuron

weights all follow a general profile or distribution.

Finally, and following the idea of [4] that the featureless noise of the neuron weights

is related to the the symmetries of the Ising Model, the fact that neurons tend to

develop weights that are the negative image of others as show in figures 4.3 and 4.3,

could be a form of expressing Z2 invariance. If one also considers the exceptional

performance of a network trained on square-lattice samples on a triangular lattice

data set obtained in [5], then it would seem that neural networks would be able to

recognise universality classes and the critical exponents related to them.

The clustering results shown in the last section, only include the analysis for

the hidden neuron weights. A data set including the output neurons, each sample

consisted of 1024 features, representing the hidden neuron weights, plus two more cor-

responding to the output layer weights could be considered. The clustering method

presented in the last section, yielded the same results for this data set including

the output weights. The PCA analysis indicated that one principal component was

enough to explain most of the variance and the appropriate number of cluster was

also four. No evidence was found, that the output layer label contributes in the spe-
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cialisation of the hidden neurons in a significant way.
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5. FURTHER STUDIES

To conclude this work, the direction in which it could be continued will be briefly

discussed as final remarks. Including further studies in the Ising model and a possi-

ble implementation of the method discussed in chapter four for the XY model. Also,

some applications for more sophisticated Neural Network architectures are presented.

While, the results from last chapter imply that neural networks are capable of

learning order parameters and symmetries of a model, they do not say much in

regards of critical exponents. A possible way to relate this quantities to network

features, would be to calculate the correlation functions of the neuron weights and

compare them with exponential or power law decay. If such a relation could be

found, it could indicate a way to further differentiate the neurons that were typified

into three groups in chapter four. Also, even though no indication of a feature akin

to susceptibility was found in the DNN, it would be expected that such a quantity

could be found in a Neural Network, as a function with a divergence near the phase

transition.

Perhaps an even better way to study the relation between neural networks and

critical exponents would be to train a Neural Network on samples from the one di-

mensional XY-Model. The results discussed in chapter three may provide a way to

implement a supervised learning algorithm. As H. T. Quan proved in [12], the XY-

Model chain exhibits pseudo critical behaviour for T close to 0 and external magnetic

field B = 1, as evidenced by the divergence of the susceptibility χ. One could think

about generating samples at a fixed, small T while varying the anisotropy parameter

γ and labelling them depending on, whether γ is smaller or bigger than 0.8. The

process would then be repeated for another temperature. In this way, the problem is
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reduced to a binary classification task: The NN would then be trained to correctly

classify the samples according to their γ. Then, the method of neuron typification

from chapter four could be applied, in order to find physical structures within the

weights. From this point of view, the problem is not whether or not a Neural Network

is capable of classifying the phases of a model (all samples belong to the same phase

for an XY-model chain), but which physical quantities is the NN capable of learning

during training.

Another direction that could be taken in studying the phase transition problem,

would be to use Convolutional Neural Networks. As was proven by [4], [5], [15] and

discussed in chapter four, a CNN is capable of learning local energetic constraints.

These could be the angle between spins in the two dimensional XY-model [4], [15],

or the toric code from Ising gauge theory [5]. As such, CNN’s would be expected to

excel in the analysis of highly correlated systems.

Deep Learning networks have also been successful at classifying phase transitions.

In [18], S. Arai, M. Ohzeki and K. Tanaka train a Deep Learning Network on samples

generated from the Transverse Ising Model (TIM). The authors were able to estimate

the critical transverse field Γc for the quantum phase transition, by training the model

to predict the transverse field Γ. The problem was mapped into a multi-class classi-

fication problem by restricting the Γ to a set of discreet values, each representing a

class. Then Γc was estimated by analysing the weights of the last hidden layer, as a

function of Γ and locating the point of a sharp change in their values. Thus, proving

that these neurons specialise in samples from either point of the phase transition.

The authors then identified the mean weight for each class, as type of magnetisation

order parameter.

So far, the implementation of Neural Networks has been mostly restricted to

models with well understood phase transitions and order parameters. This is due
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to the fact that, the effectiveness of NN’s to classify phase transitions is still being

put to test. It would expected that, once the learning process has been understood,

NN’s would be a useful tool in analysing complicated models or data taken directly

from experiments, as is proposed in [18], by pointing towards non trivial physical

phenomena that may be relevant to identify the nature of the samples being studied.
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A. CODES

A.1 Neural Network algorithm

Here is the algorithm used to build the Neural Network used to classify the phases

of the square lattice Ising model. Commented code corresponds to different options

for the model. The keyword path represents the path to the directories were the data

is stored.

import pickle

import numpy as np

import matplotlib.pyplot as plt

import tensorflow as tf

import pandas as pd

from sklearn.model_selection import train_test_split

#The data corresponds to a matrix in which each row vector

corresponds to a LxL spin configuration

#at a certain temperature. The number of rows of this data matrix

indicate the number of configurations

#and the number of columns is L**2

#the data was generated using the code found in https://github.com/

tarod13/Monograph

def load_pickle(pickle_file):
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try:

with open(pickle_file, ’rb’) as f:

pickle_data = pickle.load(f)

except UnicodeDecodeError as e:

with open(pickle_file, ’rb’) as f:

pickle_data = pickle.load(f, encoding=’latin1’)

except Exception as e:

print(’Unable␣to␣load␣data␣’, pickle_file, ’:’, e)

raise

return pickle_data

with open(’spins_nConfig4600.p’, ’rb’) as f:

data = pickle.load(f)

temp = load_pickle(’temperatures_nConfig4600.p’)

n_config=np.shape(data)[0]

n_spins=len(data[0,:])

print(n_config)

print(n_spins)

M=[] #stores the total (scaled) magnetisation of each configuration

in terms of temperature

#Calculates magnetisation for each configuration.

for i in range(0,n_config):

m=0
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m=np.sum(data[i,:])/n_spins

M.append(m)

#The label consists of two component vector: [1,0] means above

critical T and [0,1] means below critical T.

#Holds all the labels.

labels_T=np.zeros((len(temp),2))

#Assigns a label with respect to critical temperature-

def T_labels(Ma,Te,crit,labels):

T=np.array(Te)

M = np.array(Ma)

ii= T< crit

jj = T>=crit

#under Tc

labels[ii,:]=[0,1]

labels[jj,:]=[1,0]

return T[ii], M[ii], T[jj], M[jj]

Tc=2.2691853

T_small, M_small, T_big, M_big = T_labels(M, temp, Tc,labels_T)

data = pd.DataFrame(data)

temp = pd.DataFrame(temp,columns=[’T’])

data_withT = pd.concat([data,temp],axis=1)
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#creates a train test split. Delete if you have another data set

X_trainT, X_testT, y_train, y_test = train_test_split(data_withT,

labels_T,test_size=0.3,random_state=101)

X_train=X_trainT.drop(’T’, axis=1)

X_test = X_testT.drop(’T’, axis=1)

#Creation of the NN

#Initialises weights

def weig(shape):

first= tf.random_normal(shape,stddev=0.2)

return tf.Variable(first)

#Initialises bias

def bi(shape):

first = tf.constant(np.random.rand(), shape=shape)

return tf.Variable(first)

#Defines the output function of each neuron in the layer

def layers(x, W,b):

return tf.nn.sigmoid(tf.matmul(x, W)+b)

n_labels=2 #there will be one output neuron for each label

hidden=5 #number of hidden units

size=n_spins #system size
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#Now we create the model with the input vector and teacher vector.

This is the input layer

x = tf.placeholder("float", shape=[None, size])

y = tf.placeholder("float", shape=[None, n_labels]) #teacher vector =

label

#defining the hidden layer

W_1 = weig([size,hidden])

b_1 = bi([hidden])

lay_1 = layers(x, W_1,b_1)

#Output layer

W_2 = weig([hidden,n_labels])

b_2 = bi([n_labels])

y_hat=layers(lay_1, W_2,b_2) #our predicted value

#Defining the cost function

error = tf.nn.softmax_cross_entropy_with_logits(labels=y, logits=y_hat

)

#Adds an regularization term to with a beta value

beta =0.01 #for L2

alpha=0.002 #for L1

#Creates an l1 regularizer

#def l1_true(): return tf.contrib.layers.l1_regularizer(scale=alpha,

scope=None)

#no reg
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#error = tf.reduce_mean(error)

#this one for l2

error = tf.reduce_mean(error + beta *( tf.nn.l2_loss(W_1)+tf.nn.

l2_loss(W_2)))

#this one for l1

#l1_reg = tf.contrib.layers.l1_regularizer(scale=alpha, scope=None)

#wweights = tf.trainable_variables()

#reg_penalty = tf.contrib.layers.apply_regularization(l1_reg,

wweights)

#error = tf.reduce_mean(error + reg_penalty)

#optimizer = tf.train.GradientDescentOptimizer(learning_rate=0.001)

optimizer = tf.train.AdamOptimizer(0.001)

train = optimizer.minimize(error)

#predictions

correct_prediction = tf.equal(tf.argmax(y_hat,1), tf.argmax(y,1))

accuracy = tf.reduce_mean(tf.cast(correct_prediction, "float"))

#creates an object to save the trained model

saver2= tf.train.Saver()

#TRAINING the NN

#Variable outputs used to access data from the session tensors
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out=np.zeros(shape=(len(temp),n_labels))

outav=np.zeros(shape=(len(temp)))

outac = np.zeros(shape=(len(temp)))

evolve_acc = []

ii=4

#starting a session

init = tf.global_variables_initializer()

with tf.Session() as sess:

sess.run(init)

epochs = 5000

#training cycle

for i in range(epochs):

train_accuracy = sess.run(accuracy,feed_dict={ x:X_train, y:

y_train})

sess.run(train,feed_dict={x:X_train, y:y_train})#feeding data

to the place holders

#stops training when accuracy crosses a certain threshold

if i%50 == 0:

evolve_acc.append(train_accuracy)

print ("step␣%d,␣training␣accuracy␣%g"%(i, train_accuracy))

if(train_accuracy>=0.98):

print(train_accuracy)

print(i)

break;

#now let’s try checking the neuron outputs for each temperature
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out=(sess.run(y_hat,feed_dict={x:X_train, y:y_train}))

for i in range(len(temp)):

res=sess.run(y_hat,feed_dict={x: X_train, y: y_train})

outav=res #neuron outputs

saver2.save(sess, ’output_path/ising.ckpt’)

#evaluates the trained network with new unlabelled data

with tf.Session() as sess:

#restores the model

saver2.restore(sess, ’path/ising.ckpt’)

for i in range(len(y_test)):

output= sess.run(y_hat,feed_dict={x:X_test})

eval_accur=accuracy.eval({ x: X_test, y:y_test})

print(’evaluation␣accuracy=’, eval_accur )

h_w, o_w= sess.run([W_1,W_2],feed_dict={x:X_test})

#saves the results

x=X_testT[’T’]

plt.scatter(x, output[:,0], label= ’High␣T␣neuron’)

plt.scatter(x, output[:,1], label= ’Low␣T␣neuron’)

plt.legend()

plt.title(’eval␣accuracy:␣’+ str(eval_accur))

plt.savefig(’path/eval_performance.pdf’)

weigth_out=pd.DataFrame(h_w)
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weigth_out.to_csv(’path//W.csv’)

out_out=pd.DataFrame(o_w)

out_out.to_csv(’/path/O.csv’)

n_output = pd.DataFrame(output)

n_output.to_csv(’path/n.csv’)

true_out= pd.DataFrame(y_test)

true_out.to_csv(’path/true.csv’)

acc_out=pd.DataFrame(evolve_acc)

acc_out.to_csv(’path//acc_5.csv’)

A.2 Model Comparison

This code, generates the precision recall curves and calculates the area under curve

(AUC) and f1 factor. The input consists of the true labels and the output of several

Neural Networks, where each of them has an number of hidden units between from 1

and 500.

import numpy as np

import matplotlib.pyplot as plt

import pandas as pd

import sklearn.metrics

#Loads the neuron output

#first column represents the high temprature neuron output, the

other represents the low temperature neuron

#we choose the high temperature neuron



59

o_500= pd.read_csv(’/Users/rasputin/Desktop/Uni/Tesis/Ising_NN/32x32/

L2_reg/n_500.csv’).iloc[:,1]

y_500 = pd.read_csv(’/Users/rasputin/Desktop/Uni/Tesis/Ising_NN/32x32/

L2_reg/true_500.csv’).iloc[:,1]

#number of networks trained

data_size=14

#saves the neural network outputs for each network, index 0 is the

largest ammount of hidden neurons (500)

# and descends from there the lowest being 1

n_output = np.zeros((len(y_500),data_size))

#saves true values for the data

y_true = np.zeros((len(y_500),data_size))

n_output[:,0]=o_500

y_true[:,0]=y_500

n_output[:,1]= pd.read_csv(’path/n_450.csv’).iloc[:,1]

y_true[:,1] = pd.read_csv(’path/true_450.csv’).iloc[:,1]

n_output[:,2]= pd.read_csv(’path/n_400.csv’).iloc[:,1]

y_true[:,2] = pd.read_csv(’path/true_400.csv’).iloc[:,1]

n_output[:,3]= pd.read_csv(’path/n_350.csv’).iloc[:,1]

y_true[:,3] = pd.read_csv(’path/true_350.csv’).iloc[:,1]

n_output[:,4]= pd.read_csv(’path/n_300.csv’).iloc[:,1]

y_true[:,4] = pd.read_csv(’path/true_300.csv’).iloc[:,1]

n_output[:,5]= pd.read_csv(’path/n_250.csv’).iloc[:,1]

y_true[:,5] = pd.read_csv(’path/true_250.csv’).iloc[:,1]
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n_output[:,6]= pd.read_csv(’path/n_200.csv’).iloc[:,1]

y_true[:,6] = pd.read_csv(’path/true_200.csv’).iloc[:,1]

n_output[:,7]= pd.read_csv(’path/n_150.csv’).iloc[:,1]

y_true[:,7] = pd.read_csv(’path/true_150.csv’).iloc[:,1]

n_output[:,8]= pd.read_csv(’path/n_100.csv’).iloc[:,1]

y_true[:,8] = pd.read_csv(’path/true_100.csv’).iloc[:,1]

n_output[:,9]= pd.read_csv(’path/n_50.csv’).iloc[:,1]

y_true[:,9] = pd.read_csv(’path/true_50.csv’).iloc[:,1]

n_output[:,10]= pd.read_csv(’path/n_20.csv’).iloc[:,1]

y_true[:,10] = pd.read_csv(’path/true_20.csv’).iloc[:,1]

n_output[:,11]= pd.read_csv(’path/n_10.csv’).iloc[:,1]

y_true[:,11] = pd.read_csv(’path/true_10.csv’).iloc[:,1]

n_output[:,12]= pd.read_csv(’path/n_3.csv’).iloc[:,1]

y_true[:,12] = pd.read_csv(’path/true_3.csv’).iloc[:,1]

n_output[:,13]= pd.read_csv(’path/n_1.csv’).iloc[:,1]

y_true[:,13] = pd.read_csv(’path/true_1.csv’).iloc[:,1]

#calculates precision recall parameters in function of the threshold

t

#takes the first neuron (high temperature) index corresponds to the

largest ammount of hidden neurons (500)

# and descends from there to the lowest index: 1

pre=[]

rec=[]

tre=[]

#saves the f1 indexes for each network

f1=[]

#area under curve values for each network
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auc=[]

for i in range(0,data_size):

p, r, t = sklearn.metrics.precision_recall_curve(y_true[:,i],

n_output[:,i])

pre.append(p)

rec.append(r)

tre.append(t)

f1.append(max(2*(pre[i]*rec[i]/(pre[i]+rec[i]))))

auc.append(-np.trapz(pre[i], rec[i]))

plt.plot(pre[0],rec[0],label=’h=500’)

plt.scatter(pre[13],rec[13],label=’h=1’, marker=’x’)

for i in range(1,data_size-1):

plt.plot(pre[i],rec[i])

plt.xlabel(’Recall’)

plt.ylabel(’Precision’)

plt.title(’Precision␣Recall␣curves’)

plt.legend()

plt.savefig(’prerec.pdf’)

ii = np.where(f1 == max(f1))[0]

jj= np.where(auc == max(auc))[0]

print(’best␣f1␣index␣found␣in’,ii,’which␣corresponds␣to␣50␣hidden␣

neurons’)

print(’best␣auc␣index␣found␣in’,jj,’which␣corresponds␣to␣100␣hidden␣

neurons’)
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d={’f1’:f1, ’auc’:auc}

performance=pd.DataFrame(d)

performance

xx=np.linspace(500,1,14)

plt.plot(xx,f1,label=’f1’)

plt.plot(xx,auc,label=’auc’)

plt.legend()

plt.xlabel(’network␣size’)

plt.title(’Area␣Under␣Curve␣and␣F1’)

plt.savefig(’auc_f1.pdf’)

figg, axx= plt.subplots(1,2,figsize=(10,4))

axx[1].plot(xx,f1,label=’f1’)

axx[1].plot(xx,auc,label=’auc’)

axx[1].legend()

axx[1].set_xlabel(’network␣size’)

axx[1].set_title(’Area␣Under␣Curve␣and␣F1’)

axx[0].plot(pre[0],rec[0],label=’h=500’)

axx[0].scatter(pre[13],rec[13],label=’h=1’, marker=’x’)

for i in range(1,data_size-1):

axx[0].plot(pre[i],rec[i])

axx[0].set_xlabel(’Recall’)
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axx[0].set_ylabel(’Precision’)

axx[0].set_title(’Precision␣Recall␣curves’)

axx[0].legend()

plt.savefig(’aucf1prerec.pdf’)

A.3 Learning Rule Comparison

this code produces a graph the efficiency of the following learning rules: Gradient

descent Adam optimiser, Adam with L2 regularisation and Adam with L1 regulari-

sation.

no_reg= pd.read_csv(’path/acc_noreg_200.csv’).iloc[:,1]

adam = pd.read_csv(’path/acc_adam_noreg_200.csv’).iloc[:,1]

l2_best= pd.read_csv(’path/acc_cross_entropy_200.csv’).iloc[:,1]

l1 = pd.read_csv(’path/acc_cross_entropy_200.csv’).iloc[:,1]

x1=np.linspace(0,5000,len(l1))

x2=np.linspace(0,5000,len(l2_best))

x3=np.linspace(0,5000,len(no_reg))

x4=np.linspace(0,5000,len(adam))

plt.plot(x1,l1, label=’L1’, linestyle= ’-.’)

plt.plot(x2,l2_best,label=’L2’, linestyle=’--’)

plt.plot(x3,no_reg, label=’Gradient␣Descent’,linestyle=’:’)

plt.plot(x4,adam,label=’Adam␣Optimiser’, )

plt.title(’Learning␣Rules’)

plt.xlabel(’Epochs’)

plt.ylabel(’Accuracy’)
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plt.legend()

plt.savefig(’accuracy.pdf’)

A.4 Classification of Neurons

This code is the PCA and k-means method, described in chapter four, to find

classes for a DNN with 70 hidden neurons. The data set consists of neuron weights

generated by several different tests. The variable Wo is the data set that includes the

output neuron weights.

import numpy as np

import matplotlib.pyplot as plt

import pandas as pd

from sklearn.cluster import KMeans

from mpl_toolkits.mplot3d import Axes3D

from sklearn.decomposition import PCA

from sklearn.preprocessing import StandardScaler

#loads data

w= pd.read_csv(’path/W_70_1.csv’)

o=pd.read_csv(’path/O_70_1.csv’)

#creates a data frame containing all the data

for i in range(2,3):

dummy=pd.read_csv(’path/W_70_’+str(i)+’.csv’)

dum2 = dummy.drop([’Unnamed:␣0’], axis = 1)

w=pd.concat([w,dum2],axis=1)

du= pd.read_csv(’path/O_70_’+str(i)+’.csv’)
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o=pd.concat([o,du],axis=0)

w4 = pd.read_csv(’path/W_4.csv’)

w5 = pd.read_csv(’path/W_5.csv’)

w3 = pd.read_csv(’path/W_3.csv’)

#transpose such that the features (pixels) are presented as columns

and the rows are observations

#such that the first 70 rows are the weights for the 70 hidden

neurons in the first neural network

#the next 70 rows are the weights for the 70 hidden neurons in the

second neural network and so on

w=w.drop([’Unnamed:␣0’], axis=1)

w3=w3.drop([’Unnamed:␣0’], axis=1)

w4=w4.drop([’Unnamed:␣0’], axis=1)

w5 = w5.drop([’Unnamed:␣0’], axis=1)

#o= o.drop([’Unnamed: 0’], axis = 1)

w=w.T

w4=w4.T

w5 =w5.T

w3 = w3.T

o= o.reset_index(drop=True)

w= w.reset_index(drop=True)

#data set incluidng the output layer weights as additional features

wo=pd.concat([w,o], axis=1)

#Performing PCA on the raw data to extract features

#first, scales the data to ensure the pca is donde correctly
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scaler=StandardScaler()

scaler.fit(w)

w_scaled = scaler.transform(w)

# determines how many eigen-images should be used to represent the

variance

pca = PCA(n_components=15)

pca.fit(w_scaled)

var=pca.explained_variance_

n_com=np.linspace(1,15,15)

plt.scatter(n_com,var/np.sum(var),marker=’x’)

plt.xlabel(’Eigenvectors’)

plt.ylabel(’Variance’)

plt.title(’PCA␣on␣weight␣data’)

print(’First␣eigen-vector␣var:’, var[0]/np.sum(var), ’␣second␣var’,

var[1]/np.sum(var))

plt.savefig(’pca.pdf’)

#The results imply that two eigen vectors is enough

#Transforms the data to these

w_pca=pca.transform(w_scaled)

print(np.shape(w_pca))

np.shape(w)

#k-means

inert = []

#elbow method

for i in range(1,11):

kmeans_pca = KMeans(n_clusters=i,init=’k-means++’,max_iter=500,

n_init=10)
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kmeans_pca.fit(w_pca)

inert.append(kmeans_pca.inertia_)

plt.plot(range(1,11),inert)

plt.title(’Elbow␣Method’)

plt.xlabel(’Number␣of␣clusters’)

plt.ylabel(’Inertia’)

plt.savefig(’elbow.pdf’)

#Using the elbow results to generate the apropiate number of

clusters

# Applying k-means to the raw neuron data set

n_pca=3

kmeans_pca = KMeans(n_clusters=n_pca,init=’k-means++’,max_iter=500,

n_init=10,random_state=0)

y_pca = kmeans_pca.fit_predict(w_pca)

for i in range(0,n_pca):

plt.scatter(np.asarray(w_pca)[y_pca == i, 0], np.asarray(w_pca)[

y_pca == i,1], alpha=0.7)

plt.scatter(kmeans_pca.cluster_centers_[:,0], kmeans_pca.

cluster_centers_[:,1],marker=’x’,s=100,c=’black’)

plt.title(’Clusters␣of␣neurons’)

plt.xlabel(’First␣Principal␣Component’)

plt.ylabel(’Second␣Principal␣Component’)

plt.savefig(’clusters3.pdf’)
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#plots the weith matrices for the

def plots_w(wi):

#spin number for the sides of the square

n_s=int(np.sqrt(len(wi[0,:])))

fig, ax = plt.subplots(4,4,figsize=(10,10))

im=ax[0,0].imshow(wi[0,:].reshape(-1,n_s))

ax[0,1].imshow(wi[1,:].reshape(-1,n_s))

ax[0,2].imshow(wi[2,:].reshape(-1,n_s))

ax[0,3].imshow(wi[3,:].reshape(-1,n_s))

ax[1,0].imshow(wi[4,:].reshape(-1,n_s))

ax[1,1].imshow(wi[5,:].reshape(-1,n_s))

ax[1,2].imshow(wi[6,:].reshape(-1,n_s))

ax[1,3].imshow(wi[7,:].reshape(-1,n_s))

ax[2,0].imshow(wi[8,:].reshape(-1,n_s))

ax[2,1].imshow(wi[9,:].reshape(-1,n_s))

ax[2,2].imshow(wi[10,:].reshape(-1,n_s))

ax[2,3].imshow(wi[11,:].reshape(-1,n_s))

ax[3,0].imshow(wi[12,:].reshape(-1,n_s))

ax[3,1].imshow(wi[13,:].reshape(-1,n_s))

ax[3,2].imshow(wi[14,:].reshape(-1,n_s))

ax[3,3].imshow(wi[15,:].reshape(-1,n_s))

fig.subplots_adjust(right=0.8)

cbar_ax = fig.add_axes([0.85, 0.15, 0.05, 0.7])

fig.colorbar(im, cax=cbar_ax)
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print(np.shape(w))

#selects the sample indexes for each cluster

#the goal is to find out if the neutons are localized inside the

newtork

#( see if neurons in the same cluster tend to be near each other in

the network

clus0= np.asarray(w)[y_pca == 0,:]

i0 = np.where(y_pca == 0)[0]

i1 = np.where(y_pca == 1)[0]

i2 = np.where(y_pca == 2)[0]

i3 = np.where(y_pca == 3)[0]

#i0 = np.where(y_pca<70)

print(’size␣of␣each␣cluster:’,len(i0),len(i1),len(i2),len(i3) )

print(i0[:70])

#finds the mean image of each cluster

#samples = [n_images,n_pixels]

print(np.shape(clus0))

def mean_im(samples):

#number of spins

n_s=int(np.sqrt(len(samples[0,:])))

n_im= len(samples[:,0])

#matrix form of the first image

m=samples[0,:].reshape(-1,n_s)

#matrix sum

for i in range(1,len(samples)):

mi=samples[i,:].reshape(-1,n_s)
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m= m+ mi

return m/n_im

fig_mean, ax_mean= plt.subplots(3,3,figsize=(12,8))

for i in range(0,n_pca):

clus_mean=mean_im(np.asarray(w)[y_pca == i,:])

#generates an output

output=pd.DataFrame(clus_mean)

print(np.shape(output))

output.to_csv(’/Users/rasputin/Desktop/Uni/Tesis/Ising_NN/32x32/3

mean_w70_’+str(i)+’.csv’)

#finds the negaive map

neg_mean=-1*clus_mean

#fourier transforms the means

f = np.fft.fft2(clus_mean)

fshift = np.fft.fftshift(f)

magnitude_spectrum = np.log(np.abs(fshift))

print(np.sum(magnitude_spectrum))

#reshapes the weights for a 4 hidden neuron NN

w3_current = np.asarray(w3.iloc[i,:]).reshape(-1,int(np.sqrt(len(

w3.iloc[0,:]))))

ax_mean[0,i].imshow(clus_mean)

ax_mean[1,i].imshow(magnitude_spectrum, cmap = ’gray’)

ax_mean[2,i].imshow(w3_current)
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#ax_mean[2,i].imshow(neg_mean)

plt.savefig(’3mean_neurons.pdf’)

A.5 Mean Neuron Model

This is the code used to build a Neural Network model with the calculated mean

neuron weights as constants. It also finds the sample which produces the maximum

activation for each mean neuron. Most of the code is the same as the standard Neural

Network described earlier.

import pickle

import numpy as np

import matplotlib.pyplot as plt

import tensorflow as tf

import pandas as pd

from sklearn.model_selection import train_test_split

import tensorflow as tf

#loads data for each mean neuron

w0=pd.read_csv(’path/3mean_w70_0.csv’)

w0= w0.drop([’Unnamed:␣0’], axis = 1)

w1=pd.read_csv(’path/3mean_w70_1.csv’)

w1= w1.drop([’Unnamed:␣0’], axis = 1)

w2=pd.read_csv(’path/3mean_w70_2.csv’)

w2= w2.drop([’Unnamed:␣0’], axis = 1)
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w3=pd.read_csv(’path/mean_w70_3.csv’)

w3= w3.drop([’Unnamed:␣0’], axis = 1)

w0.head()

def load_pickle(pickle_file):

try:

with open(pickle_file, ’rb’) as f:

pickle_data = pickle.load(f)

except UnicodeDecodeError as e:

with open(pickle_file, ’rb’) as f:

pickle_data = pickle.load(f, encoding=’latin1’)

except Exception as e:

print(’Unable␣to␣load␣data␣’, pickle_file, ’:’, e)

raise

return pickle_data

with open(’spins_nConfig4600.p’, ’rb’) as f:

data = pickle.load(f)

temp = load_pickle(’temperatures_nConfig4600.p’)

n_config=np.shape(data)[0]

n_spins=len(data[0,:])

print(n_config)

print(n_spins)

M=[] #stores the total (scaled) magnetisation of each configuration

in terms of temperature
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#calculates magnetisation for each configuration

for i in range(0,n_config):

m=0

m=np.sum(data[i,:])/n_spins

M.append(m)

#represents two output neurons [1,0] means above critical T and

[0,1] means below critical T

#holds all the labels

labels_T=np.zeros((len(temp),2))

#assigns label with respect to critical temperature

def T_labels(Ma,Te,crit,labels):

T=np.array(Te)

M = np.array(Ma)

ii= T< crit

jj = T>=crit

#under Tc

labels[ii,:]=[0,1]

labels[jj,:]=[1,0]

return T[ii], M[ii], T[jj], M[jj]

Tc=2.2691853

T_small, M_small, T_big, M_big = T_labels(M, temp, Tc,labels_T)

data = pd.DataFrame(data)

temp = pd.DataFrame(temp,columns=[’T’])
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data_withT = pd.concat([data,temp],axis=1)

#creates a train test split to select a subset of temperatures

X_trainT, X_testT, y_train, y_test = train_test_split(data_withT,

labels_T,test_size=0.3,random_state=101)

X_train=X_trainT.drop(’T’, axis=1)

X_test = X_testT.drop(’T’, axis=1)

#finds the neuron activation as a function of temperature (without

the bias)

def activation(x,w):

return np.dot(x,w)

def sig_act(x,w):

return 1.0/(1.0+np.exp(-np.dot(x,w)))

#for the first neuron len(X_train.iloc[:,0]

act0=[]

act1=[]

act2=[]

act3=[]

for i in range(0,len(X_train.iloc[:,0])):

X_current=[0 if label==False else 1 for label in X_train.iloc[i

,:]]

act0.append(activation(X_current,np.asarray(w0).reshape(32*32,1))

[0])

act1.append(activation(X_current,np.asarray(w1).reshape(32*32,1))

[0])
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act2.append(activation(X_current,np.asarray(w2).reshape(32*32,1))

[0])

act3.append(activation(X_current,np.asarray(w3).reshape(32*32,1))

[0])

#finds the max activation index

max0=act0.index(max(act0))

max1=act1.index(max(act1))

max2=act2.index(max(act2))

max3=act3.index(max(act3))

#finds the training set indices to extract the magnetization values

ind_M=np.asarray(X_trainT[’T’].index)

M_train = []

for i in range(0,len(ind_M)):

M_train.append(M[ind_M[i]])

fig_act, ax_act= plt.subplots(2,4,figsize=(12,7))

ax_act[0,0].scatter(X_trainT[’T’],act0,marker=’x’,alpha=0.4)#va hacia

abajo

im=ax_act[1,0].imshow(np.asarray(X_train.iloc[max0,:]).reshape(32,32))

ax_act[0,1].scatter(X_trainT[’T’],act1,marker=’x’,alpha=0.4) #va hacia

arriba

ax_act[1,1].imshow(np.asarray(X_train.iloc[max1,:]).reshape(32,32))

ax_act[0,2].scatter(X_trainT[’T’],act2,marker=’x’,alpha=0.4)#va hacia

abajo

ax_act[1,2].imshow(np.asarray(X_train.iloc[max2,:]).reshape(32,32))
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ax_act[0,3].scatter(X_trainT[’T’],act3,marker=’x’,alpha=0.4) #va hacia

arriba

ax_act[1,3].imshow(np.asarray(X_train.iloc[max3,:]).reshape(32,32))

plt.savefig(’activation4.pdf’)

plt.scatter(M_train,act0,marker=’x’,alpha=0.4)

plt.scatter(M_train,act1,marker=’x’,alpha=0.4) #va hacia arriba

plt.scatter(M_train,act2,marker=’x’,alpha=0.4) #va hacia arriba

plt.scatter(M_train,act3,marker=’x’,alpha=0.4) #va hacia arriba

plt.ylabel(’Activation’)

plt.xlabel(’Magnetisation’)

plt.savefig(’act_mag4.pdf’)

#Uses the mean neurons to train a new neural network

#the shape is [system size, hidden neurons]

n_labels=2 #there will be one output neuron for each label

hidden=3 #number of hidden units

size=32*32 #system size

#sets the hidden layer weights as constants

def h_weig():

ww0=np.asarray(w0).reshape(32*32,1)

ww1=np.asarray(w1).reshape(32*32,1)

ww2=np.asarray(w2).reshape(32*32,1)

#ww3=np.asarray(w3).reshape(32*32,1)

#include ww3 in concatenate for the 4-means case

dense=np.concatenate((ww0,ww1,ww2),axis=1)
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print(np.shape(dense))

return tf.constant(dense.astype(’float32’))

#initializes output weights

def o_weig(shape):

first= tf.random_normal(shape,stddev=0.2)

return tf.Variable(first)

#initializes bias

def bi(shape):

first = tf.constant(np.random.rand(), shape=shape)

return tf.Variable(first)

#defines the output function of each neuron in the layer

def layers(x, W, b):

return tf.nn.sigmoid(tf.matmul(x, W)+ b)

x = tf.placeholder("float", shape=[None, size])

y = tf.placeholder("float", shape=[None, n_labels]) #teacher vector =

label

#defining the hidden layer

W_1 = h_weig()

b_1 = bi([hidden])

lay_1 = layers(x, W_1,b_1)

#Output layer

W_2 = o_weig([hidden,n_labels])

b_2 = bi([n_labels])

y_hat=layers(lay_1, W_2,b_2) #our predicted value
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#Defining the cost function

error = tf.nn.softmax_cross_entropy_with_logits(labels=y, logits=y_hat

)

#adds an regularization term to with a beta value

beta =0.01 #for L2

#this one for l2

error = tf.reduce_mean(error + beta *( tf.nn.l2_loss(W_1)+tf.nn.

l2_loss(W_2)))

optimizer = tf.train.AdamOptimizer(0.001)

train = optimizer.minimize(error)

#predictions

correct_prediction = tf.equal(tf.argmax(y_hat,1), tf.argmax(y,1))

accuracy = tf.reduce_mean(tf.cast(correct_prediction, "float"))

saver= tf.train.Saver()

#TRAINING the NN

#Variable outputs used to access data from the session tensors

out=np.zeros(shape=(len(temp),n_labels))

outav=np.zeros(shape=(len(temp)))

outac = np.zeros(shape=(len(temp)))

evolve_acc = []

#starting a session

init = tf.global_variables_initializer()
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with tf.Session() as sess:

sess.run(init)

epochs = 5000

#training cycle

for i in range(epochs):

train_accuracy = sess.run(accuracy,feed_dict={ x:X_train, y:

y_train})

sess.run(train,feed_dict={x:X_train, y:y_train})#feeding data

to the place holders

#stops training when accuracy crosses a certain threshold

if i%50 == 0:

evolve_acc.append(train_accuracy)

print ("step␣%d,␣training␣accuracy␣%g"%(i, train_accuracy))

if(train_accuracy>=0.98):

print(train_accuracy)

print(i)

break;

#now let’s try checking the neuron outputs for each temperature

out=(sess.run(y_hat,feed_dict={x:X_train, y:y_train}))

for i in range(len(temp)):

res=sess.run(y_hat,feed_dict={x: X_train, y: y_train})

outav=res #neuron outputs

saver.save(sess, ’path/3mean_neurons.csv’)
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x=X_testT[’T’]

plt.scatter(x, output[:,0], label= ’High␣T␣neuron’)

plt.scatter(x, output[:,1], label= ’Low␣T␣neuron’)

plt.legend()

plt.title(’eval␣accuracy:␣’+ str(eval_accur))

plt.savefig(’path/eval_performance_3mean.pdf’)

weigth_out=pd.DataFrame(h_w)

weigth_out.to_csv(’path/W_3mean.csv’)

out_out=pd.DataFrame(o_w)

out_out.to_csv(’path/O_3mean.csv’)

n_output = pd.DataFrame(output)

n_output.to_csv(’path/n_3mean.csv’)

true_out= pd.DataFrame(y_test)

true_out.to_csv(’path/true_3mean.csv’)

acc_out=pd.DataFrame(evolve_acc)

acc_out.to_csv(’path/acc_3mean.csv’)




