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Super Resolution Methods for Depth Estimation in Light Sheet Light Field
Microscopy

Abstract— In this Master’s Thesis we explore enhanced depth
estimation in light fields acquired with microscopes. We propose
a neural network architecture for the production of novel
angular views. We evaluate the performance of our method
by comparing the precision of depth estimation in the HCI
Light Field Benchmark of its state of the art algorithm when
receiving regular vs. upsampled light fields. We demonstrate
reductions in the error of depth estimation by up to 12-35
percentage points. Complementarily, we present an approach
to increase angular resolution in light field microscopy by
providing optical sectioning of the sample with light sheets from
a digital micromirror device. We also present a Fourier optics
model of pattern projection from the DMD to the sample by a
tube lens and a microscope objective.

I. INTRODUCTION

Depth Estimation from Light Fields

Light field imaging enables to register 3D information
after single-exposure photographs. Light fields used to be
collected by means of multi-camera arrays [1] or light field
gantries [2], but have become widely available through the
incorporation in hand-held cameras [3], and microscopes [4].
A major advantage of acquiring light fields is that the depth
at which objects in the scene sit may be calculated from a
single-shot acquisition. This 3D information, also known as
depth maps, is valuable in cases in which the objects in the
scene are moving rapidly, for instance.

However, for optical imaging devices, diffraction limits the
amount of information which the experimenter may extract
from any given image. Particularly in the case of light field
imaging devices, the total information is divided into angular
and spatial information. This results in an inconvenient
trade-off which has restricted the applicability of light field
imaging: to gain resolution in the estimation of depth along
the scene one will inevitably compromise spatial resolution.
Thus the need to develop super resolution algorithms that
mitigate the resolution limit posed by diffraction.

Given a recorded light field, our objective is to estimate
the corresponding depth map with increased resolution.

Light fields encode angular and spatial information

A 2D photograph contains the information of where each
ray of light which emanated from a scene falls on a camera’s
film plane. For every light ray the position is recorded.
Light fields, on the other hand, contain information of where
on the camera’s film falls each ray of light as well as in
which direction it arrived to the camera. For every light ray
the position and the direction are recorded. Therefore, by
retracing the path of each light ray from the information

contained in a light field, one may reconstruct the 3D
structure of the scene.

Fig. 1. 4D light fields encode the position and direction of light
rays. (A) 5-dimensional parametrization of a light field. (B) 4-dimensional
parametrization of a light field. The position and direction of a light ray may
be encoded in the coordinates of the intersection points of the rays with two
arbitrary planes. In experimental setups the 4-dimensional parametrization
is particularly useful: the two planes are replaced by an array of lenses (uv-
plane) and an array of pixels (xy-plane). 4-dimensional light fields may be
represented as (C) a collection of perspective camera views (only 3x3 out
of a 9x9 grid of views are shown), (D) a collection of perspective microlens
views (only the upper left corner of the scene is shown), (E) a collection
of epi-polar plane images (EPIs). In EPIs, the slope of a ray is proportional
to the depth at which the object sits. This synthetic light field comes from
the HCI Light field dataset [5]

Light fields encode the five dimensional information of the
position and direction of each light ray. That is, the light field
is a luminosity function in terms of position and direction in
a 3D space:

L(x, y, z, θ, φ) (1)

Due to an ingenious parametrization, one may reduce the
dimensionality of the function to a 4-dimensional expression,
as exemplified in figure 1:

L(x, y, u, v) (2)
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In experimental setups the 4-dimensional parametrization
is particularly useful: the two planes are replaced by an array
of lenses (uv-plane) and an array of pixels (xy-plane). If the
uv- and xy-planes were continuous, one could estimate with
infinite precision the position and direction of light rays.
Unfortunately, diffraction and the finite size of our sampling
devices (namely the microlenses and pixels) discretize these
planes. By refining the discretization along the uv- and xy-
planes one may enhance the angular and spatial resolution,
respectively. The precision of depth estimation depends di-
rectly on angular resolution. One way to enhance the angular
resolution of light fields is by synthetically increasing the
number of perspective views.

Deep-learning Based Depth Estimation from Angularly Sub-
sampled Light Fields

We propose a deep-learning based method to enhance the
estimation of depth from light fields. In our method, we
upsample the angular information in light field captures by
training a network to predict new perspective views from
neighboring perspectives. We combine our model for the
estimation of novel angular views with the state-of-the-art
method for depth estimation from light fields to build an
end-to-end method for super-resolved depth estimation from
angularly subsampled light fields.

Light Sheet Light Field Microscopy

Light sheet microscopy provides improved axial resolution
in live 3D samples thanks to optical sectioning (i.e. the
capability to illuminate solely the depth of the sample which
is being imaged) [6]. Such fashion of structured illumination
allows for the selective imaging of features in the sample at
distinct depths which otherwise would be confounded by the
limited angular resolution of the light field imaging device.
Parallelly to our deep learning method, we develop an optical
microscope with axially structured illumination in the form
of light sheets to capture light fields with a priori information
of the depth of features in the sample.

Contributions

Our contributions are as follow:

• A method to produce novel angular views from neigh-
boring perspectives in light fields.

• A light field microscope using a digital micromirror
device (DMD) to produce structured illumination in the
form of light sheets.

II. RELATED WORK

Previous works in super-resolved light field depth es-
timation have addressed the problem from a number of
approaches, namely by i) working on epipolar plane images,
ii) producing novel sub-aperture views, iii) exploiting the
sparsity of the light field signal or performing synthetic
refocusing, and iv) addressing the particular problem of light
field microscopy imaging.

A. Epipolar plane images

In epipolar plane images (such as figure 1.E) objects at
different depths appear as diagonal lines, with their slope
indicating the depth at which the object sits following the
relationship: u

x = d
f , where u and x are the changes in

angular and spatial coordinates of a given ray, d the depth at
which the object sits and f the focal distance of the camera.
Limited resolution in the estimation of the slope of the
diagonal corresponds to limited resolution in the estimation
of the depth.

Works in super resolution light field rendering, such as the
seminal work of Wanner and Goldluecke [7], make use of
epipolar plane images to estimate depth based on the direc-
tion of continuous lines in the tensorial EPI representation.
Li et al. [8] made the method more robust by incorporating
a confidence score to their depth estimations and weighting
them accordingly. Tosic and Berkner [9] improved depth es-
timation by detecting complete rays (and not just ray edges)
in EPIs. Wanner’s idea was further generalized by Diebold
et al. [10], who modified the structure tensor approach for
heterogeneous light fields in which the EPIs have non-
constant intensity in each line. These approaches, however,
rely heavily on the capacity to find edges in epipolar plane
images, which falls short in regions which exhibit occlusions
or poor texture cues and in non-Lambertian scenes. Ziegler
et al. [11] used holograms and light fields as complementary
representations to increase the spatial frequencies of the
EPIs. Moreover, their work incorporated wave optics to light
field analysis, as later did Broxton et al. for microscopy [12].
To handle highly noisy and strong occlusions, Zhang et al.
[13] integrated a spinning parallelogram operator in the 2D
EPI, where the operator measures the slopes of an EPI by
maximizing distribution distances between two parts of the
parallelogram window.

Wu et al. [14] trained a network to predict high-frequency
components on EPIs, while preserving the structural low fre-
quencies through filtering. Shin et al. have designed a CNN
tailored for depth estimation from a reduced number of views
of the light field while also exploring data augmentation
[15]. They top in the HCI Depth Estimation Benchmark [5].
Other methods tackle occlusions, regions in which depth es-
timation is particularly difficult, by enforcing stronger photo-
consistency priors [16], at the cost of reduced applicability to
non-Lambertian scenes, as those in microscopy- and through
confidence scores [17]. More recently end-to-end methods
have been able to estimate depth and produce 3D renderings
from a single light field [18], [19].

B. Novel sub-aperture views

Rossi and Frossard [20] enhanced the resolution of novel
sub-aperture views by imposing luminance constraints in a
graph-based method. Kalantari et al. [21] were the first to
propose a deep-learning based approach for enhanced depth
estimation and high-resolution light field rendering. They
built two complementary networks, trained together, one for
color and another for disparity estimation. The networks
produced novel angular views. However, their architecture
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Fig. 2. Method pipeline: (A) An angularly undersampled synthetic light fields with resolution 5x5x512x512x3 is fed to (B) litenet, our neural network
architecture for light field super resolution. The network predicts intermediate perspective views, returning a dense 9x9x512x512x3 light field. (C) We use
this enriched light field as input for a depth estimation module (another neural network), which produces a depth map of the scene.

was strongly dependent on color information. Yoon et al.
[22] introduced a deep-learning based method to increase
resolution of sub-aperture views. Wang et al. expanded this
idea for the classification of materials [23]. Gul et al. propose
an interleaved CNN architecture of convolutional layers
increasing resolution in the spatial and angular dimensions
to produce novel sub-aperture views [24]. Multiple other
methods use deep learning to regress novel sub-aperture
views from angularly subsampled light fields for face re-
construction [25] and camera motion [26].

C. Sparsity and synthetic refocusing

Shi et al. [27] exploit the fact that stronger sparsity in the
Fourier domain corresponds to denser reconstruction of the
signal. They note that sparsity is higher in the continuous
Fourier spectrum than in the discrete spectrum and develop
a method for reconstruction that optimizes for sparsity in
the continuous Fourier spectrum. Johannsen et al. [28] also
exploit sparsity but this time in the EPI representation.
Methods such as Fourier Photography [29] and [30] estimate
depth by optimizing synthetic refocusing of light fields.

D. Light field microscopy

Optical systems have improved since the first light field
microscope [4] to achieve single-cell resolution in whole
organisms [31], and more recently subcellular 3D spatial
resolution of 300-700nm, an imaging depth of several mi-
crometers, and a volume acquisition time down to millisec-
onds by using a high NA objective and diffraction theory
for the light field rendering software [32]. Others enhance
resolution using structured illumination from the inherent
speckle pattern of a laser and achieve brain-wide recording
of neuronal activity in larval zebrafish at 10 Hz volume rate
and at 1.4 times higher resolution compared to conventional
light-field microscopy [33]. Recent works have taken ad-
vantage of the optical sectioning capabilities of light sheet
microscopy to enhance the poorer axial resolution of light
field imaging systems [34], [35]. Moreover, by including two
perpendicular detection axes Wagner et al. have achieved
isotropic resolution [36]. Deep learning has proved useful
in the enhancement of microscopy imagery after acquisition
[37], and has recently been applied to light field microscopy
[38].

III. METHODS

Our objective is to improve the precision of depth estima-
tion in light fields from microscopy. Our proposed approach
is as follows: For a given microscopic sample, we acquire
a number of light fields from complementary illumination
patterns. We angularly upsample each of these light fields
by means of our proposed network and estimate depth from
the enriched light field using EPINET. We take the resulting
depth maps and compute a point cloud from them.

To meet this goal, we divide our work into smaller tasks,
which are easier to tackle:

• Can we train a neural network to angularly usample a
light field?

• Does depth estimation improve when using these angu-
larly upsampled light fields?

• Can we perform optical sectioning in light field mi-
croscopy using patterns projected from a digital mi-
cromirror device?

• Does depth estimation improve when analyzing se-
lectively illuminated light fields in fluorescence mi-
croscopy?

A. Angular upsampling of light fields

We trained neural networks to produce novel angular
views of synthetic light fields. With this, we intended to
upsample light fields in the angular dimension and thus
improve our ability to estimate depths from them. Ideally,
our method should improve depth estimation in challenging
light fields recorded from microscopic fluorescent samples.

We artificially undersampled the light fields by reducing
their angular resolution from 9x9 to 5x5 perspective views.
We set these poor light fields as or lower target for depth
estimation.

These undersampled light fields are well suited for training
our proposed neural network, as the deleted angular views
serve as annotations. We train the network to restore the
light field to its original angular resolution (fig 2.B). We
examined different architectures and color spaces for our
proposed network.

Finally, we take the restored light fields and use the
state-of-the art method in depth estimation from the HCI
challenge to produce a depth map of the scene. We used
a re-implementation in Pytorch of the method, which was
originally written in TensorFlow.
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Fig. 3. Network architecture. We propose a convolutional neural network in the form of an encoder-decoder. The net receives two or four neighbouring
perspective views from the light field, for horizontal and vertical and diagonal predictions, respectively. m is the number of input images. Firstly, each
image passes through a parallel copy of a convolutional layer. The outputs of these layers are concatenated and passed to two convolutional layers followed
by ReLUs. The output is interpolated to double its size and then passes by six residual blocks. The residual blocks are composed of a convolution, an
instance normalization, a ReLU, a convolution, and an instance norm. The output is again interpolated to double its size again, passed to a convolutional
layer and to a ReLU. The output is interpolated to the images’ orginal size and passed through four convolutional layers with distinct kernel sizes. Finally,
a sigmoid serves as a regression layer. Kernel size = 3x3, stride = 1, unless otherwise noted.

We evaluated the performance of our network through its
impact on the precision of depth estimation in comparison
with using the undersampled 5x5 and the original 9x9
light fields. Additionally, the PSNR gave us quantitative
measurements of similarity between our predicted angular
view and the annotation, which we complemented with a
qualitative evaluation.

Neural network architecture.
We designed a neural network, dubbed litenet, to predict

angular views from neighboring views. We build upon re-
cent progress in the use of auto-encoders for image super
resolution [39], [40].

Autoencoders, or encoder-decoders, are a type of neural
network tailored to learn a representation (an encoding) of
a signal, by training the network to ignore signal noise.
Typically, this encoding corresponds to a reduction in dimen-
sionality, from where the decoder tries to recover the input.
Put in other words, the encoder is a neural network that tries
to simplify the representation of the complex input data into
what is called a hidden state. The hidden state should codify
the same information, although in a fashion that facilitates its
handling. For instance, if we were to cluster points on the 2D
Cartesian plane which lie on circumferences of two different
radii, we would need a quadratic model. However, we could
transfer the set of points into the polar representation, having

the radius along one axis and the polar angle along the
other. In this representation, the clustering may be performed
with a simple linear model: a line of constant r. Thus, the
function of the encoder is to translate the input data into a
representation which is more convenient for the problem, the
hidden state. Then, the decoder will take the hidden state and
return it to the representation to which we are used, i.e. it
will convert back from polar to Cartesian coordinates in our
example.

Our intuition is that an intermediate perspective view in
a light field is a signal which can be recovered from the
higher dimensional signal of the ensemble of neighboring
views. This is a reasonable claim if light comes from the
scene homogeneously along all directions, that is, light from
a source should reach all perspective points unless it is
occluded. In the case of occlusions, the information may
be present but incomplete. It will be the task of our neural
network to retrieve this information from the ensemble of
neighboring views.

As shown in figure 3, our autoencoder receives the neigh-
boring views (two in case we are predicting a view from
the horizontal or vertical neighbors, or four in case we are
predicting it from the diagonal neighbors). A set of parallel
convolutional layers (one for each input view) is applied,
and their outputs concatenated. These are then passed to
two additional convolutional layers with reduced spatial
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dimensions and increased depth. An interpolation increases
the spatial size of the encoding, which then passes to six
replicas of residual blocks [41]. The signal is further decoded
by a pair of interpolations followed by convolutions. Finally,
a set of convolutions with different kernel sizes is applied
to enhance resolution, following [42]. A sigmoid activation
function serves as a regression layer. All convolutional layers
use a stride of 1 and a kernel of 3x3, except for the final
three layers, which have k = 9x9, 5x5, and 5x5.

Another key element of our architecture are residual
blocks, which receive the hidden state from the encoder
before passing it to the encoder. These blocks constitute
the deepest section of our network, with six of them in a
sequence, each having two convolutional layers. To avoid
losing the signal along all these convolutions, we incorporate
residual connections [43] at each block, that is, the output
of each block is described by:

output = input+ block(input)

This allows to preserve the low frequencies of the signal.

B. DMD-based light sheet illumination

Optical sectioning, that is the ability to separate different
planes of a microscopic sample by means of selective il-
lumination, may improve our ability to estimate depth. In
a previous work, we explored the capabilities of optical
sectioning for high-resolution 3D rendering of synthetic
light field captures [34]. These results suggested that optical
sectioning could improve depth estimation, especially in
dense samples.

We build upon previous work on the microscope setup
[44], [45], this time using a DMD to produce the light
sheets. In this configuration, the image from the DMD is
projected onto the sample by means of a tube lens and a
low-magnification microscope objective. This illumination
pattern may be freely tailored for the sample thanks to
the versatility of the DMD. Additionally, our DMD has a
response time of 105µs, allowing for rapid changes in the
illumination during imaging. DMDs are thus more versatile
than traditionally used galvanometric mirrors [6].

DMD-based light sheet light field microscope optical
setup

The optical setup of the microscope is shown in figure
4. We expand the beam from a 488nm diode laser (L) by
means of a telescope composed of a f = 8mm (Thorlabs,
discontinued) and a f = 40mm (Edmund Optics, 47-635)
achromatic lenses (BE). We then directed the expanded colli-
mated beam towards a DMD (Texas Instruments, DLP6500).
The array is comprised by 1920 x 1080 7.65µm square
micromirrors. A f = 350mm achormatic tube lens (Edmund
Optics, discontinued) (TL-I) and a 10x N PLAN 0.25 air
objective (Leica) (IO) projected and demagnified the image
of the DMD onto the sample (S).

An Olympus LUMFLN 60XW 1.1 water immersion objec-
tive (DO) collects the fluorescence from the sample, which

Fig. 4. Optical setup of a DMD-based light sheet light field microscope

is divided by a beamsplitting dichroic mirror (Semrock,
FF560-FDi02) (BS) towards the orthographic and the light
field detection axes. In the orthographic detection, a f =
100mm tube lens (Edmund Optics, 49-360) (TL-O) produces
the image of the sample on a CCD camera (Point Grey,
Black Fly 13H2M) (Cam-O). This detection axis has a
reduced magnification (M = 33x) which is useful for sample
navigation and inspection. In the light field detection we use
a f = 150mm achromat as tube lens (Edmund Optics, 49-
362) (TL-LF), which we set in a 4f configuration with the
detection objective to account for the afocality of the light
field detection system. At the focal plane of the tube lens
we place the microlens array (RPC, MLA-S100-f21) (MLA).
A relay pair (Thorlabs, MAP10100100-A) (RP) projects the
back focal plane of the microlenses onto the main camera
(Hamamatsu, ORCA flash 4.0 V2) (Cam-LF).

IV. EXPERIMENTS

Light Field Super Resolution

A. Dataset and evaluation metrics

We used the dataset from the Heidelberg Collaboratory
for Image Processing [5], which consists of 28 synthetic
scenes, each composed of 512x512x9x9x3 light fields. The
dataset is divided in four categories (training: 4 scenes,
test: 4 scenes, stratified: 4 scenes, additional: 16 scenes).
Depthmaps, which serve as annotations, are provided for
scenes in training, stratified, and additional categories. The
depthmaps for scenes in the test category are not disclosed.
The dataset provides a toolkit for local evaluation and a
server for official submissions; however the server has been
down for new submissions since March 2019.

Although the dataset was intended for depth estimation,
we used it by extension for the prediction of novel views in
angularly subsampled light fields. To this end, we took 5x5
out of the 9x9 angular views of each scene and used them
to predict the missing views, which we used as annotations.
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Fig. 5. Depth estimation from restored light fields. (A) Restored of angularly subsampled light fields through the synthesis of novel views. Ground
truth and output of the predicted novel views for variations of our network architecture. Results are presented over 2 scenes from the dataset and for
the two modalities of our net: receiving 2 and 4 neighboring views as input. (B) Depth estimation from restored light fields. Qualitative results of depth
estimation from angularly upsampled light fields with the variations of our architecture. (C) Quantitative results of depth estimation. Radar plot of the
different metrics for the various algorithms. Those with smaller areas perform better. Metrics are: Q25: absolute error of the best performing quartile of
pixels in depth estimation; BadPix(x%): percentage of pixels whose absolute error are greater than the normalized threshold x; Fine fattening: percentage
of pixels around fine structures with an error GroundTruth−EstimatedDepth < 15%; Fine thinning: percentage of pixels around fine structures with
an error GroundTruth − EstimatedDepth > 15%; ons are present); Discontinuities: percentage of pixels at discontinuity regions with an absolute
error less than 7%. (D) Cumulative number of pixels below absolute disparity error threshold. Methods increasing rapidly perform better. Intercepts with
the dashed horizontal line mark the error of the best quartile (Q25), while intercepts with the vertical lines indicate the percentage of pixels with errors
less than 1%, 3%, and 7% (BadPix(0.01), BadPix(0.03), and BadPix(0.07).

For both tasks, We used the training and additional
categories for training, stratified for validation, and test for
test.

We evaluated the performance of our network for angular
view prediction quantitatively through a Peak Signal to Noise
Ratio (PSNR) between our prediction and the ground truth
and quantitatively by checking its ability to reproduce fine
structures and textures and to preserve color, for instance.
Then, we evaluated the performance of depth estimation
methods when using light fields restored with our approach.

The dataset includes a number of metrics to evaluate the
performance of depth estimation. There are various aspects
of the problem which have different degrees of difficulty and
which may be of interest to some experimenters but not to
others. For instance, a method with a good overall precision
in depth estimation may fail around occluded areas.

The dataset includes metrics for the percentage of pixels
whose error in depth estimation is less than 1%, 3%, and 7%,
which are dubbed BadPix(x%). These are good reporters of
the overall performance of a method at different levels of
precision. Also measuring overall precision, the Q25 metric
indicates the maximum absolute disparity error of the 25%
most precise pixels.

To account for the difficulty of estimating depth around

edges (where occlusions are present), the dataset includes the
metric Discontinuities, which corresponds to the percentage
of pixels at discontinuity regions with an absolute error less
than 7%. Discontinuity regions are defined as the regions in
the vicinity of an edge.

Depth around fine details is particularly challenging to es-
timate. The dataset includes the metrics Fine fattening, which
correspond to the percentage of pixels around fine structures
with an error GroundTruth − EstimatedDepth < 15%,
and the metric Fine thinning, which corresponds to the
percentage of pixels around fine structures with an error
GroundTruth−EstimatedDepth > 15%. An example of
fine structures are grids, which can be found in the dataset in
the bicycle’s’ wheels and garbage bin in the ”bicycle” scene
and in the lower box form the ”boxes” scene from figure
5.A.

For all metrics, except for the PSNR, lower is better.

B. Network training details

We wrote our code using the Pytorch library for deep
learning [46]. We trained our network for 20 epochs, with
a learning rate of lr = 10−4 and a batchsize of 1. We use
the L1 loss, which is the sum of the pixel-to-pixel absolute
errors, and the stochastic gradient descent as optimizer.
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Training and evaluation were performed on a remote machine
from Microsoft Azure with 12 cpu, and a 16Gb M60 Tesla
GPU from Nvidia. The reduced size of the dataset called
for data augmentation, which we performed by extracting
patches from the angular views. So, we trained our network
with images whose dimensions were 224x224x3. Patches
were extracted by cropping the 512x512 original images with
a stride 0f 20 pixels, resulting in 196 patches per original
view. In this fashion, for the task of predicting novel angular
views, we extended the size by two orders of magnitude. This
data augmentation resulted in extension of training time. We
later realized that performance is not sacrificed when the
number of patches from each view is reduced to 20%.

C. Quantitative results

Synthetic angular upsampling of light fields results in
improved depth estimation. Figure 5.C shows that depth
estimation from restored light fields performs better or com-
parably to depth estimation from an angularly subsampled
5x5 light field (blue polygon) but not better than the state
of the art (red polygon), achieving greater improvements for
the Q25 and BadPix(0.07) metrics. The number of pixels
with errors greater than 3% and 1% also decreased, but
more slightly. This indicates that having more perspective
views, although of reduced quality, improves the capacity
of the method to estimate depth when larger errors are
tolerated. The improvement is also seen, but less evident,
when we wish to estimate depth with greater precision.
Figure 5.C also shows an improvement in the Discontinuities
metric, meaning that taking into account novel synthetic
views does give additional information around occluded
regions. Fine structures are a particular case of discontinuous
regions. The metrics Fine thinning and Fine fattening exhibit
contrasting behaviors. We see that Fine thinning decreased
strongly whereas our restoration methods did not improve
Fine fattening. Thus, when receiving restored 9x9 light fields,
the depth estimation method is less likely to reduce the width
of fine structures, probably because of the additional capacity
to estimate parallax.

Figure 5.D gives a better understanding of precision in
the improvement of depth estimation. We see that from light
fields upsampled with variations of our network. Curves for
restored light fields with our litnet-sigmoid, litenet-hsv, and
litenet-lab architectures (green, brown, and purple curves,
respectively) increase more rapidly than that for the 5x5 light
field (blue), but slower than our implementation with the full
9x9 light field. The horizontal line marks the absolute error
for the best quartile of pixels (Q25), and the vertical lines
represent the proportion of pixels with errors less than 1%,
3%, and 7%. Note that using the HSV color representation
gives an overall better performance when compared with the
L*ab color representation. Using a sigmoid function for the
regression layer yields a stronger improvement, specially for
precise depth estimations.

D. Qualitative results

We see that are different versions of litenet are capable of
predicting views angular which resemble the groundtruth, as
seen in figure 5.A. Our first version, which handled images in
the RGB color representation, produced somewhat pixelated
outputs. This resulted in low image quality, particularly in
regions of fine details, such as grids in the lower box of
the ”boxes” scene or the bicycle frame in the ”bicycle”
scene. This color representation is also non-ideal because
we are used to working with monochromatic microscopic
imagery. For the litenet-lab and litene-hsv variations of the
architecture, we switched to L*ab and HSV color spaces.
These include a luminosity and hue channel, respectively,
which should encode the intensity of the images. Such
color representations are more adequate for monochromatic
scenes, so that two, and not the three channels, contribute
with little information. These two versions perform better in
reconstructing finer details.

Contrast enhancement in light field microscopy with
DMD-based light sheets

E. Fourier optics of illumination patterns

The reduced size of the micromirrors in the DMD causes
them to act as a diffracting grating. This has the undesirable
effect of producing unwanted reflections in all directions. We
discovered a positive consequence to this diffracting effect,
not on the single-mirror level, but on the pattern level. When
a pattern of a line is displayed on the DMD it acts as a thin
slit of reflective material. Due to demagnification, in order
to produce narrow light sheets, we display patterns of few
mirrors -typically in the order of 1 to 10 mirrors wide.

A beautiful behavior of lenses with coherent light is that
in their back focal plane they produce the Fourier transform
of the spatial intensity distribution at the frontal focal plane
[47]. Therefore, the two main focal planes of a lens are
reciprocal. A consequence of this is that at the back focal
plane frequencies are distributed spatially. A lens with an
aperture of finite extension will act as a low-pass filter. In
our system, the tube lens projects the Fourier transform of the
pattern displayed by the DMD on the back focal plane of the
illumination microscope objective. In turn, the illumination
microscope objective, which may be regarded for practical
purposes as a single lens, will project the original pattern
on the sample. Given that the pattern is a step function, its
Fourier transform will be sinc(y). The position from the
beam’s center of the modes of this sinc are given by

y =
mλf

a
(3)

where m is the number of the mode, λ is the wavelength
of the light beam, f is the focal distance of the tube lens,
and a the aperture of the slit. The separation of the modes is
inversely proportional to the width of the line on the DMD’s
pattern. If the sinc(y) at the back focal plane of the objective
has its modes more separated, only lower frequencies will
pass through the objective. In other words, due to the limited
extension of the aperture at the back focal plane of the
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illumination objective, the step function of the illumination
loses sharpness. This results in a trade-off: a thinner pattern
will exhibit lower contrast.

An additional consequence of Fourier optics is that the best
projection that a lens may produce of an object corresponds
to its image convoluted with the lens’ point spread function
(PSF). The PSF describes the response of an imaging system
to a point light source, and its width corresponds to:

PSFwidth =
1.22λ

NA
(4)

where NA is the numerical aperture of the lens. In conse-
quence, the projected illumination pattern at the sample, as
a function of the pattern on the DMD, is at best:

Isample(x, y) = (
−k
kF−1(F(IDMD(x, y))) ∗ PSF (5)

F. DMDs provide high contrast optical sectioning

Digitally scanned light sheets provide high contrast optical
sectioning at a single desired plane. One may displace the
light sheet to a number of discrete planes during one expo-
sure of the camera to effectively illuminate several planes
”simultaneously”.

We present axially structured illumination in the form of
thin, high-contrast light sheets, as shown in figure 6. These
light sheets illuminate the sample simultaneously. Figure 6.A
depicts the top view of the illumination profile at the sample.
The pattern set on the DMD was a collection of 12 2-mirror
wide bands, spaced every 80 mirrors. This should translate at
the sample plane into sheets of light which are 2.4µm wide
at the waist and spaced every 35µm. Note that Gaussian
beams, such as those producing the sheets of light, may
not be perfectly collimated, and thus exhibit a double-coned
shape around its finite waist. Figure 6.B presents the intensity
profile of the illumination patter from figure 6.A along the
dashed line (which corresponds to the optical axis of the
detection in the microscope setup). It demonstrates the very
high contrast produced by the DMD-based light sheets. As
discussed at the beginning of section IV-E and illustrated
in equation 5, the patterns on the DMD being step functions
results in high contrast, specially compared to Gaussian light
sheets produced with a cylindrical lens [44].

V. DISCUSSION

We have devised a method, litenet, to produce novel
angular views from neighboring perspectives in light fields.
With it, we may restore angularly subsampled light fields
and improve the performance of depth-estimation methods.

We show that from the 2 or 4 neighboring views we may
predict the missing view with PSNR of up to 31.54dB.

Our experiments with variations of the network archi-
tecture suggest that depth estimation benefits in a greater
measure of having a larger number of angular views than of
the spatial quality of these views.

Fig. 6. DMD produce long, thin, high-contrast light sheets for
structured illumination. (A) Top view of the illumination pattern on the
sample. An arbitrary pattern of 12 light sheets was displayed on the DMD,
although the 4 central sheets are stronger due to the extent of the laser
beam. Scale bar 50 µm. (B) Intensity profile along the dashed line in (A).
Note the high contrast.

Depth estimation methods produce more precise out-
puts when receiving angularly restored light fields of di-
mensions 9x9x512x512x3 than subsampled light fields of
5x5x512x512x3. Our method improves the performance in
all but one metrics of the HCI benchmark (fine fattening).
They do not perform better, however, than when using as
input the original light field. We reduce the percentage of
pixels with errors greater than 7% by 12-35 percentage
points, greater than 3% by 6-30 percentage points, and
greater than 1% by 2-8 percentage points.

We have demonstrated the use of a digital micromirror
device (DMD) to produce structured illumination in the form
of light sheets. We show that the step functions which may
be set as patterns on a DMD are translated into high-contrast
light sheets thanks to Fourier optics.

Our DMD-based illumination system allows to project
elaborated patterns, such as a set of parallel light sheets.
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