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Abstract

Modern nonlinear control theory seeks to endow systems with properties of stability
and safety, and have been deployed successfully in multiple domains. Despite this success,
model uncertainty remains a significant challenge in synthesizing safe and stable controllers,
leading to degradation in the performance. Reinforcement Learning (RL) algorithms, on
the other hand, have found success in controlling systems with no model at all but it is
limited beyond simulated applications, and one main reason is the absence of safety and
stability guarantees during the learning process. To address this issue, we complement a
controller architecture [1] that combines a model-free RL-based controller with model-based
controllers utilizing control-Lyapunov and control-Barrier functions (CLFs and CBFs, re-
spectively) and online learning of the unknown system dynamics, to guarantee stability and
safety during learning. This general framework leverages the success of RL algorithms to
learn high-performance controllers, while the CLF-CBF-based controllers both guarantee
safety and guide the learning process by constraining the set of explorable polices. We
validate this method in simulation and experimentally on a Segway platform.

Keywords:

Safe reinforcement learning, control-Barrier functions, control-Lyapunov functions, Bayesian
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Learning for Safety-Critical Control

1. Introduction

Safety is of significant importance in many modern control applications, and as the com-
plexity of systems increases, it is necessary to rigorously encode safety properties during the
controller design process. Autonomous driving, industrial robotics, and aerospace vehicles
are examples of rapidly growing applications where safe control synthesis is critical. In
practice, the models used to design such controllers are inaccurate, with model uncertainty
arising due to parametric error and unmodeled dynamics. This uncertainty can lead to
unsafe or dangerous behaviour, and thus it is critical to guarantee safety in the face of
uncertainty.

In this work we consider a data-driven, machine learning approach, to find a controller
by means of reinforcement learning (RL). Even though RL focuses on maximizing the long-
term reward, it is likely to explore unsafe behaviours during the learning process. This
feature is problematic for any RL algorithm that will be deployed on hardware, as unsafe
learning policies could damage the hardware or, even worse, harm a human. As a result,
most success in the use of RL for control of physical systems has been limited to simulations,
where many failed iterations can occur before success.

Safe RL tries to learn a policy that maximizes the expected return, while also ensuring
the satisfaction of some safety constraints [2]. Previous approaches to safe reinforcement
learning include reward-shaping, policy optimization with constraints [3, 4, 5], or teacher ad-
vice [6, 7]. However, these model-free approaches do not guarantee safety during learning –
safety is only approximately guaranteed after a sufficient learning period. The fundamental
issue is that without a model, a safe control policy must be learned through environmental
interactions, which means it may be violated during initial learning interactions.

Model-based approaches have employed Lyapunov-based methods or model predictive
control to guarantee safety under system dynamics uncertainty during learning [8, 9, 10,
11, 12], but they do not address the issue of exploration and performance optimization. We
rather look to achieve safety defined in terms of set invariance [13, 14], which is an area of
active research at the intersection of machine learning and control theory [15].

CBFs have been widely used to guarantee safety [8, 16], their validity was believed
to hold under the availability of an accurate model of the system, but recent approaches
have used CBFs with unknown (or partially unknown) models, and use learning-based
techniques [17, 18, 19]. We will leverage control-Barrier functions (CBFs) and control-
Lyapunov Functions (CLFs) for synthesizing safe and stable controllers [20].

Drawing inspiration from [1], this work develops a framework to sythentize control
policies by means of integrating existing model-free RL algorithms with CLFs and CBFs
to guarantee stability and safety of the system, even with uncertain model information. As
a result, we complement an efficient algorithm for controller synthesis, with guarantees on
safety (remaining within a safe set) and stability (stabilizing the system around a closed set).
To assess the results, we integrate a popular model-free RL algorithm – deep deterministic
policy gradients with bidirectional target networks (Bi-Res-DDPG) [21] – with the CLF-
CBF-based controllers while learning the dynamics of the system.

Our contribution: The contribution of this work is a novel approach, to the best of
our knowledge, for combining state-of-the-art reinforcement learning algorithms and model-
based controllers leveraging control-Lyapunov and control-Barrier functions. Previous work
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has focused on designing a safety filter for RL algorithms but the stability of the system
is weakly achieved by means of the reward function in the Markov decision process. We
complement this safety filter proposed in [1] with the integration of CLFs to provide stability
guarantees on the system, encode variational inference for value functions for faster learning
and improvement in the intrinsic variance of RL algorithms, yielding an end-to-end Bayesian
learning approach to both the unmodeled dynamics and controller synthesis.

2. Gaussian Process Dynamics1

Consider an infinite-horizon discounted Markov decision process (MDP) with nonlinear
control-affine, deterministic dynamics, defined by the tuple (X ,U,f ,G,d, r, λ) where X ⊆
Rnx is the set of states, U ⊆ Rnu is the set of actions. Furthermore, r : X ×U 7→ R is the
reward function, and λ ∈ (0, 1) is the discount factor.

The nonlinear discrete-time dynamics of the system are described by2

xt+1 = f(xt) +G(xt)ut︸ ︷︷ ︸
known nominal model

+ d(xt)︸ ︷︷ ︸
unknown model

(1)

where x ∈ X is the state vector and u ∈ U the control action.

We assume that the unknown model d(x) has low ‘complexity’ as measured under the
norm of a reproducing kernel Hilbert space (RKHS). A RKHS Hk(X ) is a complete sub-
space of the L2(X ) for which the inner product 〈·, ·〉k fulfills the reproducing property
〈d(·), k(x, ·)〉k = d(x), ∀ d ∈ Hk(X ). For universal kernels, members of Hk(X ) can uni-
formly approximate any continuous function on any compact subset of X .

Assumption 1 The functions dj(·), where each is the j-th component of d, j ∈ [1, nx] have
bounded RKHS norm with respect to a continuously differentiable, bounded kernel kj(·, ·);
that is ‖d‖kj ≤ Bdj .

We use a GP to approximate this unknown function d(x) in (1) over its domain X .
GPs are a nonparametric regression method from machine learning used to approximate
nonlinear maps. This is accomplished by considering the function values to be random vari-
ables, so that any finite number of them have a joint Gaussian distribution. The Bayesian

1. See section 8 for an assessment on how model learning impacts controller performance as measured by
the regions of attractions.

2. Notation: Lower/upper case bold symbols denote vectors/matrices, R+,0/R+ all real positive numbers
with/without zero (similarly for integer numbers Z) and E[·]/V[·] the expected value/variance of a
random variable, respectively. In denotes the n × n identity matrix and ‖·‖ the Euclidean norm. The
induced norm ‖d‖2k = 〈d, d〉k measures smoothness of the function d w.r.t. to a kernel k(·, ·).

For a closed set A ⊆ X we write the distance from a point x ∈ X to the set A as

|x|A := inf
a∈A
|x− a| .

Recall that a function α : R+,0 7→ R+,0 0 is said to belong to class-K (α ∈ K) if it is continuous,
zero at zero, and strictly increasing. It is said to belong to class-K∞ if, in addition, it is unbounded. A
function β : R+,0 7→ R+,0 is said to belong to class-KL if, for each t ≥ 0, β(·, t) is nondecreasing and
lims→0+ β(s, t) = 0, and, for each s ≥ 0, β(s, ·) ) is nonincreasing and limt→∞ β(s, t) = 0.
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nonparametric regression is based on a prior mean function and a covariance function (also
known as kernel), k(x,x′), x,x′ ∈ X , which defines the covariance of any two function
values. Formally, given a nonlinear map d : X 7→ R we model a zero-mean estimator d̂ by

d̂(x) ∼ GP(0, k(x,x′)), (2)

Considering that (2) is a scalar model, nx independent GPs are employed to model the
unknown dynamics in (1)

d̂(x) =


d̂1 ∼ GP(0, k1(x,x

′))
...

...

d̂nx ∼ GP(0, knx(x,x′)).

(3)

The posterior distribution of a function value d̂j(x) at an arbitrary state x ∈ X is

given by conditioning the GP distribution of d̂j on a set of n past measurements, yn =

[d̂j(x
1), · · · , d̂j(xn)] at states D = {x1, · · · ,xn}, with a given a time step t: d̂(xit) =

xit+1 − f(xit)−Gi(xt)ut + ωi where ωi ∼ N (0, σ2onInx). The posterior over d̂j(x) is a GP
distribution, with mean µj(x), covariance kj(x,x

′), and variance σ2j (x), as follows

µj(x) = k>j (x)
(
Kj + σ2onIn

)
yn, (4)

k̄j(x,x
′) = kj(x,x

′)− k>j (x)
(
Kj + σ2onIn

)
kj(x

′), (5)

σ2j (x) = k̄j(x,x), (6)

where kj(x) = [kj(x,x
1), · · · , kj(x,xn)]> ∈ Rn, [Kj ](p,l) = [kj(xp,xl)] ∀p, l ∈ [1, · · · , n].

Based on Assumption 1, dj can be modeled as a GP.

Lemma 1 [22] Supposed that ‖dj‖2k ≤ Bdj and that the zero-mean noise ωj is uniformly

bounded by σon. Choose βj = 2Bg + 300γj log3(n/δ), where

γj = max
x1,··· ,xn

1

2
log
[
det
(
In + σ−2onKj(x,x

′)
)]
. (7)

Then, ∀ n ≥ 1 and x ∈ X , it holds with probability at least δ ∈ (0, 1), that

p {‖µ(x)− d(x)‖ ≤ ‖β‖ ‖σ(x)‖} ≥ (1− δ)nx , (8)

where µ(x) and σ(x) are the mean and standard deviation posterior function of the GP
and β = [β1, · · · , βnx ]>.

Proof : Similar to [23], this is derived from [24], which states for the scalar case

p {|µ(x)− f(x)| ≤ βσ(x)} ≥ 1− δ. (9)

Using the fact that ω is uncorrelated, yields
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(1− δ)nx ≤ p


nx⋂
j=1

|µj(x)− fj(x)| ≤ βjσj(x)

 , ∀ x ∈ X (10)

≤ p

‖µ(x)− f(x)‖ ≤

∥∥∥∥∥∥∥
 β1σ1(x)

...
βnxσnx(x)


∥∥∥∥∥∥∥
 , ∀ x ∈ X (11)

and using the triangle and the Cauchy-Schwarz inequality

∥∥∥[β1σ1(x) · · · βnxσnx(x)
]>∥∥∥ ≤ nx∑

j=1

βjσj(x) ≤ ‖β‖ ‖σ(x)‖ (12)

�
Lemma 1 allows us to make confidence intervals on the function values of dj(x).

3. Control-Lyapunov and Barrier Functions for Discrete-Time Systems

In this section, we introduce control-Lyapunov and Barrier functions for thediscrete-time
system in (1). An important observation for discrete-time systems that we will see later is
that, unlike continuous-time systems, the resulting Lyapunov and Barrier optimal control
formulations are not necessarily affine in the control input (see. section 3.1 and 3.2). Rather,
they depend on the nature of the system as well as the nature of the chosen Lyapunov and
Barrier functions themselves. Implementing control-Lyapunov/Barrier functions through
optimization may result in a potentially non-convex nonlinear program.

3.1 Control-Lyapunov Functions for Discrete-Time Systems

Consider the fully-known nonlinear discrete-time dynamic system

xt+1 = f(xt) +G(xt)ut, (13)

where xt ∈ X and ut ∈ U, ∀t ∈ Z+,0. We formally present the result that asymptotic
controllability to a closed (not necessarily compact) set A implies the existence of a control-
Lyapunov function.

Definition 1 Let A ⊆ X be a closed, nonempty set and let σ : R+ 7→ R+ 0 be continuous,
nondecreasing. We say that (13) is uniformly globally asymptotically controllable (UGAC)
to A if there exists a function β ∈ KL such that: for each x ∈ X there exist a sequence
u : Z+,0 7→ U and a solution φ(·,x,u) of (13) satisfying, for all k ∈ Z+,0,

|φ(k,x,u(k))|A ≤ β(|x|A, k),

|u(k)| ≤ σ(|φ(k,x,u)|A).
(14)

When the function σ ∈ K, we say that (13) is UGAC to A with vanishing controls.
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In [25] the notion of UGAC to A with vanishing controls, coupled with uniform complete
observability, is used to show that, for a controlled difference equation, the set A can be
robustly stabilized via dynamic output feedback.

Definition 2 A map V : X 7→ R+,0 is said to be a control-Lyapunov function with ut ∈ U
controls for the system (13) if the function V (·) is smooth and there exist α1, α2 ∈ K∞ such
that for all xt ∈ X

α1(|xt|A) ≤ V (xt) ≤ α2(|xt|A) (15)

min
u∈U

〈
V (xt+1) + (e−1 − 1)V (xt)

〉
≤ 0, (16)

where xt+1 is defined as in (13).

The concept of discrete-time CLFs has been previously studied in [25, 26, 27]. Similar
to [28] for continuous-time systems, (16) can be enforced through the following constrained
optimization program:

u∗(xt) = arg min
ut∈U

u>t ut

subject to V (xt+1) ≤ (1− e−1)V (xt)
(17)

3.2 Control Barrier Functions for Discrete-Time Systems

The notion of safety is formalized by specifying a set C that is desired to be rendered forward
invariant, defined as

C =
{
x ∈ Rn

∣∣ h(x) ≥ 0
}
, (18)

where C is the safe set, ∂C is the boundary of the set and int(C), its interior. This
motivates the following definitions of forward invariance and safety:

Definition 3 (Invariance & Safety) A set C is forward controlled invariant if for every
x0 ∈ C, xt ∈ C for all t > 0. The system (13) is safe with respect to the set C if the set C
is forward invariant.

Definition 4 Let C ⊆ Rnx be the 0-superlevel set of a map h : X 7→ R. h is said to be
a control-Barrier function with ut ∈ U controls for the system (13) on C if there exists
γ ∈ K∞ such that for all xt ∈ X , t ∈ Z+,0

max
u∈U
〈h(xt+1)− h(xt)〉 ≥ −γ(h(xt))

3. (19)

where xt+1 is defined as in (13), and h(x0) ≥ 0.

3. Through the rest of the paper we will use the scalar form γ(h(xt)) = γh(xt). Therefore, the CBF
condition becomes h(xt+1) ≥ (1− γ)h(xt), γ ∈ (0, 1).
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Given a CBF h for (13) and a corresponding γ ∈ K∞, we can consider the set of all
control values that satisfy (19)

Kcbf (·) = {ut ∈ U | h(xt+1)− h(xt) ≥ −γ(h(xt))} . (20)

One of the main results of [29, 30] is that the existence of a CBF for C implies that the
system (13) can be rendered safe with respect to C:

Theorem 1 Given a set C ⊆ X defined as the 0-superlevel set of a function h : X 7→ R, if
h is a CBF for (13) on C, then any Lipschitz continuous controller k : X 7→ U, such that
k(x) ∈ Kcbf (x), ∀ x ∈ C, renders the system (13) safe with respect to the set C.

3.3 Combining CLFs and CBFs in Quadratic Programs

The discrete-time control-Lyapunov function (DCLF) and control-Barrier function (DCBF)
can be unified into one optimization program (DCLF-DCBF) that achieves the control
objective and guarantees system safety [16, 31].

u∗(xt) = arg min
(ut,δ)∈U×R

u>t ut + pδ2

subject to V (xt+1) ≤ (1− e−1)V (xt) + δ

h(xt+1) ≥ (1− γ)h(xt),

(21)

where δ, p > 0. The relaxation term δ allows the Lyapunov function to grow through
trajectories when the CLF and CBF constraints are conflicting.

Remark 1 With just the (relaxed) CLF and CBF constraints, the optimization problem
(21) is always feasible. In the presence of additional constraints such as bounded control
input, the feasibility is not always guaranteed [27].

4. Problem Statement

Consider a control-affine nonlinear control system (1), where d : X 7→ X is unknown. The
objective is to estimate d(x) from online observations of the system state while rendering
the set C, given a function h : X 7→ R for (13) on C, forward controlled invariant while
asymptotically stabilizing (1) around the closed set A ⊆ C.

Problem 1 Given a prior Gaussian Process distribution d̂j(x) ∼ GP(0, k(x,x′)), j ∈
[1, nx] on the estimate of the unknown system dynamics and a training set of n past mea-
surements, yn = [d̂j(x

1), · · · , d̂j(xn)] at states D = {x1, · · · ,xn}, where given a time step
t: d̂(xit) = xit+1 − f(xit) −Gi(xt)ut + ωi with ωi ∼ N (0, σ2onInx), compute the posterior
distribution conditioned on {D,yn}.

Problem 2 Given a set C ⊆ X , a closed set A ⊆ C, nonlinear control affine dynamics given
by (1), and the posterior distribution d̂(x |D,yn) ∼ GP(µ(x),σ(x)), design a state-feedback
controller ut such that the control-Lyapunov/Barrier function condition is met:
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V (xt+1) ≤ (1− e−1)V (xt) + δ, (22)

h(xt+1) ≥ (1− γ)h(xt). (23)

Notice that a statistical approach arise naturally from Lemma 1.

5. Bayesian Value Functions in Policy Gradient Reinforcement Learning

To motivate the need for a safety-critical control formulation, a pair of approaches of state-of
the-art Reinforcement Learning (RL) algorithms that have shown great success in solving
complex tasks with continuous control are tested. However, these methods can be high
variance and often deal with unstable environments, and providing high provably stability
and safety certificates on this episodic methods is relatively unexplored.

We tested an approach to use Bayesian neural networks (BNN) as value function ap-
proximators in model-free policy gradient methods for continuous control tasks. We use
a technique for inference of dropout in BNNs using α−divergences that provides a pre-
cise approximation of uncertainty and a Monte Carlo target that can represent a Gaussian
distribution.

5.1 Policy Gradient Methods for Continuous Control

We consider the standard reinforcement learning framework, in which a learning agent
interacts with a Markov decision process (MDP). The state, action, and reward at each time
t ∈ Z+,0 are denoted xt ∈ X , ut ∈ U, and rt ∈ R respectively. The environment’s dynamics
are characterized by state transition probabilities Puxx′ = p (xt+1 = x′ | xt = x,ut = u)
(which can be deterministic such as (13)), and expected rewards Rux = E = [rt+1 | xt =
x,ut = u], ∀x,x′ ∈ X , u ∈ U. The agent’s decision making procedure at each time is
characterized by a policy, πθ(x,u) = p(ut = u | xt = x,θ), ∀x ∈ X , u ∈ U, where θ ∈ Rl,
for l << |X |, is a parameter vector.

Policy gradient (PG) methods are a form of reinforcement learning whose objective to
optimize a parameterized policy πθ. Such methods aim to optimize the discounted return

J(π) = Eπθ

[ ∞∑
t=0

λtrt

∣∣∣∣ x0

]
. (24)

Define also the value of a state-action pair given a policy

Qπθ(x,u) = Eπθ

[ ∞∑
k=0

λkrt+k

∣∣∣∣ xt = x,ut = u

]
. (25)

Our first insight concerns the gradient of the performance metric with respect to the
policy parameter:

Theorem 2 (Policy Gradient) For any MDP,

∂J

∂θ
=
∑
x

ρπθ(x)
∑
u

∂πθ(x,u)

∂θ
Qπθ(x,u), (26)

9
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where,

ρπθ(x) =
∞∑
t=0

λtp(xt = x | x0). (27)

Proof : See appendix in [32].

�
Now consider the case in which Qπ is approximated by a learned function approximator.

If the approximation is sufficiently good, we might hope to use it in place of Qπ and still
point roughly in the direction of the gradient. Let fw : X ×U→ R be our approximation
to Qπ, with parameter w. It is natural to learn fw by following π and updating w by a rule

such as ∆wt ∝
∂

∂w

[
Q̂π(xt,ut)− fw(xt,ut)

]2
∝
[
Q̂π(xt,ut)− fw(xt,ut)

] ∂fw(xt,ut)

∂w
,

where Q̂π(·, ·) is some unbiased estimator of Qπ(·, ·). When such a process has converged
to a local optimum, then∑

x

ρπ(x)
∑
u

π(x,u) [Qπ(xt,ut)− fw(xt,ut)]
∂fw(xt,ut)

∂w
= 0. (28)

Theorem 3 (Policy Gradient with Function Approximation) If fw satisfies (28) and
is compatible with the policy parameterization in the sense that

∂fw(xt,ut)

∂w
=
∂πθ(xt,ut)

∂θ

1

π(x,u)
, (29)

then

∂J

∂θ
=
∑
x

ρπθ(x)
∑
u

∂πθ(xt,ut)

∂θ
fw(x,u). (30)

Proof : See appendix in [32].

�
DDPG (Deep Deterministic Policy Gradients) [33] leverages the policy gradient theorem

in an actor-critic format such that a deterministic policy can be used and off-policy sampling
is used. This yields faster training, but often at the cost of higher variance and instability.
To overcome these issues, a Bayesian approach is considered for the state-action value
function approximation.

5.2 Variational Inference for Value Functions

One way to define a distribution over the function approximator or the state-action value
function Qπθ is to place a prior distribution over its neural network’s (NN) weights ω =
{W }Li=1 resulting in a Bayesian NN. Given weight matrices Wi and bias vectors bi for i-th
layer, we often place standard matrix Gaussian prior distributions over the weight matrices,
p0(Wi) = N (Wi; 0, I) and often assume a point estimate for the bias vectors for simplicity.

In approximate inference, we are interested in finding the distribution of weight matrices
parametrising the value functions that have generated our data. This is the posterior over

10
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the weights given our observables D, Y : p(ω|D,Y ), which is not tractable in general. Define
(as previously stated) D = {x1, · · · ,xn} and the corresponding output Y = {y1, · · · , yn}.

We need to define an approximating variational distribution qϑ(ω) (parametrised by
variational parameters ϑ) and then minimise w.r.t. ϑ the α-divergence distance metric,
which with MC Dropout sampling becomes [34]

LαMC = − 1

α

∑
i

LSE

[
−ατ

2

∥∥∥yi − Q̂ω̂k(xi)
∥∥∥2
2

]
+
nD

2
log τ +

∑
j

pj ‖Mj‖22 , (31)

with {Q̂ω̂k(xi)}Kk=1 being K stochastic forward passes on input xi, τ is the precision
of the model, ω̂k are the sampled dropout weights, Mj stands for the j-th neural network
weights without dropout and LSE yields the LogSumExp function. We will refer to the BNN
fit with this objective as an α-BNN.

• DDPG: We use the loss as in (31) to fit an uncertainty estimate of the action-value
function. The α-BNN Q function Qα(x,u) is fit such that the target corresponds to
yi = rt + λQ′(xt+1, µ

′(xt+1 | θµ
′
) | θQ′), where µ′ is the deterministic target policy

and Q′ in this case corresponds to a target network updated with soft updates as in
[21, 33].

With this Bayesian approach the DDPG update is given by

∇θ E
x∼ρπ
ω∼q(ω)

[J(µθ)] = E
x∼ρπ
ω∼q(ω)

[∇θµθ(x)∇uQπ(x,u;ω)] |u=µθ(x) (32)

=

[∫
X
ρπ(x)∇θµθ(x)

∫
ω
q(ω)Qπ(x,u;ω) dωdx

]
u=µθ(x)

, (33)

and the gradient is approximated using the Monte Carlo samples.

Proof : See appendix in [34].
�

6. Safety/Stability Filter for Reinforcement Learning

The DCLF-DCBF controllers that solve (21) provide deterministic control laws, us(x)
that naturally encode safety and stability; they provide the minimal control intervention
that maintains safety. Furthermore, even with dynamics uncertainty, we can make high-
probability statements about system safety using GP models with CLFs and CBFs.

In order to achieve safe, stable and efficient learning, we reformulate (21) using the
confidence intervals on the CLF, V and the CBF h. Formally,

us(xt,u
RL
θk

+

k−1∑
j=0

usj), δ = arg min
(ut,δ)×∈U×R

‖ut‖22 + pδ2

subject to V (xt+1) ≤ (1− e−1)V (xt) + δ

h(xt+1) ≥ (1− γ)h(xt),

(34)
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Plant

xt+1 = f(xt) +G(xt)ut

Model-free
RL controller

Previous DCLF-DCBF
controllers

DCLF-DCBF
controller uRL

θk
+ ubar

ηk ubar
ηk

=

k−1∑
i=0

us
i

x

x
u
s k

+
u
R
L

θ
k
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Figure 1: Control architecture combining model-free RL controller with model-based DCLF-
DCBF to guarantee stability and safety.

Denoting k ∈ Z+,0 the training episode and leveraging the GP dynamics,

xt+1 = f(xt) +G(xt)

uRLθk (xt) +

k−1∑
j=0

usj(xt)︸ ︷︷ ︸+ut

+ µ(xt)± β � σ(xt), (35)

with � being the element-wise product of vectors. The solution to (34) defines the
DCLF-DCBF controller usk(x), which ensures stability or safety by satisfying the Lyapunov
or Barrier condition respectively with high probability. The upper and lower confidence
intervals on the control-Lyapunov and Barrier functions are used in (35), respectively, nat-
urally from the Bayesian modelling of the unknown model d(·).

Notice that the control action in (35) is

uk(x) = uRLθk (x) +
k−1∑
j=0

usj(x,u
RL
0 , · · · ,uRLj−1)︸ ︷︷ ︸

usj is now part of uRLk

+usk(x,u
RL
θk

+
k−1∑
j=0

usj), (36)

the intuition is that at iteration k = 0, the RL policy proposed actions uRLθ0 (x), but

it took safe actions uRLθ0 (x) + us0(x). To update the policy based on the safe actions, the

effective RL controller at the next iteration (k = 1) should be uRLθ1 (x)+us0(x), which is then
filtered by the DCLF-DCBF controller us1(x) (i.e. us0(x) is now part of the RL controller).
Across multiple policy iterations, we can consider uRLθk (x) +

∑k−1
j=0 u

s
j(x,u

RL
θ0
, · · · ,uRLθj−1

),

which is rendered safe by usk(x,uθk +
∑k−1

j=0 u
s
j).

The dependence of controller (36) on all prior DCLF-DCBF controllers is critical to
enhancing learning efficiency. Defining the controller in this fashion leads to policy updates
around the previously deployed controller, which adds to the efficiency of the learning
process by encouraging the policy to operate in desired areas of the state space [1]. The
block diagram of the control system is depicted in Fig. 1.
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(a) The phase portrait showing the evolution of
the state of the system leaves the safe set (green
ellipse) with the α-DDPG controller, while it re-
mains within using the DCLF-DCBF filter.

(b) The value of the Control Barrier Function
h drops below zero using the model-based con-
troller, while it remains above zero using the
DCLF-DCBF filter.

Figure 2: Simulation results using the proposed DCLF-DCBF filter (34) (blue) and α-DPPG
algorithm alone (red).

7. Application

In this section we apply the episodic learning algorithm developed in previous sections to the
Segway platform. In particular, we consider a 4-dimensional asymmetrical planar Segway
model as in [17]. The state of the system consists of the horizontal position, x, velocity, ẋ,
pitch angle, ψ, and pitch angle rate ψ̇. The control input to the system is specified as a
percentage of the lateral force available to apply horizontally to the platform, which leads
to a torque. This model permits an affine control system as per (1).

Safety of the Segway system is often encoded as limitations on how far and how fast the
Segway is allowed to tip from an equilibrium configuration. This is translated mathemati-
cally as the control-Barrier function limiting the pitch angle and pitch angle rate [17]:

h(x) =
1

2

(
ψ2
max −

[
(ψ − ψe) ψ̇

] [1 0
0 c

] [
(ψ − φe)

ψ̇

])
, (37)

where ψmax is a limit on how far the Segway can tip, ψe s an equilibrium angle, and the
coefficient c scales the importance of ψ̇ in defining safety. As h is a CBF, it can be used to
ensure safety of the system.

To evaluate the impact of model uncertainty on the DCLF-DCBF’s ability to ensure
the stability and safety of the system, we perturb the parameters of the Segway model by
up to 15%, but withhold this uncertain model from the controller.

Fig. 2 shows the behaviour of the system when the filter (DCLF-DCBF) is deployed
after episodic learning. We see that the state of the system is kept within the 0-superlevel
set of h (left), with the value of h being kept above 0 (right). This indicates that the trained
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Figure 3: Mean episode reward during training for Twin DDPG and α−DDPG using the
DCLF-DCBF proposed filter.

α-DDPG in addition to the safety filter is able to keep the system safe even with model
uncertainty.

On the other hand, Fig. 3 shows the comparison of the mean episode reward for standard
state-of-the-art TD3 (or Twin DDPG) algorithm and our Bayesian implementation of the
α−DDPG (more specifically α−Bi-Res-DDPG) with the DCLF-DCBF filter. Clearly, our
approach outperforms TD3 even in the first episode which is reasonably explained because
of the use of a control-Lyapunov function in the filter and not relying the stabilization of
the system on the reward function alone. Plus, it is worth mentioning that the variance in
the mean reward is indeed enhanced with our end-to-end Bayesian approach. Given this,
we have developed an approach that not only learns faster and better, but safely (as defined
previously) as well.

8. Conclusions

Adding even crude model information and CLFs/CBFs into the model-free RL framework
allows us to improve the exploration of model-free learning algorithms while ensuring end-
to-end safety. Therefore, we complement the safe RL-CBF framework proposed in [1] with
the addition of CLFs in the filter to guarantee stability of the system with strong theoret-
ical guarantees, and developed an efficient controller synthesis algorithm that guarantees
safety and stability. These features will be crucial in deploying reinforcement learning on
physical systems, where problems require online computation and efficient learning with
safety guarantees.

This framework, which combines model-free RL-based control, model-based DCLF-
DCBF control, and model learning has the additional advantages of being able to (1) easily
integrate new RL algorithms (in place of DDPG, for example) as they are developed, and
(2) incorporate better model information from measurements to online improve the safe
controller.
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A significant assumption in this work is that we are given a valid safe set, C, which
can be rendered forward invariant. However, computing these valid safe sets is nontrivial.
Similarly, for the CLF which is not, usually, an easy task to find. In future work it will be
important to learn the safe set in addition to the controller, as well as expand the region of
attraction of the current controller and include these in the DCLF-DCBF filter (34).
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Appendix A. Stable Learning of Regions of Attraction

To illustrate the importance of model learning and its impact in controller performance we
compute ROA (region of attraction) estimates for real dynamic system by approximating
the model uncertainties with a GP on a discrete domain. We use ideas from safe Bayesian
optimization in order to actively learn about the real dynamics from experiments executed in
the estimated ROA. As we learn more about the dynamics of the real system, the uncertainty
in the estimate decreases and the ROA expands, until we reach a desired accuracy. As
a result, we are able to learn an accurate estimate of the ROA of a general, nonlinear
system through experiments, without leaving the ROA and, thus, without violating stability
requirements.

We consider a nonlinear, continuous-time system,

ẋ = f(x,u)︸ ︷︷ ︸
a priori model

+ g(x,u)︸ ︷︷ ︸
unknown model

(38)

where x ∈ X is the state within a connected set X , u ∈ U is the control input. We
assume a state-feedback control policy u = π(x) is given, which has been designed for the
prior model, f(·). The resulting, closed-loop dynamics are denoted by fπ(x) = f(x,π(x))
and gπ(x) = g(x,π(x)).

The goal is to estimate the ROA of (38) under the control policy, π(x), based on
experiments on the real system. We want to actively learn the a priori unknown dynamics,
gπ, without leaving the ROA.

For assumptions on the GP dynamics modelling, please refer to section 2.

Lyapunov Stability

For now, we base our analysis on a general GP model of gπ with n arbitrary measurements.
For ease of notation, we consider a one-dimensional system of the form of (38) but its
extension to higher dimensions is illustrated through the rest of the document.

Assumption 2 A fixed, two-times continuously differentiable Lyapunov function V (x) is

given. Moreover, there exists a constant c0 > 0 such that
∂V

∂x
(fπ(x) + gπ(x)) < 0, ∀ x ∈

S0 = V(c0), where V(c) = {x ∈ X | V (x) ≤ c}.

Assumption 2 implies that we have chosen the policy, π(·), and the Lyapunov function,
V (·), such that the origin of (38) is locally asymptotically stable. This is stated in Lemma 2.

Lemma 2 The origin of the dynamics in (38) is asymptotically stable within a level set
V(c) = {x ∈ X | V (x) ≤ c} with c ∈ R+, if, for all x ∈ V(c)

V̇ (x) =
∂V

∂x
(fπ(x) + gπ(x)) < 0. (39)

In order to quantify the ROA using (39), we need to evaluate V̇ (·) ), which depends
on the GP model gπ(x). We know that the GP posterior distribution over gπ is Gaussian
(see section 2). As a consequence, since V̇ (·) in (39) is affine in gπ(x), V̇ (·) itself is a GP.

16



Learning for Safety-Critical Control

In particular, we have that V̇ (·) is normally distributed with mean µn,V̇ (x) and standard
deviation σn,V̇ (x) given by

µn,V̇ (x) =
∂V

∂x
(µn(x) + fπ(x)), (40)

σn,V̇ (x) =

∣∣∣∣∂V∂x
∣∣∣∣σn(x), (41)

where µn(x) and σ(x) x) are the GP predictions of the unknown dynamics gπ(x). We
can use (40) and (41) to directly make predictions about V̇ (·) in (39) based on observations
of gπ(·). Furthermore, Lemma 1 allows to make high probability confidence intervals of
V̇ (·).

In the following, we exploit the continuity properties of V̇ (·) in order to derive stability
properties within a continuous domain based on a finite number of predictions. In particular,
we use the following property of V̇ (·):

Lemma 3 The function V̇ (·) is Lipschitz continuous with Lipschitz constant L.

Proof : See Lemma 4 in [35].

�
The continuity of V̇ (·) allows us to evaluate predictions of V̇ (·) from (40) and (41) only

at a finite number of points, without loosing guarantees.

Given all of these, in order to expand the estimated ROA after (n − 1) evaluations of
gπ, it suffices to solve (42).

cn = arg max
c∈R+

c

subject to µV̇ ,n−1(x) + β1/2n σV̇ ,n−1(x) < −Lτ
∀x ∈ V(c) ∩ Xτ ,

(42)

where Xτ ⊂ X is a discretization of X with |x − [x]τ | < τ/2 for all x ∈ X . Here [x]τ
denotes the closest point in Xτ to x ∈ X . The discretization accuracy τ trades off the
accuracy for the reduced computational cost of computing the confidence intervals for all
states in Xτ .

The set Sn = S0 ∩ V(cn) is contained within the ROA of (38) for all n ≥ 1 with
probability at least (1− δ).

Active Learning

In this section, we actively expand the ROA estimate by selecting new, safe states within
the current ROA estimate at which to obtain measurements.

In order to expand the ROA from the initial estimate S0, we need to obtain measure-
ments at states that are relevant for learning gπ. Here, we assume that we have access to a
control method that drives us to desired states without leaving the ROA. Any method that
applies the policy π(x) on the boundary of Sn fulfills this safety requirement [35]. . Based

17



Montenegro et al.

(a) Mass of the segway is 20% heavier than the
true one. Inner approximation of the true ROA.

(b) Mass of the segway is 30% lighter than the
true one. Outer approximation of the true ROA.

Figure 4: Prior, true, and estimated ROA level sets after 100 data points (crosses). The
prior model estimates a safe region that is either larger or smaller than the true ROA, thus
it may include unstable states.

on ideas from safe Bayesian optimization, we use the uncertainty estimate of the GP. We
select

xn = arg max
x∈Sn

σn−1(x), (43)

as the next state to evaluate according to the GP dynamics posterior within a current
estimate of the safe set, Sn. At xn, the GP model is the most uncertain about the unknown
dynamics, gπ(x). The idea behind this selection criterion is that we want to learn about
the most uncertain state in order to increase the ROA estimate [35].

Experiments

We consider a 4-dimensional asymmetrical planar Segway model as in [17]. The state of the
system consists of the horizontal position, x, velocity, ẋ, pitch angle, ψ, and pitch angle rate
ψ̇. The control input to the system is specified as a percentage of the lateral force available
to apply horizontally to the platform.

For the a priori model in Eq. 38, we consider a linear approximation of the dynamics
for the upright equilibrium point, where additionally friction is neglected and the mass
is experimented to be both heavier and lighter to assess the impact on the estimation
of the ROA. As in [35], we use a Linear Quadratic Regulator (LQR) based on this linear
approximation in order to control the origin, and use the corresponding quadratic Lyapunov
function to determine the ROA.

The results can be seen in Fig. 4. Notice that when we are uncertain about the dy-
namics, the ROA is recovered either with inner or outer approximations. In the specific
case where the mass is 30% lighter, (42) provides a conservative estimate. As we gain
more data about the dynamics and if we discretize with smaller values of τ , the esti-
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mate improves and, in the limit, converges to the true level set. Here, we model gπ as

a sample function of the GP and set β
1/2
n = 2 for all iterations. We use τ = 0.002 and

high-probability, local Lipschitz constants encoded by the Mátern kernel. The inital set

S0 =
{

(ψ, ψ̇) ∈ R2 | |ψ| < 5 deg, |ψ̇| < 10 deg/s
}

.

Even though there is no policy optimization at all in this approach, the results show
how the controller performance is heavily affected our uncertainty in the model, hence the
need to compensate using data-driven algorithms.

19



Montenegro et al.

References

[1] R. Cheng, G. Orosz, R. M. Murray, and J. W. Burdick, “End-to-end safe reinforcement
learning through barrier functions for safety-critical continuous control tasks,” arXiv,
2019.
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[23] T. Beckers, D. Kulić, and S. Hirche, “Stable gaussian process based tracking control
of euler-lagrange systems,” arXiv, 2018.

[24] N. Srinivas, A. Krause, S. M. Kakade, and M. W. Seeger, “Information-theoretic regret
bounds for Gaussian process optimization in the bandit setting,” IEEE Transactions
on Information Theory, vol. 58, no. 5, pp. 3250–3265, 2012.

[25] M. Kellett and A. R. Teel, “Results on Discrete-Time Control-Lyapunov Functions,”
no. December, pp. 5961–5966, 2003.

[26] J. W. Grizzle and J. M. Kang, “Discrete-time control design with positive semi-definite
Lyapunov functions,” Systems and Control Letters, vol. 43, no. 4, pp. 287–292, 2001.

[27] A. Agrawal and K. Sreenath, “Discrete control barrier functions for safety-critical con-
trol of discrete systems with application to bipedal robot navigation,” Robotics: Science
and Systems, vol. 13, 2017.

21



Montenegro et al.

[28] K. Galloway, K. Sreenath, A. D. Ames, and J. W. Grizzle, “Torque saturation in bipedal
robotic walking through control Lyapunov function-based quadratic programs,” IEEE
Access, vol. 3, pp. 323–332, 2015.

[29] A. D. Ames, J. W. Grizzle, and P. Tabuada, “Control barrier function based quadratic
programs with application to adaptive cruise control,” Proceedings of the IEEE Con-
ference on Decision and Control, vol. 2015-Febru, no. February, pp. 6271–6278, 2014.

[30] X. Xu, P. Tabuada, J. W. Grizzle, and A. D. Ames, “Robustness of Control Barrier
Functions for Safety Critical Control,” IFAC-PapersOnLine, vol. 48, no. 27, pp. 54–61,
2015.

[31] A. D. Ames, X. Xu, J. W. Grizzle, and P. Tabuada, “Control barrier function based
quadratic programs with application to automotive safety systems,” arXiv preprint
arXiv:1609.06408, no. 2, pp. 1–16, 2016.

[32] R. S. Sutton, D. McAllester, S. Singh, and Y. Mansour, “Policy Gradient Methods for
Reinforcement Learning with Function Approximation,” Advances in Neural Informa-
tion Processing Systems, 1999.

[33] T. P. Lillicrap, J. J. Hunt, A. Pritzel, N. Heess, T. Erez, Y. Tassa, D. Silver, and
D. Wierstra, “Continuous control with deep reinforcement learning,” 4th International
Conference on Learning Representations, ICLR 2016 - Conference Track Proceedings,
2016.

[34] P. Henderson, T. Doan, and R. I. D. Meger, “Bayesian policy gradients via alpha
divergence dropout inference,” arXiv, no. Nips, pp. 1–12, 2017.

[35] F. Berkenkamp, R. Moriconi, A. P. Schoellig, and A. Krause, “Safe learning of regions
of attraction for uncertain, nonlinear systems with Gaussian processes,” 2016 IEEE
55th Conference on Decision and Control, CDC 2016, pp. 4661–4666, 2016.

22


	Introduction
	Gaussian Process Dynamics
	Control-Lyapunov and Barrier Functions for Discrete-Time Systems
	Control-Lyapunov Functions for Discrete-Time Systems
	Control Barrier Functions for Discrete-Time Systems
	Combining CLFs and CBFs in Quadratic Programs

	Problem Statement
	Bayesian Value Functions in Policy Gradient Reinforcement Learning
	Policy Gradient Methods for Continuous Control
	Variational Inference for Value Functions

	Safety/Stability Filter for Reinforcement Learning
	Application
	Conclusions
	Appendix A. Stable Learning of Regions of Attraction

