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Bogotá, Colombia.
{jf.garzon10,angonzal}@uniandes.edu.co

ABSTRACT

The recent success of the Deep Reinforcement Learning (DRL) algorithms opened
its use in different environments and dynamical systems. We present the behavior
of a complex dynamic system (quadrotor) in basic tasks as hovering and X-Y dis-
placement in a realistic simulator. The DRL algorithms used were for continuous
spaces, such as Deep Deterministic Policy Gradient (DDPG) and Proximal Policy
Optimization (PPO). We probed dense and sparse reward functions and changed
the negative component to demonstrate the impact of these parameters on a fast
and repeatable learning process. We found that there is a major impact on the
agent learning process because of the reward function, a correct selection could
make the training times shorter and the repeatability higher. Contrasted with dense
rewards, sparse rewards have less repetitive results and have poor results on tasks
such as hovering and reaching X-Y points. Negative rewards directly affect the
learning process when using PPO.

1 INTRODUCTION

Today there are many industrial applications that rely on the use of drones. The extensive use
of these devices in many different tasks has begun research on autonomous drone flight to save
resources and reduce risks while achieving complex tasks. Autonomous flight is a difficult task, in
which the agent must take quick decisions and accurate actions to achieve goals in a system that
can easily get rid of its stability constraints. There have been major studies on the control of stable
autonomous flight. Most of these studies are based on classical control, but there is also a branch
based on deep reinforcement learning (DRL).
Deep Reinforcement learning is a part of machine learning, which studies policies that agents must
learn in certain situations, in order to maximize a reward signal (Sutton & Barto (2005)). The
reinforcement learning process is based on the experience gained by the agent, due to the results of
previous actions taken. Good results have been achieved in many issues in different fields, allowing
the community to start solving more complex problems, but it does not always have the outstanding
performance reported in the baselines. Many of the failures had to do with the selection of the
reward function. The selection of the reward function is not generalized for all the problems and
depends specifically on each task and environment state.

One of the most important algorithms in DRL is Deep Deterministic Policy Gradient (DDPG)
(Silver et al. (2014) ). It is an RL model-free actor-critic algorithm, that had great results in
simulations in the robotic and simulation fields. In the work , they demonstrate that the algorithm
can learn end to end functional policies from the pixel inputs. Another algorithm that proofed good
results in robots is Proximal Policy Optimization (PPO). PPO is model-free and on-policy algorithm
that can be used for continuous or discrete action and state spaces.

In this work, we implemented a workbench for some basic UAV control problems in a realistic
simulation environment. This workbench was designed for DRL control algorithms. We conducted
experiments on basic tasks such as hovering and X-Y complimenting other authors who worked
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with other tasks as Polvara et al. (2017) in the quadrotor landing. The main objective is to study the
impact of the reward function selection on two RL algorithms, DDPG and PPO.
The first item we want to discuss is the difference in the learning process due to sparse rewards and
reward shaping. In this case, there is a recurrent challenge of selecting a reward function that results
in the accomplishment of the task, without misleading the agent to local maximums (Ng et al.
(1999)). In this point, we wanted to demonstrate that shape reward has a better performance than
the sparse reward when it is well-tuned as Vecerik et al. (2017). Another factor that is interesting to
see in this item, is the repeatability of the results.

The second item is the negative part of the reward. There have been good results with negative
reward functions as shown in (Andrychowicz et al. (2017)). In this case, negative reward will
motivate the agent to avoid certain behaviors and states that affect the completion of the task. As
shown in (Lillicrap et al. (2016)), positive rewards have also achieved good results, and as the
task is completed, the reward will increase its value. We want to show that reward functions with
negative components affect the results in the learning as Vargas et al. (2020) showed in his work.
However, the main difference is that the dense continuous reward function selected has a negative
and positive component.

The purpose of achieving this goal in a realistic simulator like AIRSIM (Shah et al. (2017) ) is to
have a reliable test platform in which more complex tasks and other supplements can be performed
because computer vision can be realized. And then, apply those algorithms in a real prototype.

Contribution: The contribution of this work is the study of the impact of the reward function in
drone control tasks. This work could be used for guidance in the selection of the RF. We demon-
strated that is better to have a dense RF when the goal is well known and can be defined. Also, that
the negative component of the RF have a direct impact in the learning process. The workbench and
the environment implemented in a standard framework could be used for more complex problems.

2 DRONE DYNAMIC MODEL

Figure 1: Inertial frame of reference for the drone

The dynamic model was based on the frame of references showed in the figure 1. The variables are
the following:

v =

[
ẋ
ẏ
ż

]
ω =

[
φ̇
θ̇
γ̇

]
vb =

[
u
v
w

]
ωb =

[
p
q
r

]
The relations between the variables are the following:

v = R.vBω = T.ωb
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The inputs of the system are the forces and torques that are related to the main variables of the
motors and dimensions of the drone. Those variables depend directly to the angular velocity of the
motors, that also depend on the input voltage of each one. The outputs are angular and longitudinal
positions which are going to define the movement of the quadrotor.

Inputs =

FzTxTy
Tz

Outputs =

φ
θ
γ
x
y
z


The space state of the drone include the longitudinal and angular position and speed. We show the
variables below:

Finally, we can show the dynamics relations and equations (for more detail please refer to Sabatino
(2015)) in space state form:

3 REINFORCEMENT LEARNING

RL is a framework for solving problems with the purpose of finding an optimal way to make decision
in problems with a defined structure. This optimal way is found by the gained experience due to the
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repetitions with certain exploration and exploitation parameters. The RL framework is compound
by sub-systems that are presented in the figure 2.

Figure 2: Reinforcement learning overview

The characteristics of the Reinforcement Learning process of the agent observing and acting based
on the state of the environment, and the environment returning a reward is Markov Decision Process
(MDP). This MDP are a framework for learning and decision making problems. The base is that in
certain state, there is part of decision making by the agent and a part of stochasticity. The MDP is a
tuple

M = (S,A, r, p)

Where S is the state, A is the selected action, r is the immediate reward and p is the probability of
going to different states given an action.

The environment is where the dynamic systems interact. The environment have the responsibility
of taking an action and representing it changing the state of the system. The Agent is the algorithm
that train the control policies with the aim of maximize the cumulative expected reward. This agent
receives the state at each time-step and select an action based on the current policy. The rewards,
that could be dense or sparse, are a feedback which evidence if the taken actions had a good or a bad
behavior in a specific time-step. The construction of the reward function have to be good enough to
represent the goal. The rewards, actions and states of each episode conform the history of the agent:

Ht = St1 , At1 , Rt2, ..., St−1, At−1, Rt

The policy is how the agent selects the actions given a state, this policy could be deterministic or
stochastic. This policy, is what the agent learns from experience. The deterministic policy:

a = π(s)

The stochastic policy:

π(a|s) = P[At = a|St = s]

The value function defines how good is to be in a particular state given a certain policy. This function
returns the expected reward over time. It helps to select the best state, deciding based on the expected
reward. γ is the discount factor, and show how important is the future in the calculation of the value
function.

vπ(s) = Eπ[Rt+1 + γRt+2 + γ2Rt+3 + ...|St = s]

The action-value function defines how good is to take a particular action given a state and a pol-
icy.This function returns the expected reward over time. It helps to select the best action, deciding
based on the expected reward. γ is the discount factor, and show how important is the future in the
calculation of the value function.
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qπ(s, a) = Eπ[Rt+1 + γRt+2 + γ2Rt+3 + ...|St = s,At = a]

4 REWARD FUNCTION

The reward function is an essential part of the RL process. It has a direct implication in the working
of the algorithms because it defines if the agent is taking the correct actions and having a good
performance (Sutton & Barto (2005)). The correct selection could make the difference between a
failure and success of a task accomplishment. In the figure 3 a panorama of RL and the role of RF
are shown.

Figure 3: Reinforcement learning overview, the reward function as a fundamental part of all the
process

5 REWARD SHAPING

Reward shaping is a technique used to add to the reward function the knowledge the experimenter
have about the environment and the system (Ng et al. (1999)). The goal of adding this domain
knowledge is to make the algorithm converge faster. The problem of reward shaping is that
for complex problems, a bad definition of the reward function added, could miss-lead to local
maximums. For this reason, when applying this technique is advised to verify that the function used
conduct to a good learning process. The reward shaping could be defined as:

r′ = r + F

Hu et al. (2020)
Where r is the regular reward, r’ is the changed reward and F is the component added by the knowl-
edge of the experimenter.

6 POLICY GRADIENT THEOREM

Given a policy µθ : S → A where Sare the states and A are the action. It could be defined
a performance equation J(µθ) = E[r1|µ] which depends on the probability distribution of the
state. Supposing that the value function and policy are continuous and derivable the gradient of the
performance given a policy could be defined as:

∇J(µθ) = E[∇θµθ(s)∇aQµ(s, a)|a = (µθ(s))]

Silver et al. (2014)

7 DDPG: DEEP DETERMINISTIC POLICY GRADIENT

DDPG is a RL Actor-Critic algorithm, based on the deterministic policy gradient algorithms of
Silver et al. (2014). As the other algorithms the aim is to maximize the reward embracing to a
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certain policy π.This algorithm uses neural networks as non -linear function approximators.This
algorithm uses a Q-function to train this policy. The main goal is to each step minimize the loss
function which satisfy the Bellman equation:

L(φ,D) = E(s,a,r,s′,d)[(Qφ(s, a)− (r + γ(1− d)maxQφ(s′, a′))2]

DDPG also has a policy learning side, which look for the action that maximize the action value
function Q.

maxθEs−D[Qφ(s, µ(s))]

Lillicrap et al. (2016)

8 METHODOLOGY

The main goal is to use 2 different algorithms to solve the 2 basic tasks of the drone (hover and
X-Y positioning), and to test different configurations of the reward function. The simulation must
be realistic, and the ultimate goal is to apply the results to a physical system. For these reasons, we
chose a simulator with good visual and physical quality for the training environment. We designed
a complete system composed of the DRL agent, the OPEN AI GYM (Brockman et al. (2016))
framework, and the simulator AIRSIM (Shah et al. (2017)). The overview of the system is shown
in the figure 4

Figure 4: Implemented system for the tests

The general problem has 4 inputs that refer directly to the thrust applied to each motor. To make
the algorithm work, we must select some variables of the state of the system. The selection of those
variables in the reward’s estimation depended on the problem and the reward function selected. In
the hovering problem, there were 2 variables that we used, the z position, and the z speed. In the
X-Y problem, the selected variables were the x,y position, and x,y speed. For more complex tasks,
must be considered more variables to compose the RF.

The starting point and the ending point of the task comprised a fixed and a random component. The
fixed part was predominant in the absolute value of the coordinate. The algorithms used were the
most common in the control task using DDPG (Lillicrap et al. (2016)) and PPO (Schulman et al.
(2017)). One of the selected limitations was to train the algorithms fast, for this reason, there is a
maximum number of episodes to evidence the evolution of the learning process. In the hovering
problem, the limit of episodes was 300, meanwhile, in x-y was 2000 because of the complexity and
the number of inputs. In the first batch of simulations, we used DDPG. In this test, we wanted to
see how a continuous or a discrete RF affects the learning and the final behavior of the drone.

6



The second batch of simulations had the intention to test if there is any impact on the learning
evolution because of negative rewards. To evidence this, we tested how both algorithms’ learning
process and behavior of the drone develop. We made each simulation 3 times to identify the
dispersion of the data and relate this to how the probabilistic processes affect the result. This
helps to corroborate the repeatability of the results in distinct groups of conditions. In this batch,
also there is a comparison between the algorithms in each RF. In the last set of simulations, we
implemented all the learned lessons of the previous batches, but in a new problem with more inputs
and outputs. In this section, the main aim was to evidence if the learned lessons about the algo-
rithms also work in other (more complex) problems and give good results in a short learning process.

9 HOVERING

The first problem that we attacked was the hovering. This problem was selected because there was
just one action to control. The action that the algorithm was controlling was the % of thrust of all
the motors at the same time. This reduced the problem to just one input. The variables of the state
that we followed, depended on the selected reward function (RF). The variables were position and
speed for the third RF. The state is defined by:

S = [z, vz]

The actions are:

A = [Thrustz]

9.1 SPARSE VS DENSE REWARD

The goal of this section was to compare how the continuous reward affects the learning process
specifically in DPPG. There were limitations in the experimental setup, the number of iterations
was 300 and we set the time steps of each episode to 400. In this test we used 3 reward functions
and each one is going to be explained in the next section.

9.1.1 REWARD FUNCTION I

The first reward function (RF) to be tested was a sparse one. This RF just reward when the system
achieve the goal, no intermediate rewards were given. The goal is defined by a height and a tolerance
of 0.2 m. The figure 5 show the visual representation of the RF1. This reward function depends on
the error of the height.

RF1 →
{
0.5 |distance| ≤ 0.2
0

Figure 5: Visual representation of RF1
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9.1.2 REWARD FUNCTION II

The second RF is a discrete semi-dense function that depends on the error of the height. The
difference is that this RF has more levels of accomplishment of the task. There are 4 levels, the
closer the aim, the higher the reward.

RF1 →


0.5 |distance| ≤ 0.2
0.2 |distance| ≤ 0.5
0.1 |distance| ≤ 1.0
0

Figure 6: Visual representation of RF2

9.1.3 REWARD FUNCTION III

The third RF is continuous, it depends on 2 state variables: velocity and position. The objective
was to include the velocity in the reward calculation. This allow to be more stable in the height
and allows to reach the goal more gently. We wanted to give more points as closer to the goal, also
as slower near to the goal. The objective was to include the knowledge of the environment and
the task, and doing the analysis, the velocity and the position must be present. For this reason, we
designed the next equation that exponentially accomplish the demands:

RF3 = (1− (Normalizeddistance)
0.5) ∗ (1−NormalizedSpeed)(1/Normalizeddistance)

The RF 3 can be show in a 3D representation. In the figure 7 we show the contour lines and the 3D
view of the RF3. In this figure, the relation between the distance and the velocity is represented.
This figure comes from the equation that define the RF.

Figure 7: Visual representation of RF3. (a). Contour lines RF3. (b).3D view of RF3
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9.1.4 RESULTS

In the figure 8 we show how the principal variables of the systems behave in the last iteration (300).
The results in the figure are the best last episode behavior for all the repetitions. A good result in
this figure, doesn’t mean a good result in each repetition.

We evidenced many differences between the reward functions that we used. In first place, as it can
be seen in the figure 8 the final iteration is different for each RF. The RF1 was the one that had the
worst results. This RF never found the global maximum, it keep sending the same actions. As it
can be seen in the error evolution, the drone starts from 0 and ends in the maximum height. During
all the learning process, the algorithm takes the same decision each iteration. The reinforced politic
was the shown in the last iteration.

The RF2 shows another panorama. Although it seems that the behavior of the variables is really
good, there is a problem with this RF that is repeatability. This problem can be see in the figure
9. The deviation zones shown in the figure imply that the variability of this RF is big and can not
be controlled. The good results just depends on the stochastic parameters involved in the algorithms.

Figure 8: (a).Evolution of variables of the last episode of the best iteration for the RF1. (b).Evolution
of variables of the last episode of the best iteration for the RF2. (c).Evolution of variables of the last
episode of the best iteration for the RF3.

Figure 9: Evolution of the reward for the RF 1,2,3
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9.2 IMPACT OF NEGATIVE REWARDS

In this section, the primary goal was to evidence if there is a major impact on the training because
of a certain negative part of the reward. The negative rewards encourage the algorithms to skip or
go fast in some states. To probe this, in the experiment, we change the RF3 presented in the last
section. We moved downwards the RF3 0.05 and 0.15. The changes made in the RF3 are shown in
the figure 10. The only differences in the functions are the starting and ending values of the reward,
the shape and equations remain unchanged.

Figure 10: (a). The original RF - 0 (b) RF - 0.05 (c) RF - 0.15

9.2.1 DDPG RESULTS

In the figure 11 we show the evolution of the speed z and position error during the last episode of the
best learning attempt. The figure shows that there is not a big difference between the final result for
each case. The main difference is that the RF - 0 arrives softly but slower than the other ones. The
oscillation in the speed is bigger in the the 2ND a 3RD case. The learning process, as the final re-
sult, is not strongly affected by the change in the RF. In all the cases, the drone learn to solve the task.

10



Figure 11: (a). Evolution of variables of the last episode of the best learning attempt for DDPG for
the RF - 0. (b).Evolution of variables of the last episode of the best learning attempt for DDPG for
the RF - 0.05. (c).Evolution of variables of the last episode of the best learning attempt for DDPG
for the RF-0.15.

The figure 12 shows the evolution of the reward for each RF set of simulations. All the RF had a
similar learning behavior, also the deviations between repetitions of the same RF were small. For
this reason, it can be said that all the tests have a good repeatability and similar learning process.

Figure 12: Evolution of the reward for RF -0,-0.05,-0.15 DDPG

9.2.2 PPO RESULTS

In contrast with the DDPG results, the PPO behavior depends directly on the quantity of negative
reward. The evolution of error and speed of the last episode of the best iteration are shown in the
figure 13. The differences between the results of each RF are evident. In the first case, there was
a close up to the goal, but it was not enough to improve the reward. The RF - 0.05 had the best
results. In the last iteration, the error was close to 0, but it was not stable. The RF - 0.15 didn’t show
a learning process, the drone in the last episode was far from the target.
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Figure 13: (a).Evolution of variables of the last episode of the best iteration of PPO for the RF - 0.
(b).Evolution of variables of the last episode of the best learning attempt for PPO for the RF - 0.05.
(c).Evolution of variables of the last episode of the best iteration of PPO for the RF-0.15.

The evolution of the variables in the last episode already gave us a view of the learning process
of each RF. This idea is supported by the figure 14. In the figure it is clearly shown that the RF
-0.05 have a better behavior than the other RF’s. In the first place, the reward was increasing step
by step unlike the RF -0.15, the RF-0 was also increasing but not in the same rate. In second
place, the RF - 0.05 have small variations, that is why the deviation zone in the figure was smaller
than the other zones of the other RF. Although the results were not the best in hover stability, this
RF showed consistency in the learning process. The results doesn’t mean that the algorithm cant
accomplish the hovering task, they mean that the algorithm cant accomplish the task in 300 episodes.

Figure 14: Evolution of the reward for RF -0,-0.05,-0.15 PPO

9.3 DDPG VS PPO

Even though, the results for the used algorithms were presented before, a comparison between
the learning process is shown in the figure 15. It is evident from each comparison that the DDPG
presented a better behavior in all the cases.
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Figure 15: (a).Behavior of the learning process for DDPG and PPO with RF -0 (b).Behavior of the
learning process for DDPG and PPO with RF - 0.05. (c).Behavior of the learning process for DDPG
and PPO with RF -0.15

10 X-Y POINT

In this section, the main objective was to implement all the learned lessons from the previous test
in a more complex problem. In this case, the inputs of the system were the X and Y speed of the
drone. The outputs that were included in the RF were the position error and speed in each axis. This
problem is more complex because there are 4 quadrants where the drone can move, meanwhile in
the previous problems the drone just go up and down. Also the RF is composed by 4 variables, and
determine where to move, is more difficult to the algorithm. The state in this case is defined as:

S = [x, y, vx, vy]

The actions available for the control are:

A = [vx, vy]

The results were as expected, the DDPG have a better behavior in both: last episode variables and
learning evolution. The evolution of the variables is shown in the figure 16. In the figure it is shown
that the DDPG algorithm accomplish the task. The drone go to the position, then, it starts to al-
ternate the x and y speed to stay in the same point. The error of the final position stays lower than 5%.

Figure 16: Evolution of variables of the last episode of the best learning attempt for DDPG

With PPO happens the same as in the hover problem. The algorithm tries to bring closer the drone to
the target but needs more episodes. It can be evidenced that the drone can not accomplish the goal.
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It found a local maximum, the policy make the drone go to the goal many times but not stay steady
there. The evolution of the state variables is shown in the figure 17.

Figure 17: Evolution of variables Evolution of variables of the last episode of the best learning
attempt for PPO

The dispersion of the attempts for each algorithm is shown in the figure 18. The deviation in PPO is
bigger than in DDPG. The DDPG attempts show a consistent learning in each repetition, meanwhile
in PPO the results are very affected by the probabilistic variables of the algorithm. Also, in this
figure, it can be shown that DDPG have a better behavior in the learning process, at the episode
2000 there is a big difference comparing to the start point. In PPO, the curve is almost flat with not
a big difference between the starting and the ending point.

Figure 18: Evolution of the reward for X-Y problem for DPPG and PPO

The PPO algorithms is more sensible to the tunning parameters, also it has a big variability in
the results. The conclusions of this test are the same to hover. The DDPG algorithm has a better
and less sensitive behavior of learning, meanwhile PPO does not accomplish the task and is more
sensible to the stochastic parameters.

11 CONCLUSIONS

We were able to implement a functional test bench for RL algorithms applied to drones in a
realistic simulator. The results in the planned tests showed that the rewards function is an essential
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part of the RL cycle. Choosing it means considering some important characteristics. Depending
on the problem, an sparse or a dense RF could be the difference between a failure and a task
accomplishment. For DDPG (in hover or X-Y tasks), dense RF can be easily defined, while
sparse rewards may represent time loss in training and lack of resource optimization. There is
also an impact produced by the negative rewards, in the case of PPO it showed that a negative
part must be used for better learning results to avoiding certain actions in certain states of the system.
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