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A DEEP LEARNING APPROACH TO FORECASTING EUA FUTURE 

CONTRACTS 

 

Abstract: 

This directed research project explores the use of deep learning techniques to forecast the price 

of European Union Allowance (EUA) future contracts. In order to achieve this, a 

comprehensive review of the literature surrounding emission markets, trading schemes and 

long short-term memory neural networks is made. Possible explanatory variables for the EUA 

futures price are selected, curated, and the methodology used to get a forecast is described.  

Additionally, under the Anatolyev-Gerko (EP) test statistic and the Pesaran-Timmermann 

(DA) test, there is evidence that a long-short trading strategy using the forecasted values beats 

the random walk, in other words, the strategy generates value by skill other than luck. 

Keywords: 

CO2 Future Contracts, Deep Learning, Emission Markets, Forecasting, LSTM models, 
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1. Emissions Markets 

An Emissions Market exists as a consequence of an Emissions Trading System also commonly 

referred to as a Cap-and-Trade Scheme. It is a relatively modern policy device with roots in 

U.S. economic and environmental policy circles (Voss, 2007). “Cap-and-Trade” mechanisms 

came of age throughout the 1990’s and early 2000’s primarily via the Clean Air Act of 1990 in 

the United States and later as a central element of the UN's 1997 Kyoto Protocol (Voss, 2007). 

The European Trading Scheme (EU-ETS), a direct result of the Kyoto Agreement, is currently 

the broadest and most developed implementation of the policy tool in the world. Starting in 

2005 it has been executed in phases and is currently in the final year of Phase III (2013-2020). 

The phased implementation was intended to gradually introduce reforms, allow for entities 

covered by the regulation to adapt, and allow for regulators to plan based on actual outcomes. 

Since the pilot implementation of Phase I (2005-2007), the ETS has undergone significant 

changes; notably, an expansion of regulated pollutants beyond CO2, the inclusion of industries 

such as aviation, a shift from free allocation of emissions rights to an auctioning process and 

the introduction of mechanisms intended to stabilize prices (European Commission, 2015).  

Emissions Trading Systems are the direct outcome of a policy known as Cap-and-Trade. Born 

as an alternative to traditional Command-and-Control regulations, Cap-and-Trade was 

intended to reduce environmental pollution by utilizing free-market mechanisms to allocate 

pollution reduction investment where it is most cost-efficient (Voss, 2007). The fundamental 

idea behind the original policy was that “markets would organize themselves smoothly without 

much political intervention and minimize the resistance of business actors to environmental-

protection measures” (Voss, 2007). 

Cap-and-Trade schemes work by setting an overall cap on emissions of a certain pollutant. 

Entities subject to the regulation (usually those within a defined geographic area) then receive 
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or purchase “allowances” to emit the regulated pollutant. Because the cap is set below the 

original level of emissions, participants must invest in pollution mitigation to comply (Voss, 

2007) (Ellerman, 2000). By permitting “allowances” to be traded the policy creates an incentive 

to those for whom mitigation costs are lower and can profit from the sale/savings of unused 

allowances. The result is an emissions’ allowance market with equilibrium at a price of 

emissions roughly on par with the average cost of mitigation investments, where market forces 

allocate investment to those entities where cost is below the market average, decreasing the 

overall economic cost of environmental protection vis-a-vis traditional efforts (Ellerman, 

2000).  

Early practical applications of  “Cap-and-Trade” can be traced back to regulatory tinkering 

with the  implementation of U.S. clean air regulation in the 70’s and 80’s, initially, as “a policy 

proposal by the US Environmental Protection Agency to introduce some flexibility into 

command-and-control regulation” under the Clean Air Act (CAA) of 1970  (Voss, 2007). The 

big breakthrough for “Cap-and-Trade” came with its adoption in the Clean Air Act 

amendments of 1990 and subsequent adoption in several regional initiatives in the U.S. such 

as RECLAIM, to regulate NOx and SO2 in the L.A. metro area. By 1996, the CAA emissions 

trading program was deemed a success in meeting its ecological and economic goals (Voss, 

2007), and adequate for large-scale application: “… our analysis of the U.S. Acid Rain Program 

supports a number of general lessons… The experience… clearly establishes that large-scale 

tradable permits programs can work more or less as textbooks describe…”  (Ellerman, 2000).  

Internationally, the United Nations Framework Convention for Climate Change of 1992 

brought GHC emissions reduction to the fore of the international policy agenda. Despite its 

success in America, “Emissions Trading” was initially coldly received internationally, 

particularly in Europe where traditional “Command-and-Control” regulations were more 

entrenched (Voss, 2007) (Zapfel, 2002) (UNFCCC, 2020). Nevertheless, an “Emissions 
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Trading” mechanism was inscribed in the 1997 Kyoto Protocol that emanated from the 

UNFCCC. Its inclusion was a watershed moment in bringing the concept out from obscure 

policy circles and U.S. government agencies into the forefront of the global environmental 

agenda (Voss, 2007). 

1.1 The Legal Framework for International Emissions Trading 

The 1997 Kyoto Protocol provided the first legal framework for the implementation of a global 

system for carbon credits and carbon markets. The treaty codified specific, legally binding 

commitments from developed nations for emissions reductions over an established period. 

Commitments by non-Kyoto countries were not legally binding. In order to achieve these goals, 

the treaty adopted three “Flexibility Mechanisms” based on a “Cap-and-Trade” framework, 

each available to countries according to their development status (UNFCCC, 2020): 

International Emissions Trading (IET) for developed economies; Clean Development 

Mechanism (CDM) for developing countries and Joint Implementation (JI) for transitional and 

developed economies. Over time, a key point of contention within the Kyoto Protocol’s 

mechanisms was concern about the adequacy of China’s and other middle-income rapidly 

industrializing nations’ status as “developing economies”. Doubt on the veracity of CERs as 

well as concern of their effect on the stability on local emissions trading systems has resulted 

in strict limits to the use of CERs as substitutes for local AAUs (European Commission, 2015). 

Seeking to address these issues, the 2015 Paris Agreement went into effect in 2016, overhauling 

the Kyoto Protocol originally set to expire in 2020 and introducing significant changes to the 

global legal framework on climate action. A fundamental shift was for all countries to make 

emissions reduction commitments regardless of their economic development status, however, 

unlike before none of these are legally binding (Stavins, 2016). The Paris Agreement also 

overhauls the system for global carbon markets by implementing a framework to link different 
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trading systems (Stavins, 2016). Furthermore, it seeks to overhaul the contentious CDM with 

the unofficially denominated Sustainable Development Mechanism (SDM). 

1.2 Emissions Trading Schemes Globally 

The implementation of the Kyoto and Paris Agreements has induced the adoption of Carbon 

Markets around the world (Voss, 2007). Currently the EU implementation is the world’s largest 

in terms of emissions covered and market value. Although the United States was an early 

adopter, progress has stalled and is currently focused on regional initiatives particularly in the 

North East and the West Coast. Major Emissions Trading Schemes have been adopted at the 

national level in New Zealand, Kazakhstan, South Korea, and Australia. Other numerous 

initiatives at the city of provincial level of varying sizes and stages of development exist around 

the world, including in the city of Tokyo as well as 9 pilot projects in Chinese cities. 

Significantly, a national-level ETS is in the works in China, which has made significant 

commitments under the Paris Agreement for emissions reductions. Originally planned to be 

introduced in Q2 2020 after careful planning throughout 2019 some delays are expected for a 

national level Chinese ETS that will run in parallel to the ongoing city and provincial level 

initiatives (Refinitiv, 2020). 

European pilot projects for Emissions Trading were first implemented in Denmark (1999) and 

the UK (2002) (Ulreich, 2008). In 2003 a directive was adopted for the EU-ETS to begin in 

2005, establishing a market for 2.2 billion metric tons of carbon emissions allowances from 

11500 installations (Ulreich, 2008). The EU-ETS Market was planned in phases, or “trading 

periods”, of increasingly demanding emissions requirements, for companies and governments 

to implement, learn, test and review/modify the rules according to real-world outcomes. Phase 

1, conceived as a test or “learning by doing” but with a fully operational system and extending 

to all installations included in the full EU directive, ran from 2005 to 2007; Phase 2, from 2008 
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to 2012; Phase 3 is ongoing since 2013 and culminates in 2020; Phase 4 is scheduled from 

2021 to 2030 (Chung, 2018). Each trading period is intended to run in parallel to a 

corresponding “Commitment Period” of the Kyoto Protocol (European Commission, 2015). 

As originally conceived, the EU-ETS works by creating allowances to emit GHC (Greenhouse 

Gas) emissions equivalent to 1 ton of GHC (originally only CO2). The number of total 

allowances available system-wide is set by a cap determined by regulators. Allowances are 

allocated according to a National Allocation Plans (NAPs) where each Member State 

determines the allowance for “those companies who are obliged to take part in the emissions 

trading scheme” (Ulreich, 2008) subject to EU Commission approval. The allocation of 

allowances from member states to regulated entities can be done either by “free allocation” or 

by auction (Ulreich, 2008). Free allocation allowances are particularly intended for industries 

that are at risk of re-locating due to increased costs. Every year regulated entities must redeem 

an amount of allowances equal to their GHC emissions to meet their obligations. Entities can 

do this either by implementing emissions reduction technologies or by purchasing additional 

allowances in the market. Entities unable to meet their obligations at the specified time face 

fines of €40/ton for Phase 1 and €100/ton for Phase 2 plus the requirement to purchase missing 

allowances in the market (Ulreich, 2008). 

Auctioning of carbon allowances is determined by the Auctioning Regulation of the European 

Commission (EU No. 1031/2010), which “specifies the timing, administration and other 

aspects of how auctioning should take place to ensure an open, transparent, harmonized and 

non-discriminatory process” (European Commission, 2015). Beginning in Phase 3 auctioning 

can take place either on a common auction platform or on an “opt-out” auction platform, which 

are appointed either through a joint or individual procurement procedure by member states 

(European Commission, 2015). In practice the majority of European nation states jointly 

designated the EEX (European Energy Exchange) as their primary auctioneer while three 
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countries went for the “opt-out” mechanism; Poland and Germany, which also selected the 

EEX, and the UK, which solely designated the ICE (Intercontinental Exchange) (European 

Commission, 2015). Designated auctioneers are responsible to monitor and verify participants 

in the auctioning process to prevent irregularities and criminal activity. According to the 

exchange auctions are conducted either weekly or bi-weekly. Allowances on auction have a 

determined reserve price set by exchanges according to the current market price for emissions 

allowances. To ensure price stability in the market, auctions are completed when bid volume 

matches or exceeds auction volume, and the clearing price (the price at which bid volume 

matches auction volume) matches or surpasses the reserve price. Allowances are then allocated 

in descending order of highest to lowest bids above the clearing price (European Commission, 

2015). 

There are multiple factors that influence the behaviour and the consequences of the Market 

Stability Reserve (MSR) mechanism. The primary factor is general emissions which determine 

if there will be a surplus or a deficit of EUAs in the market and which can be amplified by 

emissions shocks either in supply of demand (such as the COVID-19 Quarantines). Since 

market participants will hold EUAs in reserve as hedges to price fluctuations, it is expected for 

slack in the market to exist to buffer price or supply volatility. Over time allowance issuance 

will decrease and influence abatement measures, imports of carbon credit and injections into 

or out of the MSR. Particularly the cost of reduction measures is relevant as a relevant ceiling 

to carbon prices at which emissions reduction investments are more economical than the 

purchase of emissions allowances. 

EU emission allowances (EUAs) are standardized contracts tradeable in select exchanges. 

Notably, unlike equities or bonds, which are held at the owners’ account with a broker and can 

be traded without the need of a centralized registry of ownership, Emission Certificates must 

be held at all times within the “Union Registry” operated by the European Commission; “an 
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electronic accounting system that ensures the accurate accounting of EU allowances issued 

under the EU ETS and international credits” (European Commission, 2015). 

1.3 EUA future contracts 

Given the sizeable market of €169 Billion for EUAs futures contracts linked to them have 

emerged to ease nimble trade. The EUA Futures Contract is a “deliverable contract where each 

Clearing Member with a position open at cessation of trading for a contract month is obliged 

to make or take delivery of Carbon Emission Allowances to or from the Union Registry in 

accordance with the ICE Futures Europe Regulations” (ICE, 2020). Each contract corresponds 

to a lot of 1000 Emission Allowances, each corresponding to the right to emit 1 metric ton of 

carbon dioxide equivalent gas (ICE, 2020). 

The market for EUA futures takes places in multiple exchanges, such as ICE Futures Europe 

(London), the EEX (Leipzig) and the NYMEX (New York). The minimum trading size is one 

lot, which can be quoted in increments of €0.01/ton or €10/lot. Contract series are usually up 

to 7 for December, 6 quarterly and 2 monthly. Contracts expire on the last Monday of the 

delivery month, or the Monday prior in the event of a non-business day. Trading in the 

exchanges is continuous throughout trading hours and settlement prices will be the weighted 

average of the price in the 10 minutes prior to the market close. Delivery is done 3 days after 

the last trading day. The contracts are settled and delivered when the seller transfers the 

corresponding EUA’s to the purchaser’s Union Registry account, all transfers pass through ICE 

Clear Europe and the clearing member’s account (ICE, 2020). Trading volume for EUA futures 

during Phase 3, currently ongoing, trended downwards over the first half of the overall trading 

period. Since 2016 trading volumes have reversed trend and risen considerably to all-time highs 

in 2019. 
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2. Data and Deep Learning Architecture 

2.1 Data curation and data characteristics 

The data used in the study, consists of the daily closing prices of 29 variables (see Table 1) 

from January 2013 to March 2020 resulting in 1892 observation. This sample periods covers 

the entire Phase III of the EU-ETS. 

VARIABLE TYPE VARIABLE NAME DESCRIPTION 

Price EUA_FUTURE EUA Futures 

 WTI WTI Futures 

 BRENT Brent Futures 

 BCOM Bloomberg Commodity Index 

  REUTER_COM Thomson-Reuters Core Commodity CRB Index 

Commodities UK_POWER UK Power Baseload Forward M1 GBP/MWh 

 UK_NATGAS UK Natural Gas Futures 

 GASOIL Low Sulphur Gasoil Futures 

 COAL ICE Rotterdam Coal Futures 

  TTF_NATGAS Dutch TTF Natural Gas Futures 

Equity CAC CAC40 Index 

 DAX DAX Index 

  EUROSTOXX Euro Stoxx 50 Index 

Currency EURUSD EUR/USD Currency 

  CER EEX CER Spot Price 

Energy Spread FRANCE_1M_SPARK France Baseload M1 Spark Spread 

 FRANCE_1M_DARK France Baseload M1 Dark Spread 

 UK_1M_SPARK UK Baseload M1 Spark Spread 

 UK_1M_DARK UK Baseload M1 Dark Spread 

 GERMAN_1M_SPARK Germany Baseload M1 Spark Spread 

 GERMAN_1M_DARK Germany Baseload M1 Dark Spread 

 ITALY_1M_SPARK Italy Baseload M1 Spark Spread 

  ITALY_1M_DARK Italy Baseload M1 Dark Spread 

Weather (Temperature)  DEU Degree Days Germany 

 ESP Degree Days Spain 

 FRA Degree Days France 

 GBR Degree Days Great Britain 

 ITA Degree Days Italy 

 NLD Degree Days Netherlands 
Table 1 
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The weather data included, uses the daily degree days for Germany, Italy, France, Spain, Great 

Britain, and Netherlands. Daily Degree Days measure is utilized in the estimation of the energy 

need for heating or cooling. It is calculated as the absolute difference between the daily mean 

temperature and a reference temperature, in this case 18 degrees Celsius. 

2.2 Neural Network Architecture 

Whenever humans assess and try to predict time sensitive information (i.e. timeseries 

formatted), the prediction is not made from scratch. This means, predictions are not made using 

current information only, those predictions also include previous values of the variables 

considered not just their present value. In other words, when humans forecast timeseries data, 

they ponder past information and persistent thoughts (colah, 2015).  

 

Figure 1. Vanilla RNN Graph 

The computer science consequence of this observation is that any algorithmic approach to 

mimic this type of thought process must have special accommodations to allow information to 

persist. In practice this means that if a neural network approach to prediction is employed, 

traditional vanilla architectures come short of giving meaningful results. This occurs because 

under those architectures, the flow of information restarts every time a prediction is made. The 

most common solution to this issue is the use of recurrent neural network, a subset of network 

architectures that allow information to pass from one time-step to the next. The simplest 

graphical depiction of this subset of architectures is seen in Figure 1 (Karpathy, 2015). Figure 

1 shows an input 𝑥𝑡 going through a section of the network 𝐴 and outputting a hidden tensor 
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ℎ𝑡, the looping arrow represents the information that passes from one step of A to the next and 

whenever a prediction is made, the value �̂�𝑡 is extracted from ℎ𝑡. However, this simple 

representation is not the most intuitive to grasp, an unrolled version of the same structure is 

shown in Figure 2, which hopefully makes the recurrent time relationships clearer. The looping 

chain structure of RNNs and the natural resemblance with the human approach to this type pf 

prediction is thought of as the reason why this subset of architectures perform so well for speech 

recognition, translation, image captioning and also the reason why RNNs are used in this study 

of EUA futures (Karpathy, 2015). 

 

Figure 2. Rollout of the RNN 

Eq. 1a) ℎ𝑡 = 𝑓𝑊 (ℎ𝑡−1, 𝑥𝑡) 

Eq. 1b) ℎ𝑡 = 𝑓(𝑊ℎ𝑥  𝑥𝑡 + 𝑊ℎℎ ℎ𝑡−1 + 𝑏ℎ) 

Eq. 1c) ℎ𝑡 = tanh(𝑊ℎ𝑥 𝑥𝑡 + 𝑊ℎℎ  ℎ𝑡−1 + 𝑏ℎ) 

Eq. 1d) �̂�𝑡 = 𝑊𝑦ℎ  ℎ𝑡 + 𝑏𝑦 

(Jefkine,2018) 

RNNs are not, unfortunately, the universal de facto solution to machine learning problems for 

a specific reason, called vanishing and exploding gradients. This problem arises because vanilla 

RNNs have a set of tunable parameters 𝑊ℎℎ which represent the relationship of the ℎ𝑡−1 tensor 

towards the calculation of the ℎ𝑡 tensor, those parameters, also called weights, work as scaling 
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factors and their value backpropagates to the contribution of all the previous ℎ𝑡−𝑘 tensors. 

Whenever the values of those weights have continuous sequences of values greater than 1, they 

are at risk of “exploding” which in practical terms means that the network becomes unable to 

learn from new information because previous information overshadows the importance of the 

current values. Likewise, continuous sequences of positive close to 0 values increase the risk 

of “vanishing” information which is thought of as the network losing long term memory.  

 

Figure 3. LSTM Structure 

One special kind of RNN that avoid the problem of vanishing and exploding long-term 

dependencies is the LSTM (Long Short-Term Memory) network architecture as proposed by 

Hochreiter & Schmidhuber (1997). LSTMs are explicitly designed to avoid the divergent 

gradient problem and as such their default behaviour is to learn long-term connections. The 

main difference that makes LSTMs standout is the structure of their recurrent cell, whereas 

simple RNNs control the flow of information with a single tanh  layer, LSTMs have 4 layers 

in each recurrent cell that control the flow of information through three separate gates, as seen 

in Figure 3, and equations 2a-2f in functional form. The connection between the recurrent parts 

of the networks is not a the ℎ𝑡 tensor but a 𝐶𝑡 cell state that runs through all the recurrent 

network chain with only linear, not exponential, modifications (Figure 4). In essence, the flow 

of information (cell-state) in LSTMs is protected and controlled by the 3 gates in each recurrent 

cell. Each gate is constructed by a sigmoid layer and a pointwise multiplication operation.  
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Figure 4. Cell-state preservation flow 

Eq. 2a) 𝑓𝑡 = 𝜎(𝑊𝑓 ∙ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑓) 

Eq. 2b) 𝑖𝑡 = 𝜎(𝑊𝑖 ∙ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑖) 

Eq. 2c) �̃�𝑡 = tanh(𝑊𝐶 ∙ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝐶) 

Eq. 2d) 𝐶𝑡 =  𝑓𝑡 ∗ 𝐶𝑡−1 + 𝑖𝑡 ∗  �̃�𝑡 

Eq. 2e) 𝑜𝑡 = 𝜎 (𝑊𝑜 ∙ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑜) 

Eq. 2f) ℎ𝑡 = 𝑜𝑡 ∗ tanh (𝐶𝑡) 

(Hochreiter, 1997) 

 

Figure 5. Forget Gate 
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The first gate, and the first step in the control of cell-state is the forget gate shown in graphical 

form by Figure 5, and in functional form by Equation 2a. The job of the forget gate is to take 

in the concatenated input data of ℎ𝑡−1 and 𝑥𝑡 and decide thorough a sigmoid layer how much 

of the previous information will be forgotten. The sigmoid layer produces continuous values 

between 0 and 1, which in the forget gate take a meaning of “forget everything” when the value 

is 0 and “forget absolutely nothing” for a value of 1.  

 

Figure 6. Input Gate 

The next gate is the input gate, which determines what new information is going to be stored 

in the cell state (Figure 6 and Equations 2b-2c). This gate combines the output of a tanh  layer 

that produces �̃�𝑡 candidate cell state values, and the output 𝑖𝑡 of a sigmoid layer that decides  

which of those candidate values to update in the cell state information flow. Therefore, the 

current value of the cell state is obtained by running the function described in Equation 2d. 
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Figure 7. Output Gate 

Finally, the output gate (Figure 7) decides which information to include in the ℎ𝑡 output hidden 

tensor. This tensor is constructed by the pointwise multiplication of the 𝐶𝑡 after being squashed 

through a tanh  function (not layer) and a sigmoid layer that decides which parts of the cell-

state to include (Equation 2e). A densely connected layer outside of the recurrent network 

condenses the ℎ𝑡 into the 𝑦�̂� desired output, in the case of a regression of returns or price levels 

or three probability values in the case of a positive, negative or no movement classification. 

2.3 Model Training 

Using the data and the LSTM architecture described previously, a model was trained to forecast 

the daily log returns of the EU allocations futures contract price. The process in order to achieve 

this was as follows: 

a) The 1891 observations of the variables mentioned in the data curation section are 

chronologically divided into a [64% / 16% / 20%] training, validation, and testing splits. 

b) Using the training data, a minimum degree of fractional differentiation is determined 

for each of the features (explanatory variables) such that each time series is deemed 
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stationary under a p<0.05 Augment Dickey Fuller test. This fractional differentiation is 

also applied to the validation and testing data. 

c) A generator function is defined such that it creates training and validation batches with 

a given sampling frequency, output delay (how many timesteps in the future the target 

independent variable should be), lookback (number of timesteps back the input data 

should include),  and a given batch size. 

a. For this specific application, after tuning the model, the parameters of the 

generator were: lookback = 64, batch size = 32, delay = 1, and sampling 

frequency = 1 (which means including all the data). 

d) A Keras model was defined with a single LSTM layer that has 32 units, 20% dropout 

and 40% recurrent dropout. The final values for the dropouts and unit number were 

determined iteratively. 

e) The Keras model was compiled using the Adam optimizer, Mean Absolute Error as the 

loss function, and Mean Squared Error as a training reference metric. Additionally, the 

model was set to reduce its learning rate by an order of magnitude after 4 epochs without 

improvement and an early stopping callback was implemented to halt training and 

select the best model if no improvements were made after 8 consecutive epochs. 

f) The model was set to fit over 50 epochs; however, the training was stopped by the 

callback before epoch 40 (Figure 8). 

g)  The model obtained was used to predict over the testing data, those forecasts were 

exported into a comma-separated values file, to be latter used in the trading strategy. 
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Figure 8. Model Training 

 

3. Results & Discussion 

3.1 Trading Results 

The following trading strategy was performed: 

• Calculate if log return forecast for t+1 is positive or negative 

• If the forecast t+1 is positive is 1 if negative is 0: 

o If the forecast is 1 Buy at Open and Sell at Close 

o If the forecast is 0 Sell at Open and Buy at Close 

• Initial Portfolio €200,000 

• Slippage and transaction costs €10 

• Trading Period 10/19/2018 - 01/08/2020, n= 309 days 

• Number of contracts Traded: 5 

• Nominal Value of contract 1000 * Price of EUA  

• Benchmarks: EUA Future Price, S&P Index, Bloomberg Commodity Index. 

• Analysis was based only on trading dates 
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• If a trading date was a holiday in the United States and not Europe the price of the asset 

was the same close price of t-1. 

 

 

 

 

Figure 9. Cumulative and Daily returns of DL-EUA vs. Long EUA futures 

3.2 Descriptive Analytics 

The analysis of descriptive statistics and risk analysis was carried out between the proposed 

trading strategy (DL-EUA Trading), the EUA Future, S&P 500 Index and Bloomberg 

Commodity Index (Table 2).  

VARIABLE VALUE 

Commission Rate & Slippage  € 10.00  

# Contracts 5 

Total PnL  € 117,860  

Max  € 9,090  

Min  € 8,310 

Directional Accuracy (Win Rate) 55.70% 

Contract Size 1000 

Initial Portfolio  € 200,000 

Total Return 58.93% 

Sharpe Ratio 1.98 

Sortino Ratio 3.55 

Skew 0.21 

Kurtosis 0.28 
Table 2. Summary Values and Statistics 
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Figure 10. Correlation DL-EUA & BCOM 

 

 

Figure 11. Correlation DL-EUA & SPX 

 

 

3.2.1 Predictability 

The predictability of the DL-EUA strategy is tested using the framework proposed by 

Anatolyev and Gerko, with their Excess Predictability (EP) test statistic (Anatolyev, 2005). 
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The EP statistic is interpreted as the normalized returns of a certain strategy during a specific 

period of time. For the forecasted period of November 2018 to January 2020, the proposed 

strategy had an EP of 1.98, therefore, there is enough evidence to reject the null hypothesis of 

“no predictability”. This statement means that the trading strategy beats the random walk, and 

therefore is able to generate value by skill other than luck. 

3.2.2 Sharpe Ratio 

The Sharpe ratio (Sharpe, 1966) (Figure 12) helps to understand the risk-adjusted returns of 

the strategy, the ratio is the average return earned more than the risk-free rate per unit of 

volatility or total risk. The ratio assumes that investment returns are normally distributed. For 

the analysis two calculation of Sharpe Ratio were performed assuming a 0% interest free rate 

and 2% interest free rate. The DL-EUA Trading Strategy presented a ratio above 1.8 in both 

scenarios explaining that the strategy excess returns are coming from the predictive investment 

decisions and not for taking an additional risk. 

 

 

Figure 12. 6-mo. rolling Sharpe Ratio of DL-EUA 

3.2.3 Sortino Ratio 
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The Sortino ratio (Table 2)(Sortino, 1994) is another measure of risk-adjusted return but it 

differs from Sharpe ratio because it only considers the standard deviation of the downside risk, 

rather than that of the total risk. The DL-EUA Trading strategy was calculated with a 0% risk 

free rate. The strategy presents a Sortino ratio above 3 and higher than Sharpe ratio for the 

period studied. That means the strategy not only perform well in risk-adjusted returns basis but 

also that the strategy has a positive volatility. Parametric Value at Risk (VaR) The 95%, 97.5% 

and 99% Value at Risk (VaR), a measure of tail risk, was calculated for the strategy. In this 

approach we used the parametric VaR method, VaR is calculated as a function of mean and 

variance of the daily return’s series, assuming normal distribution. The daily VaR of the DL-

EUA Trading strategy for the period analysed is respectively VaR 95% (1.59%), VaR 97.5% 

(1.95%), and VaR 99% (2.30%). 

3.2.4 Volatility Analysis 

A volatility analysis is made between the strategy and the benchmarks (Figure 13). Volatility 

is calculated as the rolling standard deviation of daily returns for a period of 10 days and it was 

annualized by multiplying by the square root of 252. The volatility analysis shows that the 

rolling annualized daily volatility of the DL-EUA Trading strategy fluctuate between 5% to 

30% during the period studied. Likewise, the strategy presents a higher volatility compared to 

the S&P 500 Index and the Bloomberg Commodity index but lower than the volatility of the 

EUA future. The lower volatility of the strategy and the EUA Future can be explained by the 

number of contracts used in the portfolio that deleveraged the portfolio and the volatility of the 

strategy. 
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Figure 13. Volatility Comparison 

 

4. Conclusions 

The main objective of this paper was to explore a Deep Learning algorithm that uses different variables 

to forecast the EUA Future Price. The long-short trading strategy, that uses the obtained forecasts, 

shows promising results together with an Anatolyev-Gerko statistic (EP) equal to 1.98. Over the sample 

period from November 2018 to January 2020, the Deep-Learning EUA Trading obtained a high risk-

return performance based on the Sharpe Ratio and Sortino Ratio results. The strategy also presents a 

low correlation with the stock market (S&P500) and the Bloomberg Commodity Index (BCOM) (Figure 

10-11), implying that using the proposed strategy to lower portfolio risk might be a reasonable solution. 

The strategy also outperformed with a lower volatility the returns of a portfolio following a long only 

EUA Future strategy.  

This work contributes to the literature taking a quantitative analysis developing a deep learning 

approach to analyse several variables affecting the EUA Future and forecasting its price. This method 

presents some advantages compared to traditional measures and may be further explored. More 

comprehensive studies may investigate a more sophisticated trading system and running the simulation 

in different time periods and market environments. 
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