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In the following paper, three different approaches to study steady state fluid flow using machine
learning are presented. Through the use of deep convolutional neural networks, the velocity and
pressure fields were obtained by using computational fluid dynamics (CFD) simulations as training
data. The first approach, regarding the use of a convolutional neural network, proved to be successful by approximating the velocity and pressure fields with a normalized root mean squared error
of (4.96±1.83)% for the velocity field in the x direction, (17.95±2.04)% for the velocity field in the
y direction and (15.77±1.66)% for the pressure field. As well as this, the use of this convolutional
neural network proved to be (23410±5405) times faster than common CFD solvers. The second
approach, concerning the inclusion of a custom physics informed loss function in the latter convolutional neural network, demonstrated the importance of automatic differentiation and that neural
networks should not be considered as “off-the-shelf” since the results obtained did not improve with
respect to the ones obtained without the custom loss function. Lastly, the third approach, with
reference to the use of SimNet as a non data-driven solution to steady state fluid flow problems
proved to be a potential solver for these types of scenarios. In addition, SimNet was found to be
applicable in other fields such as atomic physics and heat transfer, which makes this framework
beneficial for real world applications.

I.

INTRODUCTION

Automated design is a process in which an object is designed through the use of a computational tool in order
to meet different objectives. The classical way to approach this is through modeling the system in question
and exploring a design space to optimize a desired property, or in some cases, various properties at the same
time. Different properties can include cost efficiency,
power output, or even amount of material used. Over
the years, there has been some significant success in this
field, but the problem relies on the heavy computational
requirements for modeling different physical systems due
to the large size that the search space of a solution might
have. [1]
Specifically, in different fields such as aerodynamics,
computational fluid dynamics (CFD) solvers are used to
design, analyze, and optimize solutions to problems in
such regard. However, CFD simulations are usually very
computationally expensive and time consuming iterative
processes. This resides in the fact that CFD analysis
involves the solution of partial differential equations such
as the Navier-Stokes equations. These drawbacks clearly
limit the opportunities for the exploration and iterations
of the design space. [2]
In the early design stages, it is often needed to iterate over multiple design alternatives to make important
decisions that do not require high-accuracy simulations.
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Therefore, the question relies on how to make these iterations more effective in terms of cost and time, when
compared to CFD analysis. One alternative that has
been explored during the last years is the use of fast approximation models or surrogates. And this is exactly
where machine learning takes an important role. Deep
learning approaches have shown great success in learning
representations from data. [2]
In particular, for data that has strong spatial and temporal dependencies, convolutional neural networks have
shown a high accuracy in learning high-level features
that emulate the results from high-accuracy simulations
[2]. As well as this, in 2018, Raissi et al. [3] introduced
a new network architecture known as physics informed
neural networks. These are a specific type of neural networks that are trained to solve supervised learning tasks
while taking into account any given physics law described
by general nonlinear partial differential equations [3].
Therefore, the purpose of this paper is to compare
different machine learning models based on convolutional neural networks in order to find the best solution to reduce the computational effort when studying fluid dynamics, without losing the accuracy provided by common computational fluid dynamics solvers.
The code and data used in this paper is available for
the general public in the following repository: https:
//github.com/fgiraldog/CNNs_PINNs_Simnet.
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II.

A.

the fluid. When studying a fluid, both external and
molecular forces must be taken into account [4]. Thus,
the total net force acting on a fluid is given by:
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Z
The Navier-Stokes equations are a set of non-linear
partial differential equations that describe the movement
of a fluid. To find these equations one can start from the
continuity equation. Considering a volume V , the rate
of decrease in mass is given by [4]:
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Where [σ] is the stress tensor at the surface of the
fluid. Therefore, by making equation 5 equal to 6, the
Cauchy relation is obtained:


ρ


ρ

∇ · (ρv) +

∂ρ
=0
∂t

(3)

In the specific case of incompressible flow, the density of the fluid is constant, meaning that the continuity
equation is reduced to:
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Having found the conditions for continuity, it is necessary to understand the conservation of momentum in
the fluid being studied. The momentum and change of
momentum of said volume is given by [4]:
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Clearly, following Newton’s second law, the change in
momentum must be equal to the net force acting upon

∂v
+ v · ∇v
∂t


= ρg + ∇ · [σ]

(7)

For incompressible flow (and Newtonian fluids), the
stress tensor can be further simplified in order to arrive
to the following equation [4]:

V

Where v is the velocity vector of the fluid. Thus, since
equation 1 and 2 must be equal for mass to be conserved,
the continuity equation can be found by equating both
expressions [4].

(6)

V
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If mass is conserved, the rate of decrease in mass given
a volume V must be equal to the rate of outward mass
flux. And the total rate of outward mass flux can be
measured considering the following equation [4]:
Z
Z
ρv · dS =
∇ · (ρv)dV
(2)

(ρg + ∇ · [σ]) dV

F=

∂v
+ v · ∇v
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= ρg − ∇p + µ∇2 v

(8)

Where p is pressure and µ is the viscosity of the fluid.
Meaning that the surfaces stresses in a fluid are mainly
due to pressure and viscous friction. Both equations 4
and 8 are commonly solved numerically using computational fluid solvers such as OpenFOAM in order to obtain
the velocity and pressure fields of a fluid. OpenFOAM
is a C++ library that can be used to create applications
such as solvers in order to fathom problems in continuum
mechanics, and utilities that are used to perform tasks
involving data manipulation. These solvers and utilities
can be programmed using the different equations that
have been presented above to obtain the velocity and
pressure fields for a given situation in relation to an incompressible fluid [5]. The solution is achieved through
iterations until the model converges, which can take a
considerable amount of time.[2]

B.

Deep Learning

Deep learning is a machine learning algorithm that
takes and input and uses it to predict an output. So,
given a sufficiently large data set of input and output
pairs, a deep learning algorithm will minimize the difference between its predictions and the real (or expected)
outputs. This is done by learning or associating different patterns between the given pairs of input and output,
which leads the deep learning model to generalize these
patterns to inputs that it has not seen before [6]. Deep
learning algorithms usually use neural networks in order
to find said associations between the inputs and outputs.
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A neural network is made up of an input layer, certain hidden layers, and an output layer, which are all
composed of nodes (modelling after a real neural network). The input layer takes in numerical values, while
the hidden layers search for patters or associations and
the output layer gives the predictions [6]. Each node is
connected to other nodes with what is called a weight
and a bias. These weights and biases are tuned by the
neural network in order to minimize the difference between the predicted outputs and the expected outputs
[6]. Therefore, the goal of a neural network is to minimize the difference between the actual outputs and the
predicted outputs, and for this, back-propagation is used.
In general terms, back-propagation is a gradient descent
where the network backtracks through its layers to update both the weights and biases to minimize the value
of a loss function (for a more detailed explanation, refer
to section II C). [6]

∂2u
(x) = f (x)
∂x2

With the boundary conditions of u(a) = u(b) = 0.
Therefore, a neural network is used to estimate u(x) such
that the result given by the neural network is unet (x).
Thus, a loss function is calculated considering the residuals and the boundary conditions of the problem, such
that:

LBC = unet (a)2 + u2net (b)

Z
Considering this, deep learning appears when deep
neural networks are created. This happens when a neural network has a considerable number of hidden layers.
Therefore, the complexity of the architecture is higher
and more weights and biases are present, which can improve the results given by the network [6]. Convolutional
neural networks are used to perform complex tasks regarding images, sounds or even texts. Its main feature is
the convolution layer, since it applies a filter or kernel to
an input image which produces a feature map that highlights characteristics of the image in order to simplify the
classification and recognition process [7]. The convolutional layers are used multiple times within the network
in order to refine the feature maps. The refinement of
the feature maps usually results in better predictions. [7]

C.

Physics Informed Neural Networks

Physics informed neural networks are a specific type
of neural networks that are trained to solve supervised learning tasks while taking into account any given
physics law described by general nonlinear partial differential equations [3]. As it was mentioned before, these
were first introduced by Raissi et al. [3] in 2018. Since
then, they have been used to solve problems involving
nonlinear partial differential equations. Different companies, such as NVIDIA, have developed frameworks that
include these types of neural networks.
SimNet is a neural network solver for differential equations developed by NVIDIA [8]. This solver uses the theory used for physics informed neural networks, but with
some state-of-the-art developments that have proved to
allow better results. To understand these developments
and procedure used to train physics informed neural networks, one can consider the following example [8]. Suppose that the subsequent differential equation wants to
be solved:

(9)

LRe =
a

b



∂ 2 unet
(x) − f (x)
∂x2

(10)

2
dx

(11)

Clearly, to obtain accurate results, the equations presented above should be minimized. Now, the difference
with other physics informed solutions, is that the loss
function for the residuals is defined as an integral instead
of a summation. This is important because it scales the
loss in a manner proportional to the area that it is being
taken into account. Thus, the loss per area is consistent
across domains [8]. This has been applied to several
problems, including fluid dynamics, and the integration
of such losses has proven to speed up the convergence of
the model.
SimNet is equipped with a large repository of differential equations, including the Navier-Stokes equations
that were derived in section II A. As well as this, SimNet has different tools in order to improve the accuracy
and convergence speed of the models being used [8]. It
is important to mention that one of these tools is the
SDF weigthing which was used by Dias et al. [9] proving
to be beneficial for fluid flow problems. Lastly, SimNet
has a clear advantage over other neural network models,
where, since it is a physics based neural network solver,
it does not need training data to make predictions [8].
One of the characteristics that make physics informed
neural networks interesting to use, is that they rely on
the implementation of automatic differentiation. Commonly, the derivative presented in equation 9 could be
solved by either using symbolic differentiation or numerical differentiation. The problem with symbolic differentiation is the issue known as expression swell [10]. Expression swell refers to the derivative function being exponentially longer than the original function, and this is a clear
problem when using computational methods. While numerical differentiation is an efficient way to calculate a
derivative, it is known that this method has a limited
precision due to approximation errors [10]. Therefore,
this is where automatic differentiation plays a key role in
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the deep learning framework. Automatic differentiation
is a technique for efficiently and accurately evaluating
derivatives of numeric functions expressed as computer
programs. To understand what automatic differentiation
is, consider the following example [10].

rithm is back propagating. This step can be followed by
going through figure 1 from the right hand side to the
left. For example, the adjoint of v1 is composed of the
adjoints of v4 and v3 (considering the chain rule) [10].

Let y : R2 → R where y = ln x1 + x1 · x2 − sin x2 . In
order to calculate the derivative ∂y/∂x1 or ∂y/∂x2 using
automatic differentiation, the next steps are involved.

Table II. Second step to automatic differentiation. This step
is called reverse adjoint trace. This table should be read from
the bottom up. [10]
Adjoint

The first step is concerned with the definition of new
variables in order to express y as a composition of the
new variables. As it will be seen in the following steps,
these compositions permit the differentiation process to
be divided into different sections which allows accurate
results in a lower run time. In table I, the first step is
shown, where the function defined before is calculated
as a composition of different variables.
Table I. First step to automatic differentiation. This step
is known as forward primal trace. New variables are created
and y is defined as a composition of such variables. y is being
calculated when x1 = 2 and x2 = 5. [10]
Variable

Definition

Value

v0
v1
v2
v3
v4
v5
v6
y

x1
x2
ln v0
v0 · v1
sin v1
v2 + v3
v5 − v4
v6

2
5
ln 2
2·5
sin 5
0.693 + 10
10.693 + 0.959
11.652

This step is presented graphically in figure 1.

v0
v0
v1
v1
v2
v3
v4
v5
v6

= v0 + v2 · ∂v2 /∂v0
= v3 · ∂v3 /∂v0
= v1 + v3 · ∂v3 /∂v1
= v4 · ∂v4 /∂v1
= v5 · ∂v5 /∂v2
= v5 · ∂v5 /∂v3
= v6 · ∂v6 /∂v4
= v6 · ∂v6 /∂v5
= ∂y/∂v6

∂y
= v0 = 5.50
∂x1

5 + v2 · 1/v0
v3 · v1
−0.28 + v3 · v0
v4 · cos v1
v5 · 1
v5 · 1
v6 · −1
v6 · 1
y

5.50
5
1.72
−0.28
1
1
−1
1
1

∂y
= v1 = 1.72
∂x2

This procedure is called the reverse mode and it can
eventually be generalized in order to compute the Jacobian of a function f : Rn → Rm with n independent variables (xi ) and m dependent variables (yj ) [10]. Where
the Jacobian matrix of said function f is defined as [10]:

∂y1
∂x1

 .
Jf = 
 ..

∂ym
∂x1

Having performed the first step, the derivative of y
with respect to either x1 or x2 can be calculated by using the chain rule. For this next step let vi = ∂y/∂vi .
In automatic differentiation, this expression is called the
adjoint. Therefore, by defining the adjoint, the derivative of y can be easily calculated by using the chain rule.
In table II, the process to “back propagate” the derivative by using the adjoint and the chain rule can be seen.
It is important to mention that this table should be read
from the last line to the line at the top, since the algo-

Value

By using this method of back propagating through the
use of the chain rule, the desired derivative can be found.
In this specific example:



Figure 1. Graph of the example y = ln x1 + x1 · x2 − sin x2 .
Each line represents the mathematical operation that must
be done in order to obtain the next term. Taken from the
paper published by Baydin et al. [10].

Expression

...
..
.
...

∂y1
∂xn



.. 

. 

(12)

∂ym
∂xn

In machine learning, the reverse mode is commonly
used to calculate gradients and to back propagate
through the weights and biases that were mentioned in
section II B [10]. To understand this, consider figure 1
once again. This figure can be studied as the architecture of an arbitrary neural network, where the inputs of
the model are x1 and x2 , the output is y and the white
circles are the nodes of the network. Therefore, with automatic differentiation, the gradient of the output, with
respect to the inputs can be easily obtained by following
the steps presented in tables I and II.
Now, in order to understand why automatic differentiation is important for physics informed neural networks,
the following situation could be considered. Suppose
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that the new inputs of the model in figure 1 are the x and
y coordinates in a given fluid dynamics problem, and the
outputs are the velocity and pressure fields. Therefore,
in order to calculate the residuals from the Navier-Stokes
equations, the derivatives of the velocity and pressure
fields need to be calculated with respect to the inputs.
And in this case, the reverse mode presented previously,
allows the model to calculate these derivatives more efficiently in terms of accuracy and computation time when
compared to other methods such as numerical differentiation.
As an example, portraying the potential use of automatic differentiation, in figure 2, the evaluation time of
the Helmholtz free energy function of a mixed fluid is
shown. In this specific figure, the evaluation time for
both the function and the gradient of the function can
be seen. And a comparison between numerical differentiation, forward mode and reverse mode is shown with
respect to the dimension of the input. As it can be appreciated, the reverse mode is more efficient than numerical
differentiation in terms of computation time.

D.

Related Work

Convolutional neural networks have been proven successful in geometry representation learning, which makes
them good candidates as surrogate models that include
this feature [2]. Also, since convolutional neural networks have sparse connectivity and weight-sharing properties, the GPU memory cost is greatly reduced when
using this type of architecture. In 2016, Guo et al. [2]
successfully used convolutional neural networks (CNNs)
in order to predict the velocity field of a steady-state
fluid around complex geometries. In this case, CNNs
proved to be two orders of magnitude faster than a GPUaccelerated CFD solver and four orders of magnitude
faster than a CPU-based CFD solver at a cost of a low
error rate [2].
In 2017, Henningh [1] refined Guo’s [2] method where
instead of using convolutional neural networks, deep convolutional neural networks were used in order to perform automated design on complex real world engineering tasks. The results obtained with this architecture
were tested on the same geometries proposed by Guo et
al. [2], obtaining better results. In 2020, Dias et al. [9]
developed a thorough study evaluating the efficiency of
steady-state laminar flow approximation by using deep
convolutional neural networks. In this study, the results
from Guo et al. [2] were extended by providing the solution to all the components of the velocity field as well as
the pressure field. The results obtained for the steadystate laminar flows were up to 5 orders of magnitude
faster than those obtained through CFD, and with low
error rates.
Lastly, Heshemi et al. [11] proposed a way to train
deep convolutional neural networks without the need of
labeled data by simply inserting the physics and boundary conditions of the problem being analyzed. Based
on the U-net architecture with custom physics-informed
loss functions, an accuracy higher than 99.9% was obtained for three different problems involving the solution
of partial differential equations (including nonlinear and
non-homogenous partial differential equations, i.e., the
Navier-Stokes equations) [11]. The paper presented by
Raissi et al. [3] provides a complete description and solution for using physics-informed neural networks to solve
physics problems involving partial differential equations.

Figure 2. Evaluation time of the Helmholtz free energy function of a mixed fluid, based on the Peng-Robinson equation of
state. The plots show the evaluation time of f and ∇f with
numerical differentiation, forward mode, and reverse mode,
as a function of the dimension of the input. Taken from the
paper published by Baydin et al. [10].

Therefore, with the information provided by Dias et al.
[9], Raissi et al. [3] and the tool developed by NVIDIA,
in this paper, three different approaches to using neural networks as a surrogate model from CFD results
for steady-state laminar flow have been studied complementing and improving the results obtained in previous
research.
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III.

METHODOLOGY

In order to obtain relevant results for the ground truth
of the deep learning model, OpenFOAM was used to
simulate steady-state laminar flow around different geometries. In figure 3, the initial setup for the CFD simulations can be seen.

Figure 3. Problem setup for an arbitrary geometry used.
The far left of the image represents the inlet, while the right
border represents the outlet. The top and bottom borders
represent a wall condition, and the dark figure is the geometry
being simulated.

The fluid used for each simulation was air, with the
following transport properties (considering a reference
pressure of 101325 Pa and a reference temperature of
300 K): ρ = 1.205 kg/m3 , µ = 1.9137 × 10−5 Pa·s, ν =
1.5881 × 10−5 m2 /s and Cp = 1006 J/kg·K.

Figure 4. Results obtain from OpenFOAM for the velocity
and the pressure fields at a steady-state flow. The image at
the top shows the results for the velocity in the x direction,
the image at the middle shows the results for the velocity in
the y direction and the image at the bottom shows the results
for the pressure field.

Figure 5. U-net architecture used in this paper. This figure
was taken from the paper published by Dias et al. [9]. It is
important to point out that the encoding layers are connected
to the decoding layers.

To have an efficient procedure for simulating each
geometry, the process of creating different geometries
and meshes was automatized as well as the simulations,
which were carried out through a parallelized process
that ran on an institutional cluster. Using an initial condition of a constant inlet velocity of 0.0003 m/s in the
x direction (resulting in a low Reynolds number, thus
reassuring a laminar flow), the flow around each geometry was simulated for 2000 seconds in order to obtain
a steady-state laminar flow solution. Considering the
boundary conditions, a slip condition was used for the
top and bottom walls, a no slip condition was used for
the surface of the geometry and the outlet pressure was
set to a relative value of zero. The results obtained for
an arbitrary geometry can be seen in figure 4.
It is important to mention that this procedure was
done for more than 1500 different geometries in order
to have a significant training set for the neural networks
implemented. Having obtained the results from the CFD
solver, the implementation of the first deep learning
model was done. In order to do this, the methodology
proposed by Dias et al. [9] was considered. Taking into
account the results obtained by this author, the best
network architecture was selected to be used. In this
specific case, the U-Net based architecture with three
decoders was selected. In figure 5 taken from the paper
presented by Dias et al. [9], the architecture of the Unet can be seen. Considering that the data being used
in this research is different than the one used by Dias
et al., a manual and iterative search for the best hyperparamenters of this model was done. This specific
architecture was trained using 700 training samples, 300
test samples, and 1000 epochs.
To ensure accurate results, different loss functions
were tested as well, but, just as it is presented by Dias
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et al. [9], the best loss function found for this specific
model was composed of using an l2 regularization for the
velocity field and an l1 regularization for the pressure
field as it is more robust to atypical values [12]. To sum
both losses (l1, l2), they had to be normalized in order
to avoid mistakes regarding the importance of each loss.
The input for this model was composed of three different
images, including two signed distance fields (one calculated from the surface of the geometry, and the second
one calculated from the top and bottom borders) and
one custom image representing the fluid with a value of
1, the top and bottom boundaries with a value of 2, the
inlet with a value of 3, the outlet with a value of 4 and
every point inside the geometry with a value of 0. The
inputs for an arbitrary geometry can be seen in figure 6.
After having obtained the desired results for the first
deep learning model, a customized physics informed loss
function was inserted to this specific architecture. It
is important to mention that this step is based on the
hypothesis that when inserting the customized physics
informed loss function, the hyperparameters for the best
model will not change. Thus, to insert this custom loss
function, the residuals from equations 4 and 8 were calculated by following the next procedure. Since only two
dimensions are being studied, the first residual was calculated as follows:

R1 =

∂u ∂v
+
∂x ∂y

(13)

And the second residual was calculated by dropping
the time dependent term in equation 8 (since steadystate flow is being studied):

R2 = ρv · ∇v − ρg + ∇p − µ∇2 v

(14)

It is important to mention that when no external
forces are applied, this equation can be written as [13]:

2

R2 = ρv · ∇v + ∇p − µ∇ v

(15)

Clearly, the second residual divides into two different
equations since the velocity vector has two different components. Thus having:

R2u



∂u
∂u
∂p
=ρ u
+v
+
− µ∇2 u
∂x
∂y
∂x



R2v

∂v
∂v
=ρ u
+v
∂x
∂y


+

Figure 6. Inputs for each network being used. The image
at the middle shows the characteristics of the flow region
channel, the image at the top shows the signed distance field
calculated from the surface of the geometry, and the image
at the bottom shows the signed distance field calculated from
the top and bottom borders.

∂p
− µ∇2 v
∂y

(16)

(17)

Therefore, in order to obtain the best solution possible, as it was mentioned before, the residuals should
be minimized to a value of 0. To achieve this, the custom loss function was implemented where the error from
the velocity field (l2 regularization), the error from the
pressure field (l1 regularization) and the residuals were
summed to have a generalized loss function including
the physics-informed residuals. It is important to mention that each one of the losses had to be normalized by
following the procedure described by Raissi et al. [3],
once again to avoid problems regarding the importance
of each loss.
Having implemented the custom physics informed loss
function, the physics-informed model was trained using
700 training samples, 300 test samples, and 1000 epochs.
And both the model without the custom loss function
(CNNs) and the one with the physics informed loss function (PINNs) were evaluated on a specific geometry to
benchmark each result and compare the effect of including the physics informed loss function.
Lastly, SimNet was used to create a physics based
model and evaluated on the same geometry as mentioned
before in order to compare the results obtained. It is important to mention that default neural network was used
at first, consisting of 6 hidden layers and 512 nodes per
layer [8], and trained for the same 1000 epochs as the
other models. Once again, a manual search for the best
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Figure 7. Results obtained for the convolutional neural network based on the architecture presented by [9]. The left column
represents the ground truth, while the right column represents the predicted variables by the neural network.

hyperparameters was done in order to improve the results obtained with this specific architecture. With these
results, the three different models were compared in order to obtain the best option for evaluating, simulating,
and analyzing steady state fluid flow.

IV.

RESULTS AND ANALYSIS

Starting with the convolutional neural network
(CNNs), considering the architectures proposed by Dias
et al. [9], the U-net architecture with 3 different decoders
was selected as it obtained the best results for this specific application. Therefore, through a manual search,
the best hyperparameters obtained for this architecture
can be seen in table III.
Table III. List of hyperparameters used for the results obtained.
Hyperparameter
Value
Learning rate
Kernel size
Filters
Batch size
Weight decay
Batch normalization
Weight normalization

0.001
5
[8, 16, 32, 32]
32
0.005
False
False

It is important to mention that the batch size was
reduced from 64 to 32, when comparing these hyperparameters to the best hyperparameters obtained by Dias
et al. [9].
Thus, taking into account the architecture used and
the hyperparameters selected, the geometry presented in
figure 3 was selected as the benchmark to compare the results obtained for each approach studied. Hence, the results obtained for this specific geometry using the convolutional neural network can be seen in figure 7. It is important to mention that the architecture was trained and
tested 3 different times in order to consider the deviation
that different training samples may have. With this, the
average error of the convolutional neural network tested
on the benchmark geometry with respect to the ground
truth can be seen in table 7. The ground truth, as it was
mentioned in the methodology, are the results obtained
through the simulation done using OpenFOAM.
Table IV. Error of the results obtained with the convolutional
neural network on the benchmark geometry with respect to
the ground truth obtained with OpenFOAM.
Field
u (x-velocity)
v (y-velocity)
p (pressure)

Error (RMSE)
(1.496 ± 0.552) × 10−5 m/s
(0.475 ± 0.054) × 10−5 m/s
(0.0019 ± 0.0002) × 10−5 Pa

As it can be seen, the root mean squared error for each
field is fairly low compared to the order of magnitude of

9

Figure 8. Results obtained for the physics informed convolutional neural network based on the architecture presented by [9].
The left column represents the ground truth, while the right column represents the predicted variables by the neural network.

the fields themselves. More specifically, the network approximated the velocity and pressure fields with a normalized root mean squared error of (4.96±1.83)% for the
velocity field in the x direction, (17.95±2.04)% for the
velocity field in the y direction and (15.77±1.66)% for
the pressure field. Even though this is not the best approximation to the real values, it is important to take
into account the time that it takes for the convolutional
neural network to present the results compared to the
time that OpenFOAM takes to simulate the flow around
the geometry. For the same specific geometry appointed
as the benchmark, while OpenFOAM took (91.30±0.73)
seconds to simulate the flow, the convolutional neural
network presented its results on (0.0039 ± 0.0009) seconds working a GPU-accelerated framework (equipped
with an NVIDIA GTX-1080Ti). Thus, using the convolutional neural network proved to be 4 orders of magnitude faster than OpenFOAM. These results are in accordance with those presented by Dias et. al [9].
This suggests that the convolutional neural network
provided in this study is an appropriate model to be used
as a surrogate model or fast approximation model when
working with steady state fluid flow problems. Even
though the error is about one order of magnitude lower
than the values being calculated, the run-time is 4 orders
of magnitude faster than the traditional approach. This
makes the convolutional neural network a very valuable
asset in the design process, were different designs need
to be iterated over and the accuracy needed is not as
high. Therefore, using these types of convolutional neu-

ral network can facilitate the search in the design space
by considerably reducing the run-time needed for each
design being studied.
As it was mentioned in the methodology, having tested
the convolutional neural network, a custom loss function
was inserted into the same architecture in order to try
to inform the network with the physics involved in the
problem trying to be solved. To do this, the residuals
presented in equations 13, 16 and 17 were inserted into
the loss function of the network. Here, it is important to
mention that the gradients were calculated by using numerical differentiation considering that the architecture
of the network was developed in PyTorch. Thus, numerical differentiation had to be used in order to calculate
the different gradients needed to obtain the residuals.
The results obtained with this custom physics informed
neural network (PINNs) are presented in table V and are
presented graphically in figure 8.

Table V. Error of the results obtained with the physics informed convolutional neural network on the benchmark geometry with respect to the ground truth obtained with OpenFOAM.
Field
Error (RMSE)
u (x-velocity)
v (y-velocity)
p (pressure)

(2.009 ± 0.778) × 10−5 m/s
(0.420 ± 0.046) × 10−5 m/s
(0.0022 ± 0.0002) × 10−5 Pa
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Figure 9. Results obtained with SimNet. The left column represents the ground truth, while the right column represents the
predicted variables by the framework.

As it can be seen, the results did not improve with respect to those obtained previously with the convolutional
neural network without the custom loss function. These
results represent a normalized root mean squared error
of (6.67±2.58)% for the velocity field in the x direction,
(15.87±1.74)% for the velocity field in the y direction
and (18.26±1.66)% for the pressure field. The velocity
v did present a slight improvement, but not significant
enough to be considered as an upgrade to the convolutional neural network. There are two different reasons
why the results obtained using the custom physics informed loss function did not improve with respect to the
results obtained with the ordinary neural network. The
first one is that numerical differentiation was used to calculate the gradients needed. As it was discussed in the
background section, numerical differentiation can incur
in approximation errors [10]. When using custom physics
informed losses, it is beneficial to use automatic differentiation as it has proven to have better results in problems
similar to this one [3]. As well as this, using numerical
differentiation proved to slow the run-time by approximately 27.3% since the total run-time for this physics informed neural network was found to be (0.0049±0.0003)
seconds (this is still a high improvement when compared
to the CFD approach).
The second reason is that generally neural networks
are not “off-the-shelf” [14]. What this means is that
neural networks are mainly not available or applicable
immediately to different contexts or problems. Meaning
that what works for one neural network may not work

for a different one. This is why some of the hyperparameters presented in table III were changed in order
to fit the physics informed neural network better. But
still, different elements such as the architecture of the
network need to be slightly modified in order to be used
in different contexts, or in this specific application, when
using different loss functions. In 2018, Kaya and Dumitras [14] presented a way to modify “off-the-shelf” neural
networks in order to work in different circumstances, but
this lies outside the scope of this paper.

Table VI. Error of the results obtained with SimNet on the
benchmark geometry with respect to the ground truth obtained with OpenFOAM.
Field
u (x-velocity)
v (y-velocity)
p (pressure)

Error (RMSE)
(26.525 ± 2.340) × 10−5 m/s
(9.511 ± 0.844) × 10−5 m/s
(0.0300 ± 0.0127) × 10−5 Pa

Considering that the custom physics informed loss
function was inserted to the convolutional neural network under the hypothesis that the same architecture
would work for the custom loss function, it can be said
that this assumption was wrong due to the reasons presented before. This shows the importance that the loss
function along with the hyperparameters can have in
the success of the neural network. Thus, in order to
understand the benefits that a physics informed neural
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Table VII. Summary of the results obtained with the three different solutions studied, considering the results obtained with
OpenFOAM as the ground truth.
Model
CNNs
PINNs
SimNet
OpenFOAM

Error u-field (m/s)
−5

(1.496 ± 0.552) × 10
(2.009 ± 0.778) × 10−5
(26.525 ± 2.340) × 10−5
-

Error v-field (m/s)
−5

(0.475 ± 0.054) × 10
(0.420 ± 0.046) × 10−5
(9.511 ± 0.844) × 10−5
-

network can have when solving steady state fluid flow
problems, SimNet was used to try a different approach.
Once again, this is a framework developed by NVIDIA
in order to solve physics problems by using physics informed neural networks, but as it was mentioned in the
methodology, this is a non data-driven solution [8]. In
table VI, the results obtained with SimNet on the benchmark geometry can be seen. Once again, the error was
calculated as the root mean squared error with respect
to the results obtained with OpenFOAM.
As well as this, in figure 9, the results obtained can
be observed graphically. As it can be seen, the use of
SimNet does not outperform the other neural networks
tested before. There are several reasons that can explain
this. Starting with the computational resources used,
considering that in order to use SimNet, several libraries
must be installed, the iterations with this framework
had to be done using a local computer equipped with an
NVIDIA GTX-1650. This limited the complexity of the
network used to train the model, creating a difficulty to
obtain a higher accuracy and increased the run-time. In
this specific GPU-accelerated framework, the run-time
obtained was (0.3655 ± 0.0134) seconds, 2 orders of magnitude higher than the convolutional neural network and
the physics informed neural network. It is important to
mention that these run-times are not directly comparable considering the different GPU-frameworks used.

Error p-field (Pa)

Runtime (s)
−5

(0.0019 ± 0.0002) × 10
(0.0022 ± 0.0002) × 10−5
(0.0300 ± 0.0127) × 10−5
-

(0.0039 ± 0.0009)
(0.0049 ± 0.0003)
(0.3655 ± 0.0134)
(91.30 ± 0.73)

work allows the user to set different boundary conditions very easily and calculate residuals in just one line
of code. And while this might be beneficial in terms
of coding efficiency, these calculations are done using
automatic differentiation. As it was mentioned before,
using automatic differentiation is an efficient and accurate way to calculate the gradients needed for both the
boundary conditions and the residuals. Also, SimNet is
equipped with several differential equations that can be
used to simulate other phenomena such as Schrödinger’s
wave equation and heat transfer problems. Therefore,
the use of SimNet might prove to be beneficial for future
projects involving the solution of differential equations
using physics informed neural networks.

Other than this, it is important to mention that the
values being approximated by the model are significantly
low when compared to other problems involving fluid
dynamics solved with SimNet. This can be seen in the
user guide provided by NVIDIA, where the fluid velocities of the problems solved are around 1 m/s [8], and
the inlet velocity in this specific context is 0.0003 m/s.
Thus, these small values accompanied with a lack of complexity due to computational resources might have been
the cause regarding the values obtained with SimNet.
As well as this, since SimNet is still on version 0.2 [8],
the source documentation is not ideal and the available
choices for the hyperparameters of the networks to be
used are limited. This is a barrier that will decay over
time, but as of today, the options for building networks
are limited and this is a clear limitation to the current
use of this framework.

Figure 10. Root mean squared error for the results obtained
with SimNet, PINNs and CNNs when calculating the velocity
fields for the benchmark geometry.

But even though the results obtained were not ideal,
the potential of SimNet is unquestionable. This frame-

Figure 11. Root mean squared error for the results obtained
with SimNet, PINNs and CNNs when calculating the pressure field for the benchmark geometry.
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In table VII and figures 10, 11, 12 the results of the
three different methods studied in this paper can be seen.
It is evident that both the convolutional neural network
and the physics informed neural network based on the
architecture presented by Dias et al. [9] are successful
methods for approximating the steady state solutions to
the problem being studied. The benefit of using these
models comes to the run-time needed to approximate
these solutions, where these fast approximation models
take four orders of magnitude less than the exact solution. This is clearly beneficial when it comes to iterating
over different preliminary designs where a considerably
high accuracy is not needed. Regarding SimNet, it is apparent that the results obtained where not as accurate
as expected but this can be attributed to the computational resources used and the early stages of development
that SimNet is under.

Figure 12. Run-time needed by each solution to approximate
the velocity and pressure fields for the benchmark geometry.

Finally, it is important to mention the training times
needed in order to obtain the results presented before.
The run-times presented in figure 12 show the time
needed by each solution to approximate the velocity and
pressure fields for the benchmark geometry. But in order to approximate these fields, as it has been mentioned
throughout this paper, the network has to be trained.
The training time depends on the hyperparameters used
for each architecture, the number of epochs and the
framework on which the network is being trained. For
the convolutional neural network presented in this study
(running on a GTX-1080Ti GPU Framework), the training time per epoch is (10.77±0.06) seconds, averaging
around three hours to complete the 1000 epochs suggested before. Considering the physics informed neural network, running on the same GPU framework as
the convolutional neural network, the training time per
epoch for this specific architecture is (57.65±0.13) seconds, taking around 16 hours to complete the training
of 1000 epochs. It is evident that the physics informed
neural network takes longer to train than the convolutional neural network, and this is due to the calculation
of the residuals for each iteration present in the training. Now, using SimNet, the training was completed in
approximately 40 hours, but it is important to mention

once again that SimNet was used on a less powerful GPU
framework meaning that this training time is not directly
comparable to that of the CNNs and the PINNs.

V.

CONCLUSIONS AND FUTURE WORK

In this paper, three different methods for solving
steady state fluid flow simulations were studied. The
first two methods presented were based on data-driven
solutions regarding the use of deep convolutional neural networks, while the third one presented a non datadriven solution. Concerning the first two solutions, two
different neural networks based on a U-net architecture
with three decoders were used to approximate the velocity and pressure fields around arbitrary geometries.
The main difference between the two convolutional neural networks used was their loss function, while the first
one (CNNs) used a common loss function composed of
l1 and l2 regularization, the second one (PINNs) used
a custom loss function where the physics involved in
the steady state fluid flow problem was inserted. In
order to insert these physics conditions, the residuals
from the time-independent Navier-Stokes equations for
an incompressible fluid were calculated and minimized.
This provided a clear understanding to what it is really
happening in the training procedures concerning neural
networks and helped to introduce a deep learning approach where the neural network is not presented as a
black-box.
Between these two data-driven solutions, the convolutional neural network outperformed the physics informed
neural network in both terms of accuracy and run-time.
This is due to the fact that in order to calculate the
residuals mentioned above, numerical differentiation was
used. Also, it is important to mention that the architecture of the networks was designed for the convolutional neural network and then adjusted for the physics
informed neural network. This might have been an issue
since neural networks should not be considered as “offthe-shelf”. But despite this, the results obtained with
both approaches showed a good approximation to the
real values, averaging a normalized root mean squared
error of (4.96±1.83)% for the velocity field in the x direction, (17.95±2.04)% for the velocity field in the y direction and (15.77±1.66)% for the pressure field in the
case of the convolutional neural network. And a normalized root mean squared error of (6.67±2.58)% for the
velocity field in the x direction, (15.87±1.74)% for the
velocity field in the y direction and (18.26±1.66)% for
the pressure field in the case of the physics informed
neural network. And, both solutions presented a runtime of four orders of magnitude less when comparing to
common CFD solvers.
The third solution studied, using SimNet as a non
data-driven solution did not outperform the results ob-
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tained with the data-driven solutions. This was due to
the fact that the complexity of the model used was not
ideal since SimNet is still on its development stages and
the computational resources utilized were not optimal.
But this framework showed a big potential, not only
for solving fluid dynamics related problems, but a large
number of fields might find SimNet as a very useful tool.
Considering this, the potential for future work in this
research field is extraordinary. Starting with the convolutional neural network and the physics informed neural
networks implemented, it would be interesting to test
these two architectures in higher Reynolds number flow
regimes. This, in order to test the accuracy of these fast
approximation models to higher complexity phenomena
such as turbulent flow and vorticity. Testing in higher
Reynolds number flow regimes can be beneficial for different applications where the velocity of the fluid is high.
As well as this, these architectures could be extrapolated
to the approximation of fluid flow in three dimensions
which would be beneficial for real world applications.
Lastly, it would be interesting to test these architectures
on more challenging geometries, just as Guo et al. [2]
presented. This could be a clear test of the robustness
of these neural networks.
Now, taking into account the use of SimNet, as it was
mentioned before, the future applications of this framework are immense. First of all, it would be valuable
to implement the solution presented in this paper on
a more powerful GPU-framework. This way, the complexity of the network used to train the model could
be increased and the results obtain could potentially be
more accurate. As well as this, it would be interesting
to implement SimNet in order to solve time-dependent
problems in higher Reynolds number flow regimes. Since
the differential equations needed for this are already preloaded, the implementation to solve this problem should
not be difficult. Now, since SimNet is applicable to other
scenarios and phenomena, it would be beneficial to test
this framework on different problems that are not related to fluid flow i.e., the solution of Schrödinger’s timedependent equation in three dimensions or heat transfer
problems. Since SimNet is not a data-driven solution,
the applicability of this tool is high, meaning that the
correct use of it can result beneficial in many real world
applications.

VI.
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