
SEARCHING FOR EXTRAGALACTIC
VARIABLE STARS USING MACHINE

LEARNING ALGORITHMS

Javier Alejandro
Acevedo Barroso

Advisor:
Alejandro García Ph.D

A thesis submitted in fulfillment of the requirements
for the degree of Master in Sciences-Physics

Department of Physics
Faculty of Science
Bogotá, Colombia
November, 2020



Dedicado a las víctimas de la dictadura.



Agradecimientos

Agradezco a mi mamá y a mi papá, sin su esfuerzo, la educación que me dieron, y
su paciencia, este trabajo no habría sido posible. A Susana, por su genial compañía
y gigantezco apoyo. A Alejandro García, el profesor director de esta tesis, por su
guía, ayuda y correciones. A todo el grupo de astronomía por el trabajo previo y el
intercambio de ideas durante estos años. Y a Maximiliano y Jhon por tomar interés
en el proyecto y sus interesantes sugerencias.

iii



Acknowledgments

I thank my mother and father, for without their efforts, education and patience,
this work would not had been possible. I also thank Susana, for her enormous sup-
port and great company. Alejandro García, the professor advisor on this project,
for his guide, help and corrections. The entire Uniandes astronomy group, for all
the previous work done and the exchange of ideas during these years. And Maximil-
iano and John, for taking interest in the project, and for their interesting suggestions.

iv



Búsqueda de estrellas variables extragalácticas
usando algoritmos de Machine Learning

El siglo XXI trajo consigo un aumento exponencial en la producción de datos astronómicos.

Pero, los métodos tradicionales de búsqueda de estrellas variables se vuelven ineficientes ante

ese aumento de datos. Por lo cuál, es necesaria la exploración de técnicas alternativas para

automatizar la búsqueda de estrellas variables y tener una clasificación fiable y sistemática

de ellas.

El objetivo de este proyecto es encontrar estrellas variables en la galaxia NGC 55 usando

treinta imágenes de campo amplio tomadas para el Proyecto Araucaria con el telescopio

de 2.2m MPG/ESO en el observatorio de La Silla, Chile, entre 2003 y 2006. Si bien, las

imágenes fueron tomadas como parte del Proyecto Araucaria, estas no fueron incluidas

en los resultados publicados para NGC 55. Por lo tanto, este trabajo es un estudio de

variabilidad original.

Se hizo un pipeline usando IRAF y Astropy para reducir las imágenes. De 29 noches, se

logró obtener un stack para 23 de ellas. Sucesivamente, se hizo fotometría PSF en cinco

recortes centrados en la galaxia. La fotometría de las otras 6 noches se hizo en cada chip

CCD de forma individual. En todos los casos se usó Daophot en su versión de IRAF y un

modelo de PSF con variaciones lineales. En las noches donde no fue posible un stack se hizo

la fotometría de cada imagen individualmente. Luego, se relacionaron las estrellas de los

diferentes catálogos usando el software Daomatch y Daomaster con el fin de obtener curvas

de luz. Por último, se entrenaron clasificadores de estrellas variables usando algoritmos de

machine learning como bosques aleatorios y máquinas de soporte vectorial. Como muestras

de entrenamiento se usaron los catálogos de estrellas variables de OGLE III y OGLE IV.

Finalmente, se detectaron 86 de las 144 cefeidas reportadas por el Proyecto Araucaria para

la galaxia NGC 55, además de otros tipos de estrellas variables.



Searching for extragalactic variable stars
using Machine Learning algorithms

With the advent of the digital era, production of astronomy data has grown exponentially.

However, traditional methods of searching for variable stars become ineffective when deal-

ing with these amounts of data. Therefore, it is necessary to explore new techniques to

automatise the search and have a trustworthy classification of variable stars.

The objective of this work is to find variable stars in the galaxy NGC 55 using public wide

field images taken for the Araucaria Project. The 29 images were taken between 2003 and

2006 using the 2.2m MPG/ESO Telescope at La Silla observatory in Chile. It is worth

noting that the images are not used in any publication on NGC 55, making this work an

independent study of the galaxy. We developed a pipeline using IRAF and Astropy in order

to process the images and to correct their World Coordinate System. Additionally, a final

stack was made for 23 of the nights. We ran PSF photometry on five cuts centred on the

galaxy per night. To do so, we used IRAF’s version of DAOPHOT and a linearly variable

PSF. In cases where a final stack was not possible, we did the photometry on each image

independently. We used the software Daomatch and Daomaster to match the stars over

the different nights, and obtain light curves. Finally, we used Machine Learning algorithms

such as Random Forest and Support Vector Machine, along with catalogues of variable

stars from the Optical Gravitational Lensing Experiment (OGLE) on its releases III and

IV, to develop variable stars classifiers and use them on the newly generated light curves.

We recovered 86 of the 144 Cepheids originally reported for NGC 55 by the Araucaria

Project, along with other variable stars.
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Chapter 1

Introduction

Variations on the brightness of an astronomical source is one of the most important
probes of the Universe that we know of. It has allowed for the development of stellar
formation models, the discovery of hundreds of exoplanets, and even measuring the
Hubble constant using gravitational lens. In particular, the discovery of the Period-
Luminosity law in 1908 on Cepheid variable stars made possible the measurement
of local extragalactic distance. And with it, also came the necessary calibrations to
develop the cosmic distance ladder and start answering some old questions, such as
the size of the Universe, or whether nebulae lay outside the Milky Way. The Period-
Luminosity law also became a strong motivation towards the search and classification
of variable stars, since finding Cepheids in a stellar population was equivalent to mea-
suring distance to that population. And thus, several surveys have been conducted
over the years, producing and classifying light curves of stellar populations in order
to measure the distance to nearby stellar clusters, and improve precision of the local
extragalactic step of the cosmic distance ladder. Most notably among those sur-
veys are the Araucaria Project and the Optical Gravitational Lensing Experiment
(OGLE). Both are going to be introduced more properly in Section 2.4 and 2.5.
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Simultaneously, astronomical instrumentation keeps improving overwhelmingly, along
with the amount of raw data to process: Whereas we only could see a diffuse cloud,
we now can resolve thousands of stars; and whereas we could only capture a tar-
get once every few days, we can now systematically survey big parts of the sky in
an almost nightly fashion. This drastically increased the number of light curves to
analyse and classify, and made automation an immediate necessity.

Also, during the nineties machine learning rose as the preeminent line of investigation
in artificial intelligence, which lead to a very fast development of classification algo-
rithms and techniques. Moreover, combining the increase on the data and the advent
of machine learning, it becomes interesting to use this relatively new classification
techniques to segregate light curves and automate classification.

The main scope of this work is looking for variable stars in the galaxy NGC 55 using
public data from the European Southern Observatory (ESO) archive to generate
light curves, and supervised machine learning techniques to classify them. We chose
NGC 55 because it is close enough to resolve individual stars, and its distance has
been accurately measured by multiple methods, as shown in Table 1.1.

The data used in this project was originally taken as part of the ESO large programme
171.D-0004(E) with professor Wolfgang Gieren as PI, and was meant to be used by
the Araucaria Project. However, their publications regarding NGC 55 do not make
any mention of these data. Instead, they used images from the Warsaw Telescope at
Las Campanas Observatory, operated by the University of Warsaw. And thus, the
first objective of this work is to process all the unused raw data into light curves for
every resolvable and matchable star in the galaxy.

The second objective is to develop a classifier using machine learning algorithms, and
use it to find variable stars among the newly generated light curves. In order to train
and tests the algorithms we used the results of OGLE on its third (Udalski et al.
2008) and fourth run OGLE-IV (Udalski et al. 2015) survey; since they represent the
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Method Distance modulus Distance [Mpc] Paper

Planetary nebula
luminosity function

26.81 ± 0.33 2.30 ± 0.35 van de Steene et al. 2006

Cepheid populations 26.40 ± 0.14 1.91 ± 0.13 Pietrzyński et al. 2006b

Cepheid populations
in near infrared

26.44 ± 0.12 1.94 ± 0.11 Gieren et al. 2008

Flux-weighted
gravity-luminosity

26.85 ± 0.10 2.34 ± 0.11 Kudritzki et al. 2016

Cepheid populations 26.67 ± 0.11 2.16 ± 0.11 This work

Table 1.1: Distances to NGC 55 as determined by different methods in the last 15
years. Most of the uncertainty comes from the adopted distance to LMC.

largest collection of variable stars, and are highly curated data.

Lastly, this work is divided as follows: Chapter 2 presents a brief introduction to
variable stars, and in particular to the two general categories that concern this work:
pulsating variables (Section 2.1) and eclipsing binaries (Section 2.2); along with
how to detect them (Section 2.3), and a overview of the aforementioned Araucaria
(Section 2.4) and OGLE (Section 2.5) projects. Chapter 3 is a short introduction
to machine learning and the techniques used in this work. Chapter 4 deals with
everything related to generating the light curves, from preprocessing the raw data, to
the photometric corrections to the standard system. Chapter 5 shows the models and
methodology used to classify the light curves and find periodic variables. Chapter 6
presents a summary of the results, along with an estimation of the period-luminosity
law and the distance to the galaxy. And finally, Chapter 7 suggests future work and
presents the conclusions.
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Chapter 2

Variable stars

Variable stars are those whose apparent magnitude changes over time. They are seg-
regated into classes according to the origin of their variability. Stars that due physical
processes in their interiors suffer variations on their surface brightness are known as
intrinsic variables. On the other hand, stars whose surface brightness remains con-
stant, but their apparent magnitudes still changes due to external mechanisms, are
known as extrinsic variables. Examples of the former include novas, and pulsating
variables. Examples of the later include eclipsing binaries and exoplanetary systems.
Figure 2.1 shows the aforementioned classification scheme. Note that this classifi-
cation is non-exhaustive, and there are numerous sources with variations on their
light curves that do not conform to any particular class in this scheme. However,
given the parameters of our survey, these are the classes that we will be the most
concerned with. For a detailed, exhaustive and state of the art classification scheme
you can refer to Samus’ et al. (2017).

Furthermore, regardless of the physical origin of the variation, variable stars can also
be classified as periodic or transient, depending on the shape of their light curve.
Periodic variable stars, as their name implies, show periodicity on their light curves,
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sometimes even having multiple oscillation modes. In contrast, transient variable
stars are transitory phenomena, they show events that often will not repeat in the
lifetime of the star. In this work we are interested only on periodic variables, since
they are among the brightest and most likely to be found stars on NGC 55 in the
Araucaria survey, and are very well represented in OGLE Collection of Variable
Stars.

2.1 Pulsating variables

In 1596 David Fabricius observed a new star in the constellation of Cetus. It could
be seen by the naked eye, and its magnitude was about a third from Tycho’s Nova,
14 years earlier. The star turned out to be a periodic variable and its magnitude
oscillated around the margin of visibility, appearing and disappearing over the curse
eleven months. By 1667 there were already accurate estimates of its period, and the
star had already been renamed to Mira, meaning wonderful in Latin. The variability
was initially explained as dark spots rotating along with the star, and later by eclipses
in a binary system. Finally, in late 1918, the idea of pulsating stars was formalized
by Eddington (1918), and our current understanding of them was born. As Figure
2.1 shows, they are intrinsic variables.

Our current model proposes that these stars undergo periodic pulsations. Expansion
and contraction of stellar layers. Those can be radial, in which the star has a spher-
ically symmetric expansion; or non-radial, in which the star changes shape, but not
volume (Catelan & Smith 2015). Additionally, in the case of radial pulsations the
pulsation frequency is often the fundamental mode of the star, in which case, the
light curve shows a steep rise with a sharp maximum and a slow decline (sawtooth
shape). Some examples of radial pulsators can be seen on Figure 2.2.

Pulsating stars are classified based on the shape of their light curve, period, and
pulsating mode:
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Variable stars

Intrinsic variables Extrinsic variables

Cataclysmic
variables

Eruptive
variables

Pulsating
variables

Eclipsing
binaries

Rotating
variables

Classical
CepheidsRR Lyrae

Detached
(Algol)

Contact
(W-UMa)

Mira
variables

Semi-detached
(β Lyrae)

Semi-regular
variables

δ Scuti

Figure 2.1: Non-extensive classification of variable stars based on the source of its
variability. Orange is used to represent the periodic variables that we expect to find
on NGC 55, and that compose our training data.
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Figure 2.2: Phased light curves of Classical Cepheids. Left: Cepheid pulsating on its
fundamental mode, showing the typical sawtooth shape. Right: Cepheid pulsating
on its first overtone, showing symmetry around the maximum brightness. Data taken
from OGLE III Catalog of Variable Stars: Soszyński et al. (2008) and Pietrukowicz
et al. (2013).

• Classical Cepheids: They are yellow supergiant radial pulsators, usually on
the fundamental mode, or in one of its first overtones. Their periods range
from 1 to 200 days in the fundamental mode, and from around 0.24 to 8 days
in the case of the first overtone. Their amplitudes in VBRI-bands are usually
less than one magnitude, and their masses range from 2 to 20 M�. They
are used as standard candles because of their period-luminosity law, and very
high luminosity. The main drawback to their use as standard candle is that
they are short-lived. And thus, are only found in populations with recent star
formation. Examples of their light curves can be seen in Figure 2.2. There
is plenty of evidence supporting Cepheid populations on NGC 55 (Pietrzyński
et al. 2006b), and thus, we expect to find them in our data.

• RR Lyrae: They are old, low-mass giant radial pulsators. Their periods range
from 0.2 to 1 days, and their amplitudes are smaller than one magnitudes
(Soszyński et al. 2016). They can pulsate in the fundamental mode, first or
even second overtone. The shape of their light curves depend on the pulsation
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mode, and tends to be similar to Figure 2.2. Additionally, Figure 2.3 shows an
example of the light curve for a RR Lyrae. Given their low mass, they tend to
be dim, and thus we do not expect to find them such a distant population.

• δ Scuti: They follow the same Period-Luminosity relation that Classical Cepheids
pulsating in overtones. Also, δ Scuti have lower masses than RR Lyrae, and
can even be in the main sequence, although they are often in the giant branch.
Their periods range from 0.02 to 0.3 days, and their amplitudes are lower than
one magnitude (Percy 2011). Their pulsations can be radial and non-radial,
and often show multiple modes of oscillation, something unusual in the afore-
mentioned Classical Cepheids and RR Lyrae. Figure 2.3 shows a typical light
curve for a δ Scuti star. Finally, similar to RR Lyrae, they are dim; conse-
quently we do no look for δ Scuti stars NGC 55.

• β Cepheids: They are hot, massive and very luminous stars. Their masses
range from 8 to 20 M�, making them the most massive pulsators. Their typical
periods are short (0.1 to 0.6 days), and their amplitudes small, ranging from
0.01 to 0.32 in visual (Catelan & Smith 2015). They are considerably hotter
than all the previously mentioned stars, and their pulsation is driven by ion-
ization of iron, making their abundance dependant on the metallicity of the
population. It is in principle viable to find a β Cepheid star in NGC 55, but
given the precision of the light curves and the small periods compared to the
cadence of the survey, it would be difficult to confirm the nature of the variable
and distinguish it, for example, from a δ Scuti star with similar period. So we
do not search for them in the new light curves.

• Long Period Variable: They are cool old supergiant variables with long
periods of up to 1800 days. The driving mechanism of their variability is not as
well understood as the previous stars. But it is known to be a mix of pulsation
and convection in the outer layers. They are subdivided in notoriously different
categories (Soszyński et al. 2009): The first subclass, Mira variables, honours
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Figure 2.3: Left: RR Lyrae pulsating on its fundamental mode with a period of 0.28
days. Right: δ Scuti star on its first overtone, period is 0.19 days. Data taken from
Soszyński et al. (2016) and Poleski et al. (2010) respectively.

Fabricius’ star, Mira. They have large amplitudes that range from 2.5 up to 8
magnitudes.

The second subclass is Semi-regular Variables. These are star whose light
curve does not repeat perfectly each cycle, but have a general periodicity
nonetheless. They are 15 to 35 times more massive than Mira variables, and
thus are intrinsically brighter.

The last subclass is Small Amplitude Red Giants. Also known as SARG,
they are stars with amplitudes smaller than 0.13 magnitudes in I-band, and
even smaller in V-band.

Since Miras and Semi-regular variables are very bright stars and have large am-
plitudes, it is likely to find them in the Araucaria images of NGC 55. SARGs,
however, have such small variations that can easily go unnoticed in the uncer-
tainties of the photometry.

As Figure 2.4 shows, pulsating stars occupy a very particular place on the Hertzsprung-
Russell (HR) diagram known as instability strip. This is because of the ionization
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Figure 2.4: HR diagram showing the evolutionary path of main sequence stars based
on their initial masses, along with the position of some pulsating variables on their
instability strips. With log10(Te) between 3.65 and 3.9, Cepheids, RR Lyrae and
δ Scuti all belong to the helium instability strip. On the other hand, β Cepheids
belong in the iron instability strip, and thus, their typical log10(Te) are between 4.25
and 4.35. Lastly, Long Period Variables (LPV) are on the ionization instability strip
of hydrogen, but it is not entirely clear if that is what drives their pulsation. Image
taken from Carroll & Ostlie (2006).

http://adsabs.harvard.edu/abs/2006ima..book.....C
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temperature of helium and iron. The explanation goes as follows: Stars are usually
in hydrostatic equilibrium, the inwards gravitational pressure is balanced by the out-
ward radiation pressure. Small deviations from equilibrium can lead to oscillations,
but dissipation of energy in the form of friction dampens them out.

In the case of most pulsating stars, the layers below the surface are about to reach
the ionization temperature of helium. Ionization increases opacity, specially for UV
radiation, which in turn diminishes the radiation pressure, causing the star to con-
tract. As normally, pressure builds during contraction, and eventually the trend
reverses. However, as the gas expands, temperature decreases below ionization tem-
perature, causing the gas to recapture electrons, and releasing the stored energy.
This is known as the κ mechanism. The released energy during compression is the
same energy stored during initial heat up. Additionally, ionisation causes the layer
to be colder than its surroundings during contraction, leading to heat entering the
system by simple temperature gradient. The extra heat helps fuelling the ionisation
and restarting the cycle. This is known as the γ mechanism.

Together, the κ and γ mechanism sustain the pulsations of the aforementioned stars.
The ionized specie depends on the temperature of the stellar layer. In the case
of Cepheids, RR Lyrae, and δ Scuti the ionized specie is helium, and in the case
of β Cepheids, the ionized specie is iron. Long Period Variables are not so well
understood, but their pulsation involves hydrogen ionization zone (Carroll & Ostlie
2006). The gap between β Cepheids and the other variables stars is a result of the
gap between the ionization temperatures of helium and iron.

2.2 Eclipsing binaries

As mentioned earlier, eclipsing binaries are extrinsic variable stars. They are binary
systems in which the orbiting plane lies close to our line of sight, almost edge-on.
Thus, the two stars will periodically eclipse each other. It is estimated that half of

11
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all visible stars are in fact binary or multi-stellar systems. Also, about 3 percent
of the 300 brightest stars on the sky are eclipsing binaries (Percy 2011); hinting
them as an abundant population in the Universe. Additionally, they provide robust
measurements of the stellar radii, age and masses (Catelan & Smith 2015). As shown
in Figure 2.5, their periods range from a few hours to 1000 days, with 90 percent of
the systems having periods of less than 10 days. Their light curves often show a main
eclipse, in which the brightest star is eclipsed; and a secondary eclipse. However, the
secondary eclipse could be missing due to radically different luminosities, eccentricity
in the orbits, or even precession.

They are sub-classified based on how much of their Roche lobe is filled, which has
direct consequences on their light curves. The usual subclasses are the following:

• Detached binaries: Also known as Algol, they are binary systems in which
both stars are well within their Roche lobe Their light curves have almost
flat maxima and well defined eclipses (see top image in Figure 2.6). The pri-
mary and secondary minima have usually very different depths, to the point
of systems with only the primary minimum. Due their separation, stars are
undisturbed, and their masses, radii and temperature can be inferred using
their light curves and radial velocities (Carroll & Ostlie 2006).

• Semi-detached binaries: Often known as β Lyrae-type. Here, one of the
stars has filled its Roche lobe, and might even be losing mass; while the other
is well within its Roche lobe with an almost spherical shape. The minima in
the light curve are both prominent. An example of their light curves is given
in the bottom-left image of Figure 2.6.

• Contact binaries: Also known as W Ursa Majoris (W-UMa) type. They are
tight binary systems in which both stars have filled their Roche lobe. Their
periods tend to be shorter than a day, and the shape of the stars might be
distorted by the tidal forces. As seen in the right image of Figure 2.6, their
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Figure 2.5: Left: Histograms showing the period distribution of eclipsing binary
systems in the Magellanic Clouds and the Milky Way. The most likely period is
between 1 and 2 days. Right: Normalised cumulative distributions. About ten
percent of the systems have periods larger than 10 days or shorter than 1, with
a tiny part having periods up to 1000 days. Data for the LMC comes from the
MACHO Project, data for the SMC from OGLE, and the Milky Way from the All
Sky Automated Survey (ASAS). Figures taken from Derekas et al. (2007).

light curves show eclipses of very similar prominence.

http://adsabs.harvard.edu/abs/2007ApJ...663..249D
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Figure 2.6: Exemplary light curves of eclipsing binaries. Top: Detached binary, or
Algol. One prominent primary eclipse, a flat maxima, and a very shallow secondary
eclipse. Bottom-left: Semi-detached binary. Two prominent but uneven eclipses,
and not a entirely flat maximum. Bottom-right: Contact binaries, or W-UMa.
Both eclipses are of similar prominence, and the two stars are in contact. All data
taken from Pawlak et al. (2016).

http://adsabs.harvard.edu/abs/2016AcA....66..421P
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2.3 Detection of variable stars

Methods to detect stellar variability have varied throughout the decades. From vi-
sual inspection of photometric plates (Leavitt 1908), to fully automated photometric
surveys and use of machine learning to pick candidates for a final visual inspection
(Graczyk et al. 2014). The general methodology has the following steps:

1. Performing an observational survey of the target.

2. Correcting the images for instrument-particular defects, such as bias, darks
and flats, in the case of CCD cameras.

3. Measuring the brightness of every resolvable source, obtaining photometric
catalogues of every night.

4. Cross-matching the different catalogues and generating a light curve per star.

5. Filter a list of candidate using some criteria to determine the probability of
being a variable star. An alternative here is simply to consider every star a
candidate for further inspection.

6. Systematic analysis of the candidates to determine which ones are in fact vari-
able stars.

7. Further segregation of the chosen stars into variability classes.

8. Determination of periods in the case of periodic variables, and other properties
of the light curves.

The first step refers to data gathering. Making the observations in the first place.
Nowadays, observational astronomy is done with CCD cameras, which have their well
know calibrations, such as bias, flats, darks, fringe, bleeding, etc. Thus, the second
step in the previous methodology is almost always performing these calibrations.
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The third step is identifying the resolvable sources, and measuring their flux. This is
most often done with either aperture photometry or PSF photometry. In the former,
the flux of an object is the total flux of every pixel inside a circumference centred
on the source (for an implementation see Bertin & Arnouts (1996)); in the later, the
flux of the object is estimated fitting the source to a known profile, and using the fit
parameters to give a final measure, its most famous implementation is DAOPHOT by
Stetson (1987).

The fourth step, crossmatching the catalogues, can be done by simple coordinate
transformations and least-squares fitting, but that is an inefficient solution. More
refined alternatives have been proposed, some of most notable are the method of tri-
angles implemented in DAOMATCH and DAOMASTER by Stetson (1993) and probabilistic
methods (Sutherland & Saunders 1992; Budavári & Szalay 2008).

The fifth step is filtering the list of light curves in order to further inspect the
most probable candidates to variable stars. This can be done in multiple ways. The
traditional approach before machine learning was to calculate the standard deviation
(σ) and mean magnitude (Ṽ ) of each light curve. Both are common choices for the
scale and location values respectively, but robust alternatives are also popular. Once
those quantities are known, a threshold of variability per typical value (σm(Ṽ )) is
chosen. This can be done by fitting a polynomial directly to the distribution of
σ(Ṽ ); or first smoothing the data with bins, and then fitting a polynomial to the
bins-averaged distribution (Mennickent et al. 2004). Stars with variations over the
threshold for their typical magnitudes are carried over to the next step.

Alternatively, if there is already a catalogue of variable stars with similar properties to
the light curves to classify, then it is possible to segregate candidates using machine
learning, and even obtain a potential variability classes of every candidate before
direct inspection (Pawlak et al. 2016).

The sixth step is the final inspection of candidates. This is most often done man-
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ually, or with heavily trained algorithms. However, there tends to be at least one
component of human inspection on the final results. The seventh step is the further
classification of variable stars in variability classes. Usually this two steps are done
simultaneously, since belonging to a variability class can be part of the inspection of
candidates.

The final step is the determination of periods in the cases that apply. Fourier analysis
based algorithms such as Lomb-Scargle (Lomb 1976) can be used in the case of
pulsating variables. However, when the periodicity is non-sinusoidal, and such is the
case in Algol-type eclipsing binaries, other algorithms must be used, for example,
Box-fitting Least Squares (BLS) (Kovács et al. 2002).

Lastly, one of the main uses of machine learning is to automate the process of classi-
fication. This is fortunate since more data are being gathered than the astronomical
community can handle with traditional methods. Also, the newly classified stars
eventually join the training datasets, and thus, the classifiers keep improving.

2.4 The Araucaria Project

The Araucaria Project was born in the year 2000 with the general goal of characterise
and calibrate different methods of distance determination. And in particular, the
study of how age and metallicity affect the estimation of distance (Pietrzyński et al.
2002 Pietrzyński & Gieren 2006).

Their general methodology is measuring distance to a galaxy using one or more
methods, and detecting useful populations in the process for an infrared follow up. To
do so, first a multi-epoch wide field survey is conducted on V and I bands, and early
measurements of distance are derived, along with characterisations of the populations
(Pietrzyński et al. 2001; Pietrzyński et al. 2002; Gieren et al. 2004; Pietrzyński et al.
2004). Then, using a follow up survey in the infrared band, and most especially
in JHK bands, very accurate distances can be derived from Cepheids (Gieren et al.
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2005; Pietrzyński et al. 2006a; Gieren et al. 2006), RR Lyrae (Pietrzyński et al.
2008; Szewczyk et al. 2009), and even from type II Cepheids (Ciechanowska et al.
2010). They also conduct additional surveys and use other collaborations data to
apply other methods, as the red giant branch tip (Rizzi et al. 2006; Pietrzyński
et al. 2009), flux-weighted gravity-luminosity relationship (FGLR) (U et al. 2009)
and surface brightness-colour relation on eclipsing binaries (Graczyk et al. 2014).

Some of their most important results are multi-method distance determination for
the galaxies: LMC, SMC, Carina, Fornax, Sculptor, IC 1613, M 33, M 81, NGC 55,
NGC 247, NGC 300, NGC 3109, NGC 6822, NGC 7793 and WLM. In particular, the
distance to LMC was for the first time measured with a precision of 1% (Pietrzyński
et al. 2019). It can serve as zero point for the calibration of the different methods,
most notably the period-luminosity law of Cepheids; and also reduces the uncertainty
of the Hubble parameter H0.

The Araucaria Project has also presented studies on Be stars (Sabogal et al. 2008)
and the first dynamical mass measurement of a classical Cepheid (Pietrzyński et al.
2010). Finally, they suggest that the effect of the metallicity on the period-luminosity
relation is non-linear, having little to none in the range between solar and LMC
metallicity, but increasing towards the lower metallicity regime (Gieren et al. 2018).

Lastly, the wide field surveys were conducted using the 1.3-m Warsaw University
Telescope at Las Campanas Observatory; the 2.2-m European Southern Observatory
(ESO) and Max Planck Institute (MPI) Telescope at La Silla, and the 4-m Victor
M. Blanco Telescope at Cerro Tololo Inter-American Observatory. In this work, we
make use the images taken by the Araucaria Project for the early analysis of NGC
55 in the visual bands with the 2.2-m ESO/MPI Telescope. These images are open
for public access in the ESO-La Silla database1. Interestingly, the Araucaria Project
did not include them on their analysis. Instead, they used another survey taken with
the 1.3-m Warsaw Telescope (Pietrzyński et al. 2006b).

1Available at http://archive.eso.org/eso/eso_archive_main.html
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2.5 The Optical Gravitational Lensing Experiment

The OGLE project is a long term experiment with the initial goal of finding dark
matter in the form of massive compact halo objects. The premise was that if the
dark matter halo of the Milky Way is significantly composed of compact objects,
then at any given time, a Bulge star has a chance of about 10−6 percent of being
microlensed (Paczyński 1991).

Data acquisition started in 1992, observing the Galactic bulge. They monitored
about a million stars during four years, and the first part of the experiment con-
cluded as a success: Detecting the first microlensing event towards the Galactic
bulge (Udalski et al. 1993), the first microlensing event by a binary system (Udal-
ski et al. 1994), producing extintion maps (Stanek 1996), and even a catalogue of
variable stars (Udalski et al. 1997b).

This initial success allowed for the construction of a dedicated telescope, meant
for crowed field photometry and without time allocation constrains. Thus, the 1.3-m
Warsaw Telescope was built in 1995 at Las Campanas Observatory, Chile. A detailed
description of the telescope and its operational parameters is found in Udalski et al.
(1997a). The new telescope began functioning on January 1997 along with the
second part of the experiment, OGLE-II. Once again, the experiment was successful,
reporting 214 microlensing events (Żebruń et al. 2002).

The following versions of the experiment, OGLE-III and OGLE-IV, were conducted
using Wide Field CCD cameras. OGLE-III used an eight chip CCD camera with a
full field of view of 35 x 35 arcmin (Udalski 2003). OGLE-IV upgraded the camera to
a 32 chip CCD, “filling the 1.5 square diameter field of view of the telescope” Udalski
et al. (2015).

Interestingly, between 2009 and 2011, the OGLE collaboration showed strong evi-
dence against their original motivation: After two decades of data gathering, the
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number of detected microlensing events was consistent with no dark matter in the
form of compact objects (Wyrzykowski et al. 2009; 2010; 2011a; 2011b). However,
given that the project was not only a search for dark matter, but a massive pho-
tometry survey, it continued beyond its original objective. Having produced very
high quality data and side results, including: catalogues of variable stars with light
curves, detections of exoplanetary transits and microlensing events, distance deter-
mination to the Magellanic clouds, real-transient detection and even proper motion
catalogues.

For the purpose of this work we are interested in using OGLE-IV collection of vari-
able stars to train the Machine Learning classifiers. Finally, the data used by the
Araucaria Project was often gathered using the Warsaw Telescope and the OGLE
reduction pipeline.
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Chapter 3

Supervised machine learning

classification

Machine learning (ML) began in the fifties as a statistical branch of artificial intelli-
gence (AI). It refers to the creation of models for prediction or classification, based
on a dataset containing examples. Since the nineties, it took a life of its own thanks
to the growth in datasets, the advancement on algorithms, and improvement in com-
puters. Also, given the highly data-driven nature of astronomy, the community was
quick to try these new techniques. Consequently, the use of machine learning in as-
tronomy goes as far back as 1989, with the use of neural networks (Zuiderwijk 1989;
Miller 1993).

Classification with supervised machine learning refers to problems in which there is
a set of categories, a classified sample, and a new sample awaiting classification. The
classified sample is most often divided into a training dataset, containing most of the
instances, and a test dataset, containing a smaller but representative subset of the
sample. The training set is fed to an algorithm that divides the sample space into
category-specific regions. The unclassified sample is then segregated according to the
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regions defined by the classifier. Machine learning algorithms not only depend on the
the training data, but on a set of hyperparameters, whose optimal combination varies
from problem to problem. Finding the optimal set of hyperparameters is one of the
fundamental steps of classifying new data. Since most algorithms use their own set
of hyperparameters, they are further discussed in the context of each algorithm.

On the other hand, one important aspect of machine learning is the possibility of
overfitting. That is having a classifier that explains well the training data, but fails
to generalise to new datasets of the same kind. This is why the initial data is divided
into train and test sets. In order to test the generalisation power of the classifier
on new data. Similarly, there is the opposite problem of underfitting, in which the
classifier was unable to learn from the training data. Both problems can happen
when using an algorithm unfit for the data -for example, using a linear regression on
non-linear data-, or when using inadequate sets of hyperparameters, as is shown in
Figure 3.2.

3.1 The space of features

The common approach to working with light curves is to define a space of rep-
resentative features and project the curves into feature vectors. Then, train the
algorithms using only the vectors. This is standard procedure in machine learning,
but is also motivated by the irregularity of the sampling rate in the light curves. This
irregularity is a consequence of seasonality, weather, and even socio-political events.
Projecting the curves into a space of features is also a useful strategy to reduce the
dimensionality of the data.

Light curves in OGLE-IV are sequence of observations. Each contains the Helio-
centric Julian Date, magnitude and its correspondent uncertainty. Features can be
simple statistical measures like the standard deviation of the magnitudes, or compli-
cated calculations over each light curve. Features must be chosen with great care, for
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they represent the only information available to the algorithm. Choosing highly cor-
related or irrelevant features can hinder classification. Features must also be chosen
based on the properties of the datasets, and the objectives of the classification.

A very usual approach is calculating numerous features and then using dimensional
analysis techniques or a posteriori feature importance to choose the most suitable
ones, taking special care of not having too many correlated features (Richards et al.
2011; Kim & Bailer-Jones 2016; Pashchenko et al. 2018). Nonetheless, good results
can also be achieved using few uncorrelated and highly informative features (Pérez-
Ortiz et al. 2017; Hosenie et al. 2019).

3.2 The classifiers

The heart of machine learning is its algorithms. Formally, they are functions mapping
elements from the space of features into categories. They depend upon a set of
hyperparameters and a training dataset. Classifiers can be as simple as a linear
regression, or as complex as multi-layered neural networks.

The algorithms we use in this work are Random Forests, Support Vector Machines,
boosted trees, and bagging of classifiers. An example of some classifiers and how
they divide the space of features is shown is Figure 3.1.

3.2.1 Support vector machines

Originally proposed in 1963 by Soviet scientists Vladimir N. Vapnik and Alexey
Ya. Chervonenkis, and perfected in 1995 by Vapnik and Corinna Cortes (Cortes
& Vapnik 1995). A Support Vector Machine (SVM) is an algorithm for finding
the hyperplane that best divides the feature space, so each class lies on opposite
sides of the hyperplane. The best hyperplane is defined as the one which maximises
its distance to the nearest points of each class. The process requires a definition
of inner product, in order to calculate distance. The natural approach is using a
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Figure 3.1: Some machine learning algorithms along with how they divide the feature
space. Each row corresponds to a different dataset for classification; each column to
a different classifier. Training data is represented by circles, test by triangles Test
accuracy is included in the lower right corner of every image. The algorithms, from
left to right are: a Support Vector Machine with Gaussian kernel, a Decision Tree, a
Random Forest, and an Adaboost.
SVMs show smooth boundaries; meanwhile, decision trees, Random Forests, and
AdaBoosts show discrete non-linear boundaries. Random Forest and AdaBoost clas-
sifiers seem to be better than SVMs at modelling the most dense regions. However, as
dimensionality grows, data density diminishes and SVMs become increasingly better
classifiers.
Figure based on a scikit-learn example available at https://scikit-learn.org/
stable/auto_examples/classification/plot_classifier_comparison.html.
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Euclidean distance with dot product acting as inner product: k(x1,x2) = x1 · x2.
This is known as a linear kernel. However, not all problems can be solved by linear
frontiers. Some require the use of non-linear frontiers, this can be achieved by using
non-linear kernels. For example, a polynomial kernel:

k(x1,x2) = (1 + x1 · x2)
d,

where d represents the grade of the polynomial, but in practice d becomes a hy-
perparameter to optimise. One kernel of interest for astronomy is the radial basis
function (RBF), since it has been somewhat successfully used to classify light curves
(Pérez-Ortiz et al. 2017; Pashchenko et al. 2018):

k(x1,x2) = exp
(
−γ‖x1 − x2‖2

)
, (3.1)

where γ is an hyperparameter to optimise. The effects of higher values of γ vs lower
values are presented in the left plot of Figure 3.2.

Additionally, it is very difficult to find a hyperplane that perfectly fits every single
instance of the training data, moreover, it is undesirable to do so. This is because
a quintessential problem in machine learning: the trade off between learning from
a dataset, and simply replicating such set. This changes slightly the formulation
of support vector machines, as there must be a trade off between the number of
points correctly classified by the hyperplane, and the total distance to the points.
This is quantified as the C-value. High C-values lead to a hyperplane that focuses
on correctly classifying training samples. Low C-values lead to a hyperplanes that
optimise distance to the samples over correctly classified instances. An example of
the effects of the C-value on classification is shown on the right plot of Figure 3.2.
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Figure 3.2: Effects of γ and C-value in SVM classification. Left: Higher γ values
(grey boundaries) lead to a hyperplane more similar in shape to the training data,
lower γ values (red boundaries) lead to less complex boundaries. In this particular
example, the high γ classifier is probably overfitting the data, since the boundaries
are just patches around training data points. In contrast, the low γ hyperplane
(red boundaries) seems to correctly separate the classes. Right: The high C-value
classifier (grey boundaries) focuses on correctly classifying every training data point,
while the low C-value classifier (red boundaries) focuses on maximising the total
distance between the data points and the hyperplane.

3.2.2 Random Forests

Proposed at the start of the century (Breiman 2001). Random Forest was considered
during the best option during the last decade to classifying light curves (Richards
et al. 2011; Kim & Bailer-Jones 2016; Pérez-Ortiz et al. 2017; Pashchenko et al.
2018). The key behind that success lies on the concept of decision tree, and in the
use of ensembles.

A decision tree is a classifier that divides the feature space by using simple decision
rules learned from the features. They are non-linear by nature, and their complexity
depends upon the maximum depth of the tree. That is, the maximum number of
successive questions asked before reaching a classification. Larger tree depths lead to
overfitting in the model. We show an example of classification with a decision tree
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Figure 3.3: Example of classification with a decision tree. Left: Data and decision
boundaries. Right: The decision tree used by the classifier. The top three nodes
show the condition to split the data, the number of samples, and the real distribution
of those samples. The final leafs show only the number of samples and real classifi-
cations, with the colour denoting the majority class. The first node of the tree splits
the feature space horizontally, the following two vertically. The color sections in the
left plot correspond to the final leafs of the tree. The left branch of the tree is the
bottom part of the left plot; the right branch, the upper part.

in Figure 3.3.

The idea behind Random Forest is forming an ensemble of decision trees. That is a
collection of decision trees. Each tree is trained with a random subset of features,
and often with a random subset of data points too. The number of features and
the maximum depth of each tree are hyperparameters to optimise, along with the
number of trees. Once trained, all the trees vote to create the decision boundaries
of the Random Forest and classify new data.

The main advantage of using subsets of features to train each tree is that the clas-
sifier as a whole becomes more robust against uninformative features; it also helps
uncorrelating the different trees, so the final prediction is more accurate than any
of the decision trees by itself. The data points used to train each tree are often
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bootstrapped, meaning that each tree is trained in a slightly different subset of the
training data. Putting all of this together we get a more precise and robust clas-
sification, capable of more predictive power than a single tree, without as much
overfitting. A comparison between the decision boundaries of a single Decision Tree
with a Random Forest is available in Figure 3.1.

Same as with a single Decision Tree, larger values of the maximum tree depth lead
to overfitting the model, but a small value does not lead to underfitting the data, as
often happens in decision trees. On the other hand, larger number of features per
tree overfits the data, but a tiny number of features does underfit the model, since
each tree has too little information to actually learn from the data. Interestingly, a
number of trees too small leads to underfitting the data; but larger values do not
overfit, but stabilise around a maximum predictive ability.

3.2.3 Gradient boosting

The last algorithm tried in this work is in fact a technique whose development is still
very active, with multiple competing implementations. Some of the most notorious
are Adaboost, the original implementation (Freund & Schapire 1997); XGBoost, pop-
ularised after impressive success in Kaggle competitions (Chen & Guestrin 2016);
LightGBM, created by Microsoft with considerable improvements from XGBoost both
in accuracy and training time (Ke et al. 2017; Zhang et al. 2017); and CatBoost,
which was created by Yandex and includes particular improvements regarding cate-
gorical data. Similarly to Random Forest, Gradient Boosting uses multiple classifiers,
here know as weak learners. But, in contrast to RF, in Gradient Boosting the weak
learners are trained sequentially, and the training dataset becomes weighted. The
original algorithm, AdaBoost, goes as follows (Friedman et al. 2000):

1. Train a single weak learner using the unweighed dataset.

2. Evaluate the performance of the learner using some metric of how bad was the
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classification, this metric is known as the loss function.

3. Update the weight of every training data point based on minimising the loss
function. Correctly classified samples have their weight reduced, as misclassi-
fied samples see theirs raised.

4. Train a new weak learner on the weighted data.

5. Recalculate the loss function using only the latest weak learner.

6. Go back to 3 until the loss function has been minimised (new weak learners
have no effect on the aggregated classification), or until the maximum total
number of classifiers has been reached.

7. The final classifier is the weighted average of the prediction of each weak learner,
with weights calculated using the loss function.

The weak learners are very shallow decision trees, with only one or two splits. Their
predictive power is barely better than a random guess, but the successively reweigh-
ing of the training sample turns the entire set of week learner into a useful, accurate,
and flexible classifier. This methodology can be generalised to Gradient Boosting,
in which each successive boosting iteration tries to minimise a loss function, and
the corrections are calculated using gradient descent. Examples of this are XGBoost
and LightGBM, which are often known as Gradient Boosting Machines. LightGBM in
particular modifies the way decision trees are constructed, improving considerably
training time. In this work we use both the original AdaBoost algorithm, imple-
mented in the scikit-learn package, and the LightGBM package, along with its
Python interface.
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True negatives (TN) False positives (FP)
False Negatives (FN) True positives (TP)

Table 3.1: Typical confusion matrix for a binary classification task.

3.3 Confusion matrices and evaluation metrics

In order to evaluate the performance of the classifiers, it is necessary to define useful
metrics. For example, the accuracy, defined as the number of correctly classified
instances divided by the total number of instances in the dataset. Nonetheless, one
of the fundamental problems of machine learning is dealing with class imbalance, and
choosing adequate metrics is an essential step in doing so. Consider a box in which
there are a million red ballots and a single black one. If someone pulls a random
ballot out of the box, a prediction that the ballot is always red would have more
than 99.9% of accuracy, but would also completely neglect the possibility of a black
ballot. This is the typical classifier when trained in an imbalanced dataset.

Therefore, we chose to test and compare the performance of the classifiers using con-
fusion matrices and seven different metrics: precision, recall, specificity, F1, geomet-
ric mean, balanced accuracy and index balanced accuracy. The confusion matrices
are simple 2 x 2 arrays comparing the results of the classifiers with the actual test
data. We draw our confusion matrices with the predicted class in the horizontal axis
and the true class in the vertical one. That means that the correctly classified cases
lay in the diagonal, and the misclassified elements in the off-diagonal cells. Also,
when dealing with binary data, usually one class is defined as the positive case, and
the other one as the negative case. This in turn means that the confusion matri-
ces elements can be interpreted as true positives (TP), true negatives (TN), false
positives (FP) and false negatives (FN). All of this is exemplified in Table 3.1.

Meanwhile, the metrics were chosen with the class imbalance in mind. They are
defined as:
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• Precision: The ability of the classifier to avoid false positives:

precision =
TP

TP + FP
. (3.2)

• Recall: The ability of the classifier to find all positive cases:

recall =
TP

TP + FN
. (3.3)

• Specificity: The ability of the classifier to find all the negative cases, equiva-
lent to the recall of the negative class:

specificity =
TN

TN + FP
. (3.4)

• F1-score: The harmonic mean of precision and recall:

F1 = 2
precision · recall
precision + recall

. (3.5)

• Geometric mean: The square root of product of the recall of each class:

geometric mean =
√

recall · specificity. (3.6)

• Balanced accuracy: The average recall of the two classes:

balanced accuracy =
recall + specificity

2
. (3.7)

• Index balanced accuracy: or IDA, was proposed by García et al. (2012) as
a way to attenuate class imbalance and favour the correct classification of the
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positive class:

IDA = [1 + α · (precision− specificity)] · (geometric mean)2, (3.8)

where we have chosen α = 0.1.

3.4 Resampling and bagging

As mentioned in Section 3.3; if the training dataset is strongly imbalanced, the
classification will become biased towards the dominant class. Unfortunately, this is
the case for our training dataset. There are several ways to deal with this problem,
we focus on two: resampling the training dataset, and bagging classifiers. The first
one is modifying the training dataset in order to alleviate the class imbalance. This
can be done by undersampling, which is removing instances from the dataset; or
by oversampling, in which new elements of the less abundant classes are generated.
Undersampling a dataset has the extra advantage of reducing training time, but also
disregards information. Oversampling, on the other hand, has the problem of biasing
the classifier; since the less represented class is also the oversampled one, the noise
in the data gets amplified and easily becomes indiscernible from the true signal.

The other technique, Bagging, is in fact a generalization of Random Forest. In
RF we have numerous decision trees, each one trained in a subset of the data and
subset of features. Then, the final classification is democratically decided from the
entire set of classifiers. The bagging technique is simply taking multiple classifiers,
training each one in a subset of the training data -and possibly a subset of features
as well-, and then use a majority vote to choose the final prediction. Note that in
Bagging the classifiers are independent of one another, this is in contrast to Bboosted
Trees, in which each classifier contains information of the previous ones. Having each
classifier train on a different subset of features also helps avoiding overfitting, since
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the irrelevant features become less important for the final classification. The most
famous bagging classifier is of course Random Forest, however, the base classifiers
not necessarily have to be decision trees, they can be any classifier, like Boosted
Trees or SVM. Lastly, Bagging is useful in diminishing class imbalance because each
classifier is trained on a subsample of the training dataset, becoming more insensitive
to noise, and able to pick up more complex relations in the data.

In this work we make use of both resamppling and bagging. In particular, we used
random undersampling before fitting each classifier in a bagging scheme, effectively
combining the two methods.
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Chapter 4

Generating the light curves

As stated in the introduction, the main scope of this work is finding variable stars
in NGC 55 using public raw images of the galaxy. This chapter deals with every-
thing related to building the light curves, from the data used, to the algorithms and
procedures.

4.1 Instrumentation

The observations were carried using the Wide Field Imager (WFI) of the 2.2-m
ESO/MPI Telescope at La Silla Observatory, Chile. They were part of the ESO
large programme 171.D-0004(E) “The Araucaria Project: improving the distance
scale with stellar distance indicators in nearby galaxies” with professor Wolfgang
Gieren as principal investigator.

The 2.2-m Telescope has a Ritchey-Chrétien optics, along with a equatorial mount
and a focal ratio of f/8.0. A photo of the telescope with the WFI mounted is shown
in Figure 4.1. The WFI is a 8-chip mosaic CCD camera organised in a 2 x 4 array.
Each chip is itself an array of 2k x 4k 15-µm pixels; additionally, there is a gap of
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Figure 4.1: Left: The 2.2-m ESO/MPI Telescope at La Silla Observatory, Chile. The
WFI instrument is mounted on the focus. Right: Diagram of the CCDs distribution
of the mosaic. The chips are organised in a 2 x 4 mosaic array, with gaps in-between.
Each one corresponds to a 2k x 4k array of pixels. The “x” in chip 7 marks the
pointing of the telescope. Figures taken from The Wide Field Imager Handbook
(SciOps 2005). Images taken with the WFI instrument are known as mosaic frames.

60 ± 4 pixels in the vertical axis, along with three gaps on the horizontal axis of 98
± 2 pixels each (SciOps 2005). For an illustration of the Mosaic refer to the right
image of Figure 4.1. The pixel scale is 0.238′′/pixel, and thus, comprises a field of
view of (34′x 33′). The inverse gain is (2.0 ± 0.1) e−/ADU1, and the read-out noise
is notoriously low: (4.5 ± 0.1) e−/pixel. Lastly, the observations were conducted in
the V filter (V/89-843 in ESO nomenclature), with a transmission peak at 539.562
nm, and a full width at half maximum (FWHM) of 89.386 nm.

Finally, in order to fill the gaps between the chips, it is possible to use the telescope
in dithered mode. This method consists of making a sequence of observations with
tactically different pointing on each one. Then, stacking the images to obtain a

1Analogue digital unit.
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final frame. This simultaneously fills the gaps between chips, removes artefacts
such as cosmic rays, and improves the signal-to-noise (SNR) ratio. However, it
requires the seeing being relatively uniform during the observations; making it easy
to contaminate the final frame by a cloud or a sudden change in weather. The WFI
instrument had an optimal dither plan that required at least 5 images, which was the
one used during the Araucaria survey. When possible, stacked images were generated
and used.

4.2 Data and processing

The observations took place during 31 nights in-between June 6th, 2003 and De-
cember 13th, 2006. However, two of those nights had to be discarded, one due to
corruption of data in the images along with high air masses, the other one due to
very poor seeing. Overall, 153 images were obtain in V-band for the 29 nights left.
Each observation had an integration time of 299.917 seconds.

The telescope was operated under dithered mode. In total, 23 nights had complete
5-image dithered sequences and were successfully stacked. The other 6 nights had
at least one useful observation, and were processed individually. The complete log
of observations is available on Table A.1, along with the number of images taken,
and whether a stack was possible. Lastly, the observational seeing varied from 0.5′′to
1.7′′, and air masses ranged from 1.02 to 1.52. A summary of the parameters of the
survey is presented in Table 4.1.

Total nights Total images Time (V band) [s] Seeing [′′] Seeing [′′] Air masses

29 153 299.917 0.5 - 1.7 1.1 1.02 - 1.52

Table 4.1: Summary of survey parameters.

The pre-processing consisted of performing the standard CCD reductions (Massey
February 15, 1997): removal of the overscan, average bias and cosmic rays; also
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flat-field correction; and bad pixel masking. For this end, we developed a small
pipeline that takes the raw images as downloaded from the ESO science archive, and
returns fully reduced mosaic frames. This was done using the software “IRAF: Image
Reduction and Analysis Facility” developed by NOAO (Tody 1986; National Opti-
cal Astronomy Observatories 1999), and its external packages esowfi and mscred,
written by Valdes (1998). As of 2020, official NOAO support for IRAF has been
dropped. Nonetheless, the IRAF community has kept the software alive, and thus
we used “IRAF - Community Version”2. We also used the astronomical visualization
tool DS9 (Joye & Mandel 2003). IRAF and DS9 were used in every step involving
the astronomical images.

During the early stages of the project, we had not decided which galaxy to study,
since there was available data for NGC 247 (23 nights), NGC 300 (29 nights), NGC
7793 (26 nights), and of course, NGC 55 (30 nights). We chose to work with NGC
55 since it has the largest number of observations. However, the raw data of NGC
247 and NGC 7793 was also downloaded and pre-processed using the pipeline.

Once the CCD calibrations were done, we moved to stacking the mosaic frames. The
process of stacking the images started by correcting the World Coordinate System
(WCS) of every single observation. Then, shifting the images so that they are aligned
with the earliest observation of the dither sequence, this observation becomes the
template. To do so, we used mscred and the IRAF standalone routine mscstands

written by Phil Massey3. Next, we calculated the median and standard deviation
of the background level of each frame, and used that to match the background level
and scale of the template cut. This was accomplished using some routines from
the Python packages Astropy (Greenfield et al. 2013) and Photutils (Bradley et al.
2020). Lastly, the final frame is the median of the images. We present a pre-processed
frame and a final stack in Figure 4.2.

2Available at https://github.com/iraf-community/iraf/releases/tag/v2.16.1+2018.11.
01

3Available at http://www2.lowell.edu/users/massey/lgsurvey/mscimage.html
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Figure 4.2: Left: Pre-processed frame. The observation was made on January the
eight, 2005. Right: Final stack of a dithered sequence of NGC 55. Observations were
made on November 18th, 2004. The stack successfully corrected the gaps between
the chips, bad pixels and cosmic rays.

4.3 Photometry and match

Stacked images were aligned and split into five cuts centred on the galaxy. As Figure
4.3 shows, each cut has roughly a 25% of overlap with each neighbour. However,
the area covered by each stack varies, and thus, aligning them causes empty gaps
in the borders of some images. This is shown in the bottom image of Figure 4.3, in
which the first cut has an empty gap at the border. The galaxy is almost completely
covered in every case, and the largest gap is the one shown in the Figure. This lead
to a slightly reduced number of matches in the first cut, compared to the smaller
number of detected stars in an image to match; this can be seen in Table 4.2.

We use point spread function (PSF) photometry because of how crowded the field
is, and because it has been successfully applied in similar problems by the Araucaria
Project team (Pietrzyński et al. 2002; García-Varela 2008). For that, we used the
version of DAOPHOT included in IRAF (Stetson 1987; 2011).
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Figure 4.3: Stacked images were split into five cuts. The leftmost cut corresponds
to cut number 1, the rightmost one to number 5. As the bottom image shows, the
pointing of the telescope is not constant over the survey, causing a gap in cut no. 1
during the aligning of the images. This artefact only affects a few nights and the
entire galaxy is always visible regardless.

Using DAOPHOT requires previous knowledge of the typical seeing and background level
of the cut. The typical seeing is directly estimated from a selected list of isolated stars
over the entire cut. The number of isolated stars varied, but a minimum of 20 were
measured per cut. The final estimate was the median FWHM of the measured stars.
The background noise was estimated using SExtractor (Bertin & Arnouts 1996),
which has a well tested algorithm of source extraction and background estimation.
Additionally, the effective air mass, gain, exposure time, and read-out noise were all
updated in the header of the FITS files during the stack, and thus, are available
during photometry.

DAOPHOT starts by finding all the peaks over a threshold, which also have a similar
seeing to the previously calculated one. We fixed the threshold such that peaks
with counts higher than the background median + 3σ are considered sources. The
algorithm then runs an aperture photometry with aperture radius of 1 FWHM, inner
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radius of the sky annulus of 3 FWHM, and sky annulus width of 2 FWHM. From
that initial photometry catalogue, DAOPHOT selects the 150 stars best suited to be fit
in a PSF model. These candidates are individually checked for neighbouring stars,
or atypical shapes in their profiles. Between 30 and 50 candidates are chosen on each
image. Then, a PSF model is created using the function that best fits the selected
stars and three lookup tables accounting for linear variations in the PSF model. The
possible PSF functions to choose from are: a Gaussian model, a Moffat profile with
β = 1.5, a Moffat profile with β = 2.5, a Lorentzian profile, a tilted Gaussian core
with Lorentzian wings, and a tilted Gaussian core with tilted Lorentzian wings. The
last two models are know as “Penny 1” and “Penny 2” respectively. Also, all the
Lorentzian profiles were fitted with β = 1.

Once chosen the PSF model, DAOPHOT fits all the previously detected stars to it,
and subtracts the fitted model from the image. In the process, DAOPHOT obtains an
accurate estimate of the instrumental magnitude for every fitted star, including a
correction for the background level. The program also produces a subtracted image,
in which all detections are removed. This allows for an interactive verification of
the quality of the PSF model, since a good one should leave little to no trace of the
subtracted stars. We then search for additional sources on the subtracted image, but
with a detection threshold increased from 3σ to 5σ in order to avoid detecting the
residuals of fitted stars. Again, aperture photometry is run on the detected star, and
then they are fitted to the original PSF model, obtaining a second PSF catalogue
for the image. The final catalogue is the union of the two PSF catalogues.

After processing all the stacked images, we used DAOPHOT on the mosaic frames left.
In total, 10 individual mosaic frames were processed, corresponding to 6 different
nights. However, instead of splitting the image in cuts centred on the galaxy, we
used directly the CCD chips in which the galaxy lied. In the end, PSF catalogues
were obtain for each selected CCD chip. In the nights where there were 2 or more
observations, but not the conditions for a stack, we matched the multiple catalogues
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to obtain a final estimation for the night, based on the weighted average of the
photometry of every observation. The weighted catalogued were the used in the
generation of light curves.

To cross-match the different catalogues we used DAOMATCH and DAOMASTER, software
written by Peter Stetson (Stetson 1993), but in this case distributed by ESO Scisoft4.
We matched all catalogues taken from the same cut in the image. When a stack was
not possible, we matched the individual CCD catalogues with the cut that overlapped
the most with each one.

DAOMATCH takes a template catalogue and iterates over the others, taking the bright-
est 30 stars of each catalogue, and trying to match them to the template. The output
of DAOMATCH is a coordinate transformation file including shifts and rotations between
each catalogue and the template. As long as at least 6 or 7 stars are matched, the
coordinate transformation is accurate. Since the entire survey was conducted using
the same telescope, camera, and instrumentation, the rotation angle between cata-
logues should be zero, but the diffraction of light when crossing the atmosphere can
lead to random small angle deviations. This is mostly random noise, and therefore,
the larger the number of matched stars, the smaller the rotating angle is. In partic-
ular, the largest rotating angle between the template and any other catalogue was
2°, almost negligible.

DAOMASTER uses the coordinate transformation file produced by DAOMATCH to itera-
tively match all the stars in the different catalogues to the template, and then refining
the coordinate transformation. Each iteration can have a different matching radius.
This iterative process was repeated with successively smaller radii. And so, the first
iterations had a large matching radius of 10 pixels, while the last one was just one
pixel. After that, the program creates a catalogue with all the matched stars and
their measured magnitudes with uncertainty. Additionally, the program allows to

4Available for Red Hat Enterpris-based Linux distributions at https://www.eso.org/sci/
software/scisoft/
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Figure 4.4: The galaxy NGC 55 together with the position of all the sources in the
light curves collection. North is up, east is to the left.

filter the final catalogue of detected stars. We chose to keep only stars that appeared
in at least 20 catalogues, and whose uncertainty was larger than 0.20.

After running DAOMASTER, we format the curves with the same structure as OGLE-
IV light curves: first column is the Julian Day; second, the instrumental magnitude;
third magnitude uncertainty. In OGLE-IV collection of variable stars they use the
Heliocentric Julian Day, which is a correction of up to 8 minutes regarding the
standard Julian Day; we added 8 minutes to our error bars to account for this. Table
4.2 comments on the number of detections on each cut, along with the number of
matched stars. Finally, the astrometrical distribution of the sources is presented in
Figure 4.4.
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Cut Min. no. of detections Max no. of detections No. of light curves

1 1331 7636 949
2 2371 9688 2129
3 2688 11171 1902
4 2460 9322 2092
5 2071 7508 1684
Total 8756

Table 4.2: Minimum and maximum number of detected stars on each cut, along with
number of light curves generated.

4.4 Comparison with Araucaria Photometry

Finally, the generated light curves are in the WFI instrumental photometric system.
To do a transformation from instrumental magnitudes to standard system we used
the catalogue of Cepheid variables stars given by the Araucaria Project for NGC 55
(Pietrzyński et al. 2006b).

The match was done using the Astropy interface of WCSLIB (Calabretta 2011). To
chose the maximum separation between the matched objects, we did an histogram
showing the number of matches found vs their separation distance (Figure 4.5). There
is a distribution centred at 0.9 that ends at approximately 1.65′′. Thus, we matched
all the stars up to 1.65′′. Then, used Astropy’s module of time series, including its
Lomb-Scargle periodogram implementation (VanderPlas et al. 2012; VanderPlas &
Ivezić 2015), to find the periods of the stars independently of the reported periods by
Araucaria. This process allowed to remove all false matches. The resulting periods
are plotted in Figure 4.6 against the reported ones by the Araucaria Project team.
We independently reproduced the period of 47 astrometrically matched stars. 20
others had inconclusive classification, and 8 were outright rejected.

Then, we used ordinary least-squares (OLS) regression to find a transformation of
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Figure 4.5: Histogram of the number of matches between the catalogues of the 2.2-m
ESO/MPI and 1.3-m Warsaw telescopes. There seems to be a distribution centred
at 0.9′′that ends approximately at 1.65′′

Figure 4.6: Calculated periods for the matched stars vs the Araucaria’s reported
period. The slope close to one confirms the matched objects.
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the form:
standard magnitude = instrumental magnitude + b, (4.1)

obtaining b = −1.441. This can be seen in Figure 4.7, where we also confirmed that
the OLS slope is very close to one, validating the slope of the transformation.

Using median magnitude of variable stars is suboptimal, specially since the two
datasets were taken years apart, and thus, the median magnitude might had changed.
Also, there are not many observations per light curve (24±3), and not even many
matched light curves (47). However, we have multiple confirmations of the matches
and they offer a very reasonable zero order correction. More accurate corrections
require a standard field and are beyond the purpose of this work. Also, they should
include a colour term; since, as seen in Figure 4.8, an order zero correction is incapable
of completely calibrating all the stars simultaneously. This methodology has the
additional drawback that since our zero magnitude point depends on Araucaria’s
Cepheids, the distance derived from the period-luminosity law will be correlated to
the Araucaria’s distance.

Lastly, after correcting the zero point, we checked all the astrometrical matches up to
5′′; phasing the light curves with the periods reported by Araucaria, and plotting both
curves for every matched star. We then visually inspected the images and found 26
additional matched stars; these are presented in Figure 4.9. In the end, there were
73 matched and confirmed Cepheids with the Araucaria Project catalogue. After
confirming the transformation with the new matched stars, we applied it to the other
light curves. The final catalogue in both instrumental and standard photometric
systems can be found at https://github.com/ClarkGuilty/light_curves_NGC55.
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Figure 4.7: Transformations between median magnitude of the Araucaria (1.3-m
telescope) light curves and the median magnitude of the 2.2-m telescope light curves.
The blue regression fitted both the slope and intercept, while the orange one had
the slope fixed to one. Both regressions are similar to the point that the blue line
is almost completely covered by the orange one. The blue regression confirmed that
the slope could actually be fixed to one, and so, we used the orange transformation.
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Figure 4.8: Phased light curves of some of the matched stars in standard system.
Blue shows 2.2-m telescope data, while orange shows the 1.3-m telescope data. The
title of each plot tells the ID of the star in our catalogue along with the Araucaria
Project ID. Colour terms are needed in the transformation since some stars still look
shifted.
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Figure 4.9: Phased light curves of the later verified matches after the zero point
correction. None of these stars were used in calculating the transformation, and
thus, this results validate the correction. We can visually confirm the need for colour
terms that can correct the last few systematic residuals.



Chapter 5

Finding periodic variables

Once generated the light curves, we came back to the problem of classifying them
using supervised Machine Learning.

5.1 The training data: Magellanic system as seen

by OGLE

Our training data were taken from OGLE-III and OGLE-IV collection of variable
stars (Udalski et al. 2008; Udalski et al. 2015). We used light curves of the Large Mag-
ellanic Cloud (LMC) to train the classifiers, and curves from the Small Magellanic
Cloud to test them and optimise hyperparameters. The variability classes included
in our samples were: classical Cepheids (CC) in the fundamental mode (Soszyński
et al. 2015), long period variables of Mira (MIR) and semi-regular variable (SRV)
subclass (Soszyński et al. 2009; Soszyński et al. 2011), detached, semi-detached and
contact binaries (Pawlak et al. 2016). Due to strong similarities in their light curves,
detached and semi-detached eclipsing binaries are grouped together in the category
of “no-contact” (NC), while contact binaries are denoted as CB.
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Figure 5.1: Left: Bar graph showing the number of instances of each class in the
training dataset (LMC). Right: Same as in left plot, but for the test dataset (SMC).
Both plots are on logarithmic scale. “NC” means detached and semi-detached no-
contact binaries; “SRV”, semi-regular variables; “CC”, classical Cepheids; “MIR”, Mi-
ras; and “CB”, contact binaries. Both sets show the same class imbalance, with an
over-representation of NC stars, and barely any instances CB.

OGLE light curves have a very different cadence and up to five times the number
of observations than NGC 55 light curves. To attenuate this and make the OGLE
dataset more similar to the 2.2-m telescope light curves, we randomly undersam-
ple every OGLE light curve with 32 or more observations. The final light curves
from which the training and test features were calculated had between 20 and 31
observations, with the typical one having 24 ± 3. This allowed to obtain several
undersampled curves per original, increasing the overall size of the data.

Figure 5.1 shows the class distribution of the resampled training datasets. Unfor-
tunately, there is a strong class imbalance, even after resampling the light curves.
Robustness against class imbalance then becomes one essential factor when choosing
the classifier, since it must be able to generalise regardless of the class distribution.
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5.2 The space of features: revisited

We chose a relatively small set of lowly correlated features. They are a continuation
of previous results obtained at the Uniandes Astrostatistics Group (Rodríguez 2016;
Pérez-Ortiz et al. 2017).

• Median: simple and robust estimator of location. It is the value separating
the higher half of the magnitude values from the lower half.

• Median Absolute Deviation: or MAD, is a robust estimator of variability.
Defined as the median of the absolute deviation, normalised by c = 0.67448975.
This is in order to ensure that the MAD of a Gaussian distribution coincides
with its standard deviation σ.

MAD =
Median(|mi − m̄|)

c
. (5.1)

• Octile skewness: or OS, is a robust estimator of skewness proposed by Brys
et al. (2004). Let Qp be the p quantile of the magnitude distribution, then the
OS is given by:

OS =
(Q0.875 −Q0.5)− (Q0.5 −Q0.125)

Q0.825 −Q0.125

. (5.2)

• Robust amplitude: In order to minimise the distortion introduced by the
outliers in the light curves, we defined the amplitude as:

Amplitude = Q0.95 −Q0.05. (5.3)

• Left Octile Weight: or LOW, is a measure of how heavy the left tail is
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regarding the center of the magnitude distribution. Is given by:

LOW =
(Q0.375 −Q0.25)− (Q0.25 −Q0.125)

Q0.375 −Q0.125

(5.4)

• Right Octile Weight: abbreviated as ROW, is a measure of how heavy the
right tail is. Both LOW and ROW were proposed by Brys et al. (2006). ROW
is defined as by:

ROW =
(Q0.875 −Q0.75)− (Q0.75 −Q0.625)

Q0.875 −Q0.625

. (5.5)

• Modified Abbe value: The standard Abbe value (η) can be interpreted as a
measure of the smoothness of a curve. Originally proposed by von Neumann
(1941) as:

η =
1

2

(∑n−1
i=0 (Ii+1 − Ii)2

n− 1

)(
n∑n

i=0(Ii − Ī)2

)
, (5.6)

or simply: η = δ2

σ2 , where δ2 is the mean square successive difference and σ2

the variance. We use a modified version proposed in Pérez-Ortiz et al. (2017),
which uses the robust Huber estimator of location (Huber 1964) instead of the
mean. Let H[xi] be the Huber estimate of location for the random variable xi,
then the Modified Abbe Value (MAV) is given by:

MAV =
1

2

H[(mi+1 −mi)
2]

H[(mi − H[mi])2]
(5.7)

• Average Euclidean distance between successive points: Defined simply
as : ∑n−1

i=0

√
(ti+1 − ti)2 + (mi+1 −mi)2

n− 1
(5.8)

• León’s linear residue: Proposed by Benjamin León in the Astrostatistics
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group, is defined as: ∑n−1
i=1 |(Miti +Bi)−mi|

n− 2
, (5.9)

With Mi =
mi+1 −mi−1

ti+1 − ti−1
and Bi = mi−1 −Miti−1.

• Lomb-Scargle periodogram peaks: Finally, we account for the possible
periodic nature of the curves using the four most likely periods suggested by
a Lomb-Scargle periodogram of the magnitudes. These were calculated using
the R package Lomb (Ruf 1999).

To have a glimpse into the space of features, we did correlation plots of all the features
for the train-test data, as well as for the NGC-55 data. These plots are presented
in Figures 5.2 and 5.3 respectively. The only correlated features are Leon’s feature,
MAD and amplitude. However, we chose to use the three, since the algorithms
used alleviate the problem of correlated features, and the information provided by
the three seems to be relevant during classification. Finally, we also plotted every
feature against each other for the three datasets. The results can be seen in Appendix
B.
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Figure 5.2: Correlation plot of the entire feature space for the OGLE light curves.
MAD, Leon’s feature, and the amplitude are correlated, but we kept the three
since there seems to be useful information that cannot be comprised in only two of
those. High resolution version is available at https://github.com/ClarkGuilty/
Searching-for-extragalactic-variable-stars-using-ml-algorithms.

https://github.com/ClarkGuilty/Searching-for-extragalactic-variable-stars-using-ml-algorithms
https://github.com/ClarkGuilty/Searching-for-extragalactic-variable-stars-using-ml-algorithms
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Figure 5.3: Scatter plot of every feature against each other. The be-
haviour is very consistent with the plots of Figure 5.2, once again show-
ing correlation between Leon’s feature, MAD and the robust amplitude.
A high resolution version is available at https://github.com/ClarkGuilty/
Searching-for-extragalactic-variable-stars-using-ml-algorithms.

https://github.com/ClarkGuilty/Searching-for-extragalactic-variable-stars-using-ml-algorithms
https://github.com/ClarkGuilty/Searching-for-extragalactic-variable-stars-using-ml-algorithms
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5.3 The classifiers

Before feeding the training data to the algorithms, each feature is standardised to
have mean 0 and variance 1. This is necessary since the three datasets are at different
distances, and thus, their values are in different ranges.

We decided to tackle the problem using a binary approach. That is, developing one
classifier per class, and training it only to tell whether or not an instance belongs
to that class. This allows for faster training times, and further adaptation of each
classifier to the class.

We used the features from the LMC light curves to train the classifiers. Then,
used the SMC features to evaluate their performance. The metrics used for the
evaluation were: precision, recall, F1, specificity, geometric mean, balanced accuracy,
and index balanced accuracy; as implemented in the Python packages scikit-learn
(Pedregosa et al. 2011) and imbalanced-learn (Lemaître et al. 2017).

The algorithms used and their implementations are listed in Table 5.1. The develop-
ment of the classifiers, however, was progressive. Two generations were tried before
arriving to the final classifiers. Subsection 5.3.1 deals with the first two generations
and how they lead to the final classifiers of Subsection 5.3.2.

5.3.1 First generations

The first generation of classifiers used the unaltered OGLE light curves instead of
the resampled ones to calculate the features. We searched for Classical Cepheids
(CC), and used only the statistical features -median, MAD, OS, LOW, ROW, MAV-
. The algorithms during this stage were Random Forest and bagged Support Vector
Machines with Radial basis function (RBF) kernel. This were chosen based on the
results of (Pérez-Ortiz et al. 2017). The optimisation of hyperparameters was done
using Gridsearch and optimising for balanced accuracy.
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Algorithm Implementation Reference

Random Forest scikit-learn Breiman (2001)
Bagged SVM-RBF scikit-learn Cortes & Vapnik (1995)
Balanced bagged SVM-RBF imbalanced-learn Cortes & Vapnik (1995)
Balanced Random Forest imbalanced-learn Chen et al. (2004)
EasyEnsemble imbalanced-learn Liu et al. (2009)
RUSBoost imbalanced-learn Seiffert et al. (2010)
LightGBM Microsoft Ke et al. (2017)

Table 5.1: Algorithms used in the classifiers, along with their implementation and
reference. All the Support Vector Machines used radial basis function.

Figure 5.4: Confusion matrices using test data -SMC- for the classifiers from the first
generation. Values are normalised over the total instances of the true class (rows).
The classifiers have good accuracy (79% and 88%), which is unsurprising since the
test data comes from the same camera, telescope, and survey, as the training data.
This results, however good, were not replicable on the NGC 55 data, where the
classifiers performed poorly.
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Figure 5.5: Confusion matrices for NGC 55 and the two classifiers used in the first
generation. Both algorithms failed to correctly classify even a single Cepheid.

When tested with SMC data the algorithms seemed to perform fine; as can be seen
in Figure 5.4, where both confusion matrices show an accuracy of about 80% when
classifying Classical Cepheids. However, it did not translate in a useful classification
of the NGC 55 light curves. This can be seen in the confusion matrices of Figure 5.5,
which show that none of the classifiers were capable of finding even a single Cepheid.

Considering that the training data and the test data are very similar -both taken
with the same telescope, camera, and during the same surveys-, it was no surprise
that the test data overestimated the balanced accuracy. Nonetheless, it was also
evident that the classifiers were having trouble generalising to new data.

A possible solution is training the algorithms with already classified data taken
from the classification target -for example, training with the astrometrically matched
Cepheids form the Araucaria catalogue-. However, if the sample is too small or not
very representative of the entire population, as is our case with the astrometrically
matched Cepheids, training with it becomes a recipe for overfitting the classifiers.

And so, we decided to undersample the OGLE curves in order to make them more
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Figure 5.6: Confusion matrices for the Balanced Random Forest algorithm. Left:
Classification of test data -SMC-. The algorithm shows very good recall, and fair
precision. Right: Classification of NGC 55 data. The algorithm has good recall,
missing only 1 out of 78 confirmed Cepheids, but poor precision, since most of the
proposed Classical Cepheids were in fact misclassifications. “Depth” corresponds to
the maximum depth of the trees, “features” to the number of features per tree, and
“trees” to the number of decision trees in the forest.

similar to the target data, this was done using the methodology explained in Section
5.1. The resampled dataset has an average of 24 ± 3 observations per light curve,
just like the NGC 55 dataset.

It was here that the Euclidean distance, Leon’s feature and robust amplitude were
added to the set of features. This was motivated mostly to include the Julian Day
into consideration, which was ignored by the statistical features. Finally, we decided
to address the problem of the class imbalance by using algorithms designed to handle
this kind of data.

Therefore, the algorithms used in this stage were: balanced bagged SVM, balanced
Random Forest, EasyEnsemble, RUSBoost, and LightGBM. Balanced bagged SVM
and balanced Random Forest are modified versions of the algorithms used in the first
generation, now including random undersampling before fitting the data. Similarly,
EasyEnsemble is a balanced bagged AdaBoost. RUSBoost, on the other hand, is a
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Figure 5.7: Confusion matrices for Balanced Bagged SVM with RBF kernel. Left:
Classification of test data -SMC-. Most Cepheids were correctly classified, and the
algorithm had good precision. Right: Classification of NGC 55 data. Most Cepheids
were correctly classified, but most of the stars were misclassified.

Figure 5.8: Confusion matrices for the RUSBoost algorithm. Left: Classification
of test data -SMC-. The algorithm shows both good precision and good recall.
Right: Classification of NGC 55 data. The algorithm has poor recall and poor
precision, missing 45 out of 78 confirmed Cepheids, but poor precision, since most
of the proposed Classical Cepheids were in fact misclassifications really belonging to
“others”. “Depth” corresponds to the maximum depth of the trees, “features” to the
number of features per tree, and “trees” to the number of decision trees in the forest.
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Figure 5.9: Confusion matrices for the EasyEnsemble algorithm. Left: Classification
of test data -SMC-. The algorithm shows good precision and recall. Right: Clas-
sification of NGC 55 data. The algorithm has excellent recall, missing only 1 out
of 78 confirmed Cepheids, but terrible precision, since most stars were misclassified.
“Depth” corresponds to the maximum depth of the trees, “features” to the number
of features per tree, and “trees” to the number of decision trees in the forest.
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Figure 5.10: Confusion matrices for the LightGBM algorithm. Left: Classification
of test data -SMC-. The algorithm shows both good precision and recall. Right:
Classification of NGC 55 data. The algorithm has both poor precision and recall;
however, the number of false positives is actually the smallest so far; making Light-
GBM the most promising algorithm so far. “Leaves” corresponds to the maximum
number of leaves per tree, “learning rate” to how big the step is during the gradient
descent, “estimators” to the number of trees, and “feature fraction” to the fraction of
features used on each tree.

modified version of AdaBoost to include random undersampling before each boosting
iteration. Finally, LightGBM is a highly optimised gradient boosted machine.

The optimisation of hyperparameters was done using Gridsearch and optimising the
index balanced accuracy. Figures 5.6 through 5.10 show confusion matrices for each
classifier on SMC and NGC 55. The test data for NGC 55 is the 73 astrometrically
matched stars plus five Cepheids detected early enough to be added to the sample.
This time the classifiers were in fact capable of finding CC, but had very low precision,
leading to lists of thousand of candidates, when we know there are less than 200. The
most promising one seemed to be LightGBM, with a low number of false positives
compared to the other algorithms, even though it also has worse recall. That is
because only LightGBM provided reasonably short candidates lists. While precision
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can be somewhat easily improved -for example, by increasing the complexity of the
trees-,reducing the number of false positives in an already overfitted classifier is a
more challenging task, and thus, we carried on only with the LightGBM classifier

5.3.2 The final classifier

The first two generations failed providing adequate lists of candidates to analyse,
either by not proposing any, or by giving an useless large number of candidates.
Furthermore, those classifiers actually seemed capable of classifying the test data
-SMC-, but still failed when applied to the NGC 55 data. Since the hyperparameter
search was done using a Gridsearch algorithm on a 8-fold scheme while optimising
the balanced accuracy, we moved to a new hyperparameter search scheme.

This final classifiers were developed using the Python package Optuna, which is
a lightweight and efficient optimisation framework. The hyperparameter search is
done by optimising an objective function over successive trials. Each trial samples a
combination of hyperparameters from a distribution, then trains the algorithm using
them, and calculates the objective function measuring how good that combination
was. The initial distribution of hyperparameters is user-defined, but gets modified
at the end of each trial based on the sampling algorithm and all the previous results;
the search domain, however, remains the same. We used the “Tree-structured Parzen
Estimator” (TPE) (Bergstra et al. 2011) as sampling algorithm and trained only
LightGBM classifiers, since they are very customisable thanks to their large number
of hyperparameters.

The initial distribution of hyperparameters, along with the search domain, is shown in
Table 5.2. In the case of Classical Cepheids, the objective function was the geometric
mean score of the classifier on the astrometrically matched NGC 55 data. For the
other classes we optimised the geometric mean score but over the SMC data. The
search process was run in batches of 1000 trials at the time. In between, we checked
the confusion matrices of the best trials and saved lists of candidates whenever they
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were reasonably long.

Since we already know the 78 astrometrically matched Cepheids, we are interested in
classifiers capable of finding those stars, along with a reasonable number of additional
candidates. To do so, we ran 10000 trials and generated lists of candidates from the
best 10, that also proposed less than 200 candidates. There is a tendency to propose
either large numbers of candidates (>1000), or tiny (2 or 3), and so, the final list
of candidates was 222 elements big, including the 78 astrometrical matches. For
the other classes we also ran 10000 trials. However, due to the lack of a confirmed
population on NGC 55 for those classes, we had to optimise the trials using SMC
data. Since measuring the performance using SMC data tends to overestimate the
effectiveness of classification on NGC 55; the only way of knowing the performance
of the classifiers is to inspect the candidates it proposes. In the end, 222 candidates
were proposed by the classifiers and individually inspected, the results are reported
in Chapter 6.

Lastly, Figure 5.11 shows the confusion matrix of one of the classifiers obtained
from the best trials of the hyperparameter optimisation. It also includes the feature
importance of the same classifier, this is calculated as the number of trees that include
that feature. Confusion matrices for the other variable types had to be done only
with the SMC data, and thus, are not informative, as the first two generations of
classifiers proved: confusion matrices calculated on SMC do not generalise to NGC
55 data.
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Hyperparameter Initial distribution Domain

Feature fraction Uniform [0.1, 1]
Bagging fraction Uniform [0.2, 1]
Number of leaves Discrete uniform [2, 128]
Bagging frequency Discrete uniform [1, 7]
Minimum child samples Discrete uniform [5, 100]
Number of trees Discrete uniform [1, 2000]
Early stopping rounds Discrete uniform [50, 500]
Learning rate Logarithmic uniform [10−6, 2]
λ1 Logarithmic uniform [10−6, 2]
λ2 Logarithmic uniform [10−6, 2]

Table 5.2: Hyperparameters used in the final classifier, along with the optimisation
domain and initial distribution. Some trees will be trained with only a subsample of
the data, this is known as bagging iteration. Bagging fraction means the percentage
of the total samples used in those iterations, while bagging frequency defines how
often they occurs. Number of leaves corresponds to the number of final leaves in
the tree; minimum child samples to the minimum number of instances on each leaf;
early stopping rounds to the maximum number of tress that can be created without
seeing an improvement in the validation set; and λ1 and λ2 which correspond to
regularisation parameters.



5.4. VISUAL INSPECTION AND PERIOD SEARCH

Figure 5.11: Left: Confusion matrix for one of the selected trials. All the light
curves classified as CC were further inspected. The algorithm shows poor precision
and recall. However, the proposed candidates include interesting objects, among
those new Cepheids. Right: Feature importance for the classifier, defined as the
number of trees using that feature.

5.4 Visual inspection and period search

We used Lomb-Scargle periodograms to inspect the 222 candidates. All periodograms
were done using the same implementations as in Section 4.4, and a uniform grid with
one million periods. The general methodology to inspect a candidate was:

1. We check the nine most prominent periods between 20 and 2000 days. The
large periods of this range were in order to consider long period variables,
which tend to be very bright and have distinctively long periods, making them
easy to find as long as their period is actually considered.

2. We repeat the process for periods between 2 and 200 days, since that is the
most likely range for classical Cepheids on NGC 55.

3. We repeat the process once more, for periods between 0.2 and and 10. This
range is focused mostly on finding eclipsing binaries, since pulsating variables
with such short periods tend to be very dim.
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4. We check the vicinity of any interesting period found in steps 1 to 3. The final
estimation is concluded from the best period found on this step.

The whole period finding process is exemplified in Figure 5.12, where three different
periodograms were needed before settling on a period.

Since our sampling period is irregular, we could in principle find periods shorter than
2 or even 1 day; however, short period pulsating variables are dim -as mentioned in
Section 2.1-, and eclipsing binaries tend to require many more observations to be
confirmed, since eclipses can be very short. Plots of the phased light curves for all
detected variables are available at the Github repository 1.

1https://github.com/ClarkGuilty/Searching-for-extragalactic-variable-stars-using-ml-algorithms
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Figure 5.12: Period search for 4_556. Top: Periodogram and phased light curves
for periods between 20 and 2000 days. No interesting period was found higher than
400, and the most likely one seems to be 23.77 days. Middle: Same as in top but
for periods between 2 and 200 days. The most likely period seems to be 2.27 days;
however, given the high brightness and the shape of the light curve, we favour a
period of either 19.57 or 44.73 days. Bottom: Final search is done around 19.57
days, in a range from 15 to 38 days. The final period was 19.57 days.



Chapter 6

Results: variable stars in NGC 55

As described in Chapter 4, we inspected 222 light curves proposed by the classifier.
In total, we recovered 107 Cepheids (86 previously found by Araucaria and 21 new
ones), 11 long period variables and 13 uncategorised pulsating stars. Also, 27 addi-
tional sources had inconclusive classification, and 44 were concluded as Non-periodic.
Furthermore, we propose 20 candidates for eclipsing binaries. These results are sum-
marised in Figure 6.1. In total, 178 were considered variables or potential candidates.
We present in appendix C the complete catalogue of detected variable stars, includ-
ing the ID of the light curve, its right ascension (RA), declination (DEC), estimated
period and median magnitude. Figure 6.2 shows the distribution of those variables
in the galaxy.

It is worth noting that this 150 variables are not the entire population of variable
stars in NGC 55, since the search was non-exhaustive, and there were already 57
Cepheids detected by the Araucaria Project team that could not be found in our
light curves.
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Figure 6.1: Summary of the classification results. We found: 86 Cepheids already
reported by Araucaria, 44 non-periodic stars, 27 with inconclusive classification, 21
new Cepheids, 20 eclipsing binaries, 13 uncategorised pulsating stars and 11 long
period variables. The difference between inconclusive (incon.) and pulsating is that
inconclusive includes the possibility of the star being an eclipsing binary, while pul-
sating has already disregarded that possibility.
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Figure 6.2: The galaxy NGC 55 together with the periodic variables detected. Up is
north, and left is east.
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Figure 6.3: Period-luminosity relations for Cepheids within NGC 55. The same stars
are plotted on each colour, changing only the survey and period determination. Blue:
Periods calculated in Section 5.4 with data from the 2.2-m ESO/MPI Telescope light
curves. Orange: Araucaria periods with data from the 1.3-m Warsaw Telescope.
The fit is done using robust M-regressions. The slopes are compatible at the level of
one σ. The intercepts, however, differ by about two σ.
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6.1 Period-luminosity law for NGC 55

We calculated and plotted (Figure 6.3) period-luminosity relations for the confirmed
Cepheids; however, since the zero point correction was done using Araucaria’s pho-
tometry, the distance module is not independent from the one already calculated
by (Pietrzyński et al. 2006b). For the fit we used statsmodels implementation of
robust M-regression; this has the main advantage that reduces the importance of the
outliers. The period-luminosity relation obtained for NGC 55 was:

VNGC 55 = (−2.05± 0.19) logP + (24.28± 0.27). (6.1)

We used the LMC period-luminosity given by Udalski (2000) relation as reference:

VLMC = (−2.775± 0.031) logP + (17.066± 0.021) (6.2)

The difference in the slopes is considerable (> 3σ), making the validity of the model
dubious. Regardless, we fixed the slope to −2.775 and fitted the intercept, obtaining
(25.12± 0.11) mag. The distance module can be calculated as:

(V −MV )NGC 55 = (V −MV )LMC + ZNGC 55 − ZLMC − AV , (6.3)

where Zx represents the intercept of the regression for the galaxy x. For (V −
MV )LMC we used 18.50 as suggested by (Freedman et al. 2001), and 18.477 as
suggested by (Pietrzyński et al. 2019); and for AV we used Schlegel law: 3.24E(B −
V ), with E(B − V ) = 0.014 (Schlegel et al. 1998).

Finally, the distance module obtained with (V − MV )LMC = 18.50 was: (V −
MV )NGC 55 = (26.69± 0.11) mag, corresponding to a distance of 2.18± 0.11 Mpc;
and the obtained with (V −MV )LMC = 18.477 was (V −MV )NGC 55 = (26.67 ±
0.11) mag, corresponding to a distance of 2.16 ± 0.11 Mpc. Our distance estimates
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fall in-between the values reported in the literature (Table 1.1). In particular, there
is 14% discrepancy with the value estimated by Pietrzyński et al. 2006b, who used
the same method and most of the same stars to do the calculation.

This difference comes from the large gap between the obtained slope for the period-
luminosity relation in NGC 55, and the one used for LMC.

To improve the distance estimation, further inspection of the variable stars is re-
quired. Especially, checking for overtone pulsators and segregating them, since each
pulsation mode has its own period-luminosity relation.

74

http://adsabs.harvard.edu/abs/2006AJ....132.2556P


Chapter 7

Conclusions and future work

The main scope of this work was looking for variable stars in NGC 55, using public
data from the 2.2-m ESO/MPI Telescope to generate light curves, and supervised
machine learning techniques to classify them.

We successfully retrieved and processed all the raw observations for NGC 55, ob-
taining a collection of instrumental light curves. The photometric variations of the
Wide-Field Instrument at the 2.2-m telescope are small enough that the instrumen-
tal light curves can be used for classification without much further ado. Regardless,
we did a zero level correction using the light curves of the Cepheids found by the
Araucaria project. Unfortunately, this correction did not correctly calibrate all the
light curves, and so, it is necessary to include a colour term to the transformation.

Regarding the classification of light curves using supervised machine learning, we
successfully developed a methodology capable of proposing reasonable lists of candi-
dates for periodic variables. We also found 150 potential variable stars, including 21
new Cepheids. In the process, we observed that the classifiers trained using OGLE
light curves had great difficulties classifying the NGC 55 light curves. This became
especially notorious during the first two generations of classifiers, where we struggled
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to obtain reasonable lists of candidates for NGC 55 data, even after the classifiers
seemed to perform fine on SMC data. We believe this is caused by the differences
in the number of observations per light curve or differences in the cadence of the
surveys.

We tested the first possibility by undersampling OGLE light curves to obtain a
training dataset more similar to the target. This approach did help the classifiers
improve their metrics on the target data, proving that notorious differences in the
number of observations per light curve between the train and target data can hinder
classification. However, this approach was not enough to make the results of the
classifiers in the SMC dataset generalise to the NGC 55 dataset. Signalling that
differences in the number of observations is not the only factor at work.

In the end, we focused only in classifiers trained on OGLE data but using the as-
trometrically matched Cepheids to evaluate the performance of the classifier during
hyperparameter optimisation. This allowed to avoid overfitting the classifiers during
training, and to actually obtain reasonable lists of candidates. We conclude that this
is a very viable and effective technique for initial exploration of a dataset. However,
this is not a process that will give an exhaustive and accurate lists of candidates.

Overall, regarding whether is it worth it or not to use machine learning when search-
ing for variable stars, we have concluded that: If the available training data is very
similar to the target; that is, both taken from the same type of stellar population,
using the same optics, camera, band and even observational cadence; and the num-
ber of observations is larger than 30; then it is worth it to use the machine learning
approach. This is backed by the fact that the classifiers trained with undersampled
LMC light curves were still very capable of classifying undersampled SMC curves,
but struggled to correctly classify the other light curves.

We also observed that among the tried algorithms, LightGBM was by far the most
adequate to the task, mainly because its large set of hyperparameters makes it highly
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customisable for each problem, even to the point of not needing embedded resampling
techniques, as those used by the second generation of classifiers. However, this makes
its performance very dependant on the hyperparameter optimisation process and the
metrics used. Therefore, we suggest using LightGBM as the default algorithm for
the classification of variable stars, as long as either the training and target datasets
are very similar, or there is a preclassified sample in the target dataset. Additionally,
training time can be up to orders of magnitude shorter than Random Forest, or SVM.

On the other hand, beyond the difficulties generalising from OGLE data, it is no-
torious that from 222 stars inspected, 150 were considered periodic variables. If we
relax the condition of predicting the actual variability class, and just focus on finding
candidates for periodic variables, our methodology worked remarkably well, having
a success rate of 68%; especially since the classification can be done manually during
the light curve inspection. Furthermore, we obtained the period-luminosity relation
for the found Cepheids on NGC 55. Our results were compatible with the reported
by the Araucaria Project team. The distance estimation was done using LMC as
reference, obtaining (2.18 ± 0.11) Mpc if we assume (V −MV )LMC = 18.50, and
(2.16± 0.11) Mpc if we assume (V −MV )LMC = 18.477.

Future work on the photometry and light curve generation must definitively include a
more formal calibration from instrumental to standard magnitudes. Also, in addition
to NGC 55, there is public data from the 2.2-m ESO/MPI Telescope for the galaxies
NGC 247, NGC 300 and NGC 7793; the processing and analysis done in this work
can also be applied those data, especially the CCD reduction pipelines. Additionally,
there are still 8534 that need to be inspected.

Finally, we close this work with what we believe should be focus of future work on
machine learning classification of variable stars:

1. What is the minimum number of observations per light curve required to obtain
a trustworthy classification, and how does it vary with the variable classes
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involved?

2. How to maximise the information fed to the algorithms?, and in particular:
what is the best way to classify without explicitly defining a set of features?

This is motivated by the fast advances in AI, and the coming up mega astronomical
surveys.
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Summary of observations

Table A.1
Log of observations. Date in local time for La Silla Observatory, Chile.

Date [YYYY-MM-DD HH:MM:SS] No. of images Was stacked?

2003-06-24 07:26:18 5 Yes
2003-09-30 05:01:52 7 No
2003-10-16 02:17:57 6 Yes
2003-10-19 04:58:00 5 Yes
2003-10-22 00:35:41 5 Yes
2003-10-25 03:48:16 14 Yes
2003-10-31 01:18:39 2 No
2003-11-01 02:03:44 3 No
2003-11-21 00:38:17 1 No
2003-11-22 04:17:07 5 Yes
2003-11-27 01:28:43 5 Yes
2004-01-13 01:31:16 5 Yes
2004-01-15 01:16:13 1 No
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2004-01-26 01:08:18 5 Yes
2004-09-14 07:56:06 5 Yes
2004-09-22 06:33:43 5 Yes
2004-10-17 02:54:50 5 Yes
2004-11-02 01:16:09 5 Yes
2004-11-18 01:26:42 5 Yes
2005-01-05 01:04:43 5 Yes
2005-01-07 01:00:01 1 No
2005-01-08 01:52:03 1 No
2005-01-09 01:03:36 5 Yes
2005-09-26 05:02:01 5 Yes
2005-10-30 01:36:12 6 Yes
2005-11-07 02:34:41 10 Yes
2006-01-01 01:53:12 5 Yes
2006-09-18 06:29:59 10 Yes
2006-09-27 00:39:15 5 Yes
2006-12-13 03:11:15 5 Yes

Additionally, observations taken on January 19th, 2004 and June 9th, 2005 were
discarded due to data corruption and poor seeing respectively.
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Scatter plots of feature space

Scatter plots of every feature against each other. High resolution versions are avail-
able at the Github repository1.

1https://github.com/ClarkGuilty/Searching-for-extragalactic-variable-stars-using-ml-algorithms

81

https://github.com/ClarkGuilty/Searching-for-extragalactic-variable-stars-using-ml-algorithms


82 APPENDIX B. SCATTER PLOTS OF FEATURE SPACE

Figure B.1: Scatter plot of every feature against each other for the LMC.
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Figure B.2: Scatter plot of every feature against each other for the LMC.
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Figure B.3: Scatter plot of every feature against each other for the LMC.



Appendix C

Catalogue of variable stars

Catalogue of detected variable stars and candidate variable stars. KCC means a
Known Cepheid, that is, a Cepheid previously detected by Araucaria. NCC means a
New Cepheid. EB means eclipsing binaries. LPV means long period variables. Pul
means pulsating variables. Inc. means inconclusive classification, that is a periodic
variable whose shape is not readily classifiable to any of the aforementioned classes.

ID R.A. (J2000.0) Decl. (J2000.0) Period [d] Class 〈V〉 [mag]

1_149.lc 00:16:07.329 -39:17:07.0633 1.1683 EB 23.1377
1_240.lc 00:16:04.1185 -39:16:49.7156 46.2276 KCC 21.2082
1_249.lc 00:16:13.3632 -39:16:48.1324 10.8000 KCC 22.4347
1_250.lc 00:15:57.7282 -39:16:48.4833 10.8404 KCC 22.2952
1_333.lc 00:15:55.8288 -39:16:34.9415 23.0496 KCC 21.4382
1_357.lc 00:16:04.279 -39:16:31.7124 6.6800 Pul 20.9382
1_381.lc 00:16:04.579 -39:16:28.7616 5.1863 Incon. 22.2632
1_460.lc 00:16:02.3072 -39:16:17.2322 29.3475 KCC 21.6692

Continued on next page
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ID R.A. (J2000.0) Decl. (J2000.0) Period [d] Class 〈V〉 [mag]

1_463.lc 00:15:56.8839 -39:16:17.0093 0.2335 NCC 16.6742
1_466.lc 00:16:11.7912 -39:16:16.318 11.0121 KCC 21.8292
1_486.lc 00:16:05.4481 -39:16:12.8942 0.9742 EB 22.6262
1_492.lc 00:15:59.3037 -39:16:11.6985 25.0200 KCC 21.5652
1_496.lc 00:15:58.367 -39:16:10.8498 40.7725 Incon. 21.2567
1_508.lc 00:16:12.9435 -39:16:08.2443 11.8177 Incon. 22.2787
1_510.lc 00:15:56.3494 -39:16:08.538 1822.0414 LPV 21.4117
1_537.lc 00:15:59.6087 -39:16:05.0425 5.5910 Incon. 19.0132
1_760.lc 00:16:08.9195 -39:15:25.7504 8.2589 KCC 22.8962
1_779.lc 00:15:56.9058 -39:15:22.3889 57.3500 KCC 19.6272
1_942.lc 00:16:04.5309 -39:11:39.2037 1361.4936 LPV 21.1952
2_1008.lc 00:15:58.3357 -39:15:26.9081 2.0055 Incon. 22.4207
2_1015.lc 00:15:56.2363 -39:15:25.7807 8.8893 Incon. 21.9102
2_1017.lc 00:15:40.6668 -39:15:25.8749 1.0267 Incon. 21.0677
2_1026.lc 00:15:56.5349 -39:15:25.0234 1.3960 Incon. 21.7607
2_1027.lc 00:15:51.5162 -39:15:25.1044 8.8491 Incon. 21.4432
2_1030.lc 00:16:05.1623 -39:15:24.5778 11.6502 Incon. 21.4632
2_1056.lc 00:15:56.889 -39:15:22.4249 37.1700 Pul 19.6482
2_1093.lc 00:15:38.3921 -39:15:18.9689 4.0749 Incon. 20.7492
2_1149.lc 00:15:41.6655 -39:15:13.9762 20.5241 KCC 20.6652
2_1180.lc 00:15:44.342 -39:15:11.0301 20.4075 KCC 21.2227
2_1241.lc 00:15:39.8056 -39:15:05.8999 6.4115 EB 21.0122
2_125.lc 00:15:52.8953 -39:17:06.2326 3.6109 Incon. 22.2732
2_1269.lc 00:15:27.0395 -39:15:03.4231 0.3533 Incon. 22.4272
2_1313.lc 00:15:39.557 -39:14:59.3231 0.8121 NCC 22.0122
2_1318.lc 00:15:40.9718 -39:14:58.3984 2.8656 NCC 18.3472

Continued on next page
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ID R.A. (J2000.0) Decl. (J2000.0) Period [d] Class 〈V〉 [mag]

2_1353.lc 00:15:47.7901 -39:14:54.1111 2.7651 NCC 21.5682
2_1407.lc 00:15:33.9072 -39:14:47.2828 29.5902 KCC 20.9112
2_1417.lc 00:15:38.8106 -39:14:46.29 4.4874 NCC 17.9532
2_147.lc 00:15:50.8832 -39:17:00.9282 15.0827 KCC 22.0182
2_1482.lc 00:15:32.7177 -39:14:38.1311 22.6807 KCC 20.8872
2_1682.lc 00:15:39.9745 -39:14:12.3983 83.4792 EB 22.9812
2_1711.lc 00:15:32.2787 -39:14:04.3832 9.7147 NCC 22.2112
2_1712.lc 00:15:40.8738 -39:14:04.2342 0.2100 EB 21.3622
2_1714.lc 00:15:24.267 -39:14:04.1853 1.0439 NCC 20.7522
2_1782.lc 00:15:37.6597 -39:13:48.2464 1664.1093 LPV 19.9797
2_1861.lc 00:15:24.5703 -39:13:32.7267 0.5690 Incon. 22.3142
2_1879.lc 00:15:33.5424 -39:13:27.6233 23.6300 KCC 21.7182
2_1892.lc 00:15:39.2233 -39:13:22.9893 15.3476 KCC 22.1192
2_196.lc 00:16:04.1106 -39:16:49.7007 46.2724 KCC 21.1582
2_2025.lc 00:15:30.9408 -39:12:32.7221 26.0601 KCC 21.2932
2_2040.lc 00:15:30.0337 -39:12:19.0369 23.9745 KCC 22.0752
2_2076.lc 00:16:04.5195 -39:11:39.5011 1308.8860 LPV 21.1942
2_209.lc 00:15:57.7158 -39:16:48.4122 10.8317 KCC 22.2887
2_2122.lc 00:15:40.2258 -39:09:59.4835 2.7654 NCC 22.0567
2_223.lc 00:15:54.487 -39:16:47.104 1.1115 Pul 16.4392
2_299.lc 00:15:55.814 -39:16:34.8625 23.0509 KCC 21.4172
2_303.lc 00:15:50.6372 -39:16:34.1889 611.8500 LPV 20.3327
2_314.lc 00:16:04.2709 -39:16:31.7135 10.7700 Pul 20.8992
2_432.lc 00:16:02.2975 -39:16:17.234 29.3475 KCC 21.6222
2_437.lc 00:15:56.8711 -39:16:16.9693 2.3982 Incon. 16.6372
2_438.lc 00:15:46.5325 -39:16:17.1114 36.1018 KCC 21.4927
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ID R.A. (J2000.0) Decl. (J2000.0) Period [d] Class 〈V〉 [mag]

2_492.lc 00:15:59.2918 -39:16:11.6708 25.0300 KCC 21.5452
2_502.lc 00:15:58.355 -39:16:10.824 14.1400 NCC 21.2282
2_517.lc 00:15:47.3358 -39:16:09.5361 77.0209 KCC 20.0382
2_524.lc 00:15:56.335 -39:16:08.4944 294.7482 Incon. 21.3572
2_704.lc 00:15:45.0653 -39:15:52.6145 171.3387 NCC 20.5402
2_714.lc 00:15:24.7884 -39:15:52.2235 13.5957 EB 22.5572
2_738.lc 00:15:48.6937 -39:15:49.7846 1.3888 EB 22.7227
2_765.lc 00:15:48.1042 -39:15:47.4851 15.5038 KCC 21.8452
2_783.lc 00:15:50.2902 -39:15:45.4136 19.2700 KCC 19.8137
2_842.lc 00:15:48.4969 -39:15:39.9235 46.2056 KCC 20.5062
2_853.lc 00:15:31.143 -39:15:39.442 17.2979 KCC 21.7532
3_1030.lc 00:15:33.5533 -39:13:27.8299 23.6137 EB 21.6737
3_104.lc 00:15:31.1504 -39:15:39.62 17.2624 KCC 21.7402
3_1074.lc 00:15:28.2247 -39:13:23.3358 9.0489 Incon. 21.9657
3_1127.lc 00:14:55.4384 -39:13:18.8 22.2514 KCC 20.7827
3_1150.lc 00:15:14.2828 -39:13:16.8414 97.5313 KCC 20.6587
3_1186.lc 00:15:21.6289 -39:13:13.3219 488.4301 LPV 21.4992
3_1192.lc 00:15:22.3286 -39:13:12.7442 1015.5008 LPV 21.0752
3_1208.lc 00:15:35.9798 -39:13:10.6979 6.1231 EB 22.6092
3_1404.lc 00:15:14.9641 -39:12:51.0978 62.7008 KCC 21.0902
3_1445.lc 00:15:13.9236 -39:12:47.4706 479.6660 LPV 16.7162
3_1452.lc 00:15:06.3983 -39:12:46.8092 40.6294 NCC 21.5462
3_1456.lc 00:15:10.627 -39:12:46.1304 5.3122 EB 20.6327
3_1485.lc 00:14:58.2255 -39:12:43.4378 1.2625 Incon. 20.7517
3_1527.lc 00:15:06.1799 -39:12:37.5006 1.0024 EB 21.0692
3_1529.lc 00:15:04.459 -39:12:37.0681 40.2559 KCC 20.7112
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ID R.A. (J2000.0) Decl. (J2000.0) Period [d] Class 〈V〉 [mag]

3_1563.lc 00:15:30.9547 -39:12:32.9803 26.0843 KCC 21.3102
3_1574.lc 00:15:14.0228 -39:12:32.2232 73.5034 KCC 20.8487
3_1590.lc 00:15:18.552 -39:12:27.8611 22.0033 NCC 22.1042
3_1636.lc 00:15:04.9056 -39:12:21.4776 111.3079 NCC 20.7112
3_1645.lc 00:15:30.0486 -39:12:19.3082 23.9664 KCC 22.0137
3_1655.lc 00:15:12.0369 -39:12:16.8437 2.4400 Pul 19.2842
3_1681.lc 00:15:19.8331 -39:12:11.617 1.0024 Incon. 21.7147
3_1736.lc 00:15:10.9273 -39:11:58.143 22.1599 KCC 22.3292
3_1751.lc 00:15:16.0507 -39:11:52.3395 18.2091 KCC 22.5022
3_1779.lc 00:15:34.7349 -39:11:40.8824 80.4881 Incon. 20.5132
3_1868.lc 00:15:13.6719 -39:09:21.5483 0.2100 EB 20.9382
3_215.lc 00:15:29.9553 -39:15:05.3157 17.4993 KCC 21.5322
3_305.lc 00:15:33.9154 -39:14:47.4501 29.6831 KCC 20.8402
3_358.lc 00:15:32.7263 -39:14:38.3206 22.6998 KCC 20.8677
3_757.lc 00:15:07.6381 -39:13:51.6699 47.8849 NCC 21.3187
3_787.lc 00:15:15.6383 -39:13:48.7781 41.9538 Incon. 22.5082
3_917.lc 00:15:16.0511 -39:13:37.7583 467.6708 LPV 20.4342
3_941.lc 00:15:11.6777 -39:13:35.8617 0.2100 Incon. 22.0257
3_956.lc 00:15:30.7503 -39:13:34.357 17.9758 NCC 21.6622
4_1003.lc 00:14:51.938 -39:11:44.1345 8.6500 KCC 20.0712
4_1004.lc 00:14:51.0057 -39:11:43.917 13.3184 Pul 20.6662
4_1027.lc 00:14:51.0855 -39:11:42.0943 2.1645 Pul 20.3117
4_1045.lc 00:14:45.6102 -39:11:40.1693 1.0051 EB 20.9322
4_1086.lc 00:14:48.7407 -39:11:35.3478 2.7837 Pul 20.4622
4_1116.lc 00:14:47.3385 -39:11:32.2266 0.5665 EB 20.3962
4_1132.lc 00:14:38.1485 -39:11:30.0302 35.0400 Pul 21.5722
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ID R.A. (J2000.0) Decl. (J2000.0) Period [d] Class 〈V〉 [mag]

4_1164.lc 00:14:42.5036 -39:11:27.1228 35.5800 KCC 19.5682
4_1231.lc 00:14:44.3643 -39:11:21.0342 25.6440 KCC 20.3152
4_1289.lc 00:14:42.4109 -39:11:15.7907 8.8648 EB 22.1722
4_1318.lc 00:14:43.5002 -39:11:13.8211 3.5800 Pul 19.5427
4_1374.lc 00:14:36.5531 -39:11:08.373 113.1723 KCC 20.2492
4_1379.lc 00:14:39.2177 -39:11:08.1995 156.4038 NCC 21.0432
4_1452.lc 00:14:42.3205 -39:11:01.7839 1.1606 EB 21.3232
4_1521.lc 00:14:37.7612 -39:10:54.5736 8.9600 Pul 20.4422
4_1532.lc 00:14:37.922 -39:10:53.6383 12.6800 KCC 20.8282
4_1545.lc 00:14:34.6246 -39:10:52.3464 923.1615 LPV 18.2542
4_1647.lc 00:14:46.4672 -39:10:41.5801 6.0999 NCC 20.5812
4_1651.lc 00:14:39.7417 -39:10:41.0133 38.8539 KCC 21.4282
4_1657.lc 00:14:30.2427 -39:10:40.324 1.8393 EB 22.6212
4_1681.lc 00:14:26.9336 -39:10:37.095 15.0664 KCC 21.9937
4_1796.lc 00:14:34.4769 -39:10:24.4984 22.4592 KCC 21.6537
4_1895.lc 00:14:28.1423 -39:10:09.2137 13.2209 KCC 21.9717
4_1941.lc 00:14:40.219 -39:10:02.4872 17.8065 KCC 22.0562
4_1960.lc 00:14:29.5266 -39:09:58.4885 1.8392 EB 23.1097
4_1968.lc 00:14:25.6263 -39:09:56.5405 43.7972 KCC 21.3542
4_1998.lc 00:14:30.7068 -39:09:48.7746 13.9300 KCC 22.1062
4_375.lc 00:14:49.7705 -39:13:22.8345 22.2465 KCC 22.2607
4_401.lc 00:14:55.424 -39:13:18.7427 36.4542 KCC 20.7277
4_409.lc 00:14:45.3333 -39:13:17.1367 75.6329 KCC 20.1012
4_556.lc 00:14:54.5017 -39:12:49.2647 47.8911 Pul 19.6162
4_593.lc 00:14:59.5887 -39:12:42.2795 13.1149 Incon. 18.3502
4_656.lc 00:14:34.8471 -39:12:26.7175 51.6500 Pul 21.7232
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ID R.A. (J2000.0) Decl. (J2000.0) Period [d] Class 〈V〉 [mag]

4_693.lc 00:14:49.5104 -39:12:20.0601 15.8800 KCC 21.5957
4_739.lc 00:14:48.6824 -39:12:13.6975 11.4553 EB 22.1527
4_752.lc 00:14:34.9144 -39:12:11.9047 11.4521 KCC 21.9322
4_756.lc 00:14:59.8319 -39:12:11.536 438.5807 Incon. 19.8142
4_845.lc 00:14:42.9545 -39:12:00.6396 6.0720 Incon. 22.1322
4_872.lc 00:14:56.9589 -39:11:58.2304 3.6199 Incon. 19.9067
4_978.lc 00:14:27.98 -39:11:45.9765 16.9873 KCC 22.1962
5_1008.lc 00:14:34.4714 -39:10:24.3979 22.4791 KCC 21.6572
5_110.lc 00:14:34.8428 -39:12:26.6435 19.9354 Incon. 21.7422
5_1103.lc 00:14:25.296 -39:10:14.0622 32.5560 KCC 20.8902
5_1140.lc 00:14:11.8904 -39:10:10.1758 11.8177 NCC 22.2832
5_1151.lc 00:14:28.1357 -39:10:09.073 13.2192 KCC 21.9792
5_119.lc 00:14:08.2357 -39:12:22.3355 12.4858 KCC 22.5472
5_1207.lc 00:14:40.2147 -39:10:02.4064 17.7940 KCC 22.0367
5_1261.lc 00:14:25.6186 -39:09:56.3851 43.7247 KCC 21.3132
5_1325.lc 00:14:30.7005 -39:09:48.6446 13.9400 KCC 22.0942
5_1348.lc 00:14:19.4215 -39:09:45.7065 31.2752 KCC 21.0592
5_1471.lc 00:14:12.7148 -39:09:26.2024 57.0153 KCC 20.4657
5_1533.lc 00:14:25.0626 -39:09:09.6807 22.3226 KCC 21.7357
5_1596.lc 00:14:12.9361 -39:08:40.5764 176.8564 KCC 19.4242
5_162.lc 00:14:34.91 -39:12:11.8343 11.4569 KCC 21.9572
5_1625.lc 00:14:06.5863 -39:08:10.3949 66.9194 KCC 20.5182
5_171.lc 00:14:27.4149 -39:12:08.6971 13.0437 KCC 21.6522
5_280.lc 00:14:27.9744 -39:11:45.874 16.9766 KCC 22.2032
5_314.lc 00:14:17.102 -39:11:41.1625 20.4595 KCC 21.2962
5_387.lc 00:14:38.145 -39:11:29.9725 37.8700 KCC 21.5682
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ID R.A. (J2000.0) Decl. (J2000.0) Period [d] Class 〈V〉 [mag]

5_413.lc 00:14:42.5013 -39:11:27.0913 39.9100 KCC 19.5502
5_500.lc 00:14:26.5894 -39:11:17.7037 8.7359 NCC 21.8802
5_581.lc 00:14:02.6868 -39:11:08.3812 20.5315 KCC 21.5272
5_591.lc 00:14:36.5487 -39:11:08.2949 112.6518 KCC 20.2382
5_598.lc 00:14:39.2138 -39:11:08.1355 155.9070 NCC 21.0242
5_70.lc 00:14:30.4393 -39:12:56.7385 1.4458 EB 20.9362
5_727.lc 00:14:37.7558 -39:10:54.5166 55.1500 KCC 20.4322
5_753.lc 00:14:34.6195 -39:10:52.2566 927.5089 LPV 18.2742
5_762.lc 00:14:42.7908 -39:10:51.5259 1.1931 NCC 21.8477
5_782.lc 00:14:22.1136 -39:10:49.0594 16.5594 KCC 21.4927
5_855.lc 00:14:14.4941 -39:10:41.1197 17.7377 KCC 21.8102
5_863.lc 00:14:39.7379 -39:10:40.9444 38.8388 KCC 21.3547
5_880.lc 00:14:18.6203 -39:10:38.4538 41.8400 KCC 21.2202
5_896.lc 00:14:26.9271 -39:10:36.9591 15.0633 KCC 21.9872

92



Bibliography

Bergstra, J., Bardenet, R., Bengio, Y., et al. 2011, in Advances in Neural Information
Processing Systems, ed. J. Shawe-Taylor, R. Zemel, P. Bartlett, F. Pereira, & K. Q.
Weinberger, Vol. 24 (Curran Associates, Inc.), 2546–2554

Bertin, E. & Arnouts, S. 1996, A&AS, 117, 393

Bradley, L., Sipőcz, B., Robitaille, T., et al. 2020, astropy/photutils: 1.0.0

Breiman, L. 2001, Machine Learning, 55, 5

Brys, G., Hubert, M., & Struyf, A. 2004, Journal of Computational and Graphical
Statistics, 13, 996

Brys, G., Hubert, M., & Struyf, A. 2006, Computational Statistics & Data Analysis,
50, 733

Budavári, T. & Szalay, A. S. 2008, ApJ, 679, 301

Calabretta, M. R. 2011, Wcslib and Pgsbox

Carroll, B. W. & Ostlie, D. A. 2006, An introduction to modern astrophysics and
cosmology

Catelan, M. & Smith, H. A. 2015, Pulsating Stars

93



BIBLIOGRAPHY

Chen, C., Liaw, A., & Breiman, L. 2004, University of California, Berkeley, 1

Chen, T. & Guestrin, C. 2016, arXiv e-prints, arXiv:1603.02754

Ciechanowska, A., Pietrzyński, G., Szewczyk, O., et al. 2010, Acta Astron., 60, 233

Cortes, C. & Vapnik, V. 1995, Machine Learning, 20, 273

Derekas, A., Kiss, L. L., & Bedding, T. R. 2007, ApJ, 663, 249

Eddington, A. S. 1918, MNRAS, 79, 2

Freedman, W. L., Madore, B. F., Gibson, B. K., et al. 2001, ApJ, 553, 47

Freund, Y. & Schapire, R. E. 1997, Journal of Computer and System Sciences, 55,
119

Friedman, J., Hastie, T., & Tibshirani, R. 2000, Ann. Statist., 28, 337

García-Varela, A. 2008, PhD thesis, Universidad de Concepción, Facultad de Ciencias
Físicas y Matemáticas Universidad de Concepción, Chile

García, V., Sánchez, J., & Mollineda, R. 2012, Knowledge-Based Systems, 25, 13 ,
special Issue on New Trends in Data Mining

Gieren, W., Pietrzyński, G., Nalewajko, K., et al. 2006, ApJ, 647, 1056

Gieren, W., Pietrzyński, G., Soszyński, I., et al. 2005, ApJ, 628, 695

Gieren, W., Pietrzyński, G., Soszyński, I., et al. 2008, ApJ, 672, 266

Gieren, W., Pietrzyński, G., Walker, A., et al. 2004, AJ, 128, 1167

Gieren, W., Storm, J., Konorski, P., et al. 2018, A&A, 620, A99

94



BIBLIOGRAPHY

Graczyk, D., Pietrzyński, G., Thompson, I. B., et al. 2014, ApJ, 780, 59

Greenfield, P., Robitaille, T., Tollerud, E., et al. 2013, Astropy: Community Python
library for astronomy

Hosenie, Z., Lyon, R. J., Stappers, B. W., et al. 2019, MNRAS, 488, 4858

Huber, P. J. 1964, Ann. Math. Statist., 35, 73

Joye, W. A. & Mandel, E. 2003, in Astronomical Society of the Pacific Conference
Series, Vol. 295, Astronomical Data Analysis Software and Systems XII, ed. H. E.
Payne, R. I. Jedrzejewski, & R. N. Hook, 489

Ke, G., Meng, Q., Finley, T., et al. 2017, in Advances in Neural Information Process-
ing Systems 30, ed. I. Guyon, U. V. Luxburg, S. Bengio, H. Wallach, R. Fergus,
S. Vishwanathan, & R. Garnett (Curran Associates, Inc.), 3146–3154

Kim, D.-W. & Bailer-Jones, C. A. L. 2016, A&A, 587, A18

Kovács, G., Zucker, S., & Mazeh, T. 2002, A&A, 391, 369

Kudritzki, R. P., Castro, N., Urbaneja, M. A., et al. 2016, ApJ, 829, 70

Leavitt, H. S. 1908, Annals of Harvard College Observatory, 60, 109

Lemaître, G., Nogueira, F., & Aridas, C. K. 2017, Journal of Machine Learning
Research, 18, 1

Liu, X.-Y., Wu, J., & Zhou, Z.-H. 2009, Trans. Sys. Man Cyber. Part B, 39, 539–550

Lomb, N. R. 1976, Ap&SS, 39, 447

Massey, P. February 15, 1997, A User’s Guide to CCD Reductions with IRAF

Mennickent, R. E., Pietrzyński, G., & Gieren, W. 2004, MNRAS, 350, 679

95



BIBLIOGRAPHY

Miller, A. S. 1993, Vistas in Astronomy, 36, 141

National Optical Astronomy Observatories. 1999, IRAF: Image Reduction and Anal-
ysis Facility

Paczyński, B. 1991, ApJ, 371, L63

Pashchenko, I. N., Sokolovsky, K. V., & Gavras, P. 2018, MNRAS, 475, 2326

Pawlak, M., Soszyński, I., Udalski, A., et al. 2016, Acta Astron., 66, 421

Pedregosa, F., Varoquaux, G., Gramfort, A., et al. 2011, Journal of Machine Learning
Research, 12, 2825

Percy, J. R. 2011, Understanding Variable Stars

Pérez-Ortiz, M. F., García-Varela, A., Quiroz, A. J., et al. 2017, A&A, 605, A123

Pietrukowicz, P., Dziembowski, W. A., Mróz, P., et al. 2013, Acta Astron., 63, 379

Pietrzyński, G. & Gieren, W. 2006, Mem. Soc. Astron. Italiana, 77, 239

Pietrzyński, G., Gieren, W., Fouqué, P., et al. 2001, A&A, 371, 497

Pietrzyński, G., Gieren, W., Fouqué, P., et al. 2002, AJ, 123, 789

Pietrzyński, G., Gieren, W., Soszyński, I., et al. 2006a, ApJ, 642, 216

Pietrzyński, G., Gieren, W., Soszyński, I., et al. 2006b, AJ, 132, 2556

Pietrzyński, G., Gieren, W., Szewczyk, O., et al. 2008, AJ, 135, 1993

Pietrzyński, G., Gieren, W., Udalski, A., et al. 2004, AJ, 128, 2815

Pietrzyński, G., Górski, M., Gieren, W., et al. 2009, AJ, 138, 459

96



BIBLIOGRAPHY

Pietrzyński, G., Graczyk, D., Gallenne, A., et al. 2019, Nature, 567, 200

Pietrzyński, G., Thompson, I. B., Gieren, W., et al. 2010, Nature, 468, 542

Poleski, R., Soszyński, I., Udalski, A., et al. 2010, Acta Astron., 60, 1

Richards, J. W., Starr, D. L., Butler, N. R., et al. 2011, ApJ, 733, 10

Rizzi, L., Bresolin, F., Kudritzki, R.-P., et al. 2006, ApJ, 638, 766

Rodríguez, B. S. 2016, Master’s thesis, Departamento de Física

Ruf, T. 1999, Biological Rhythm Research, 30, 178

Sabogal, B. E., Mennickent, R. E., Pietrzyński, G., et al. 2008, A&A, 478, 659

Samus’, N. N., Kazarovets, E. V., Durlevich, O. V., et al. 2017, Astronomy Reports,
61, 80

Schlegel, D. J., Finkbeiner, D. P., & Davis, M. 1998, ApJ, 500, 525

SciOps, L. S. 2005, The Wide-field Imager Handbook, 2nd edn. (European Southern
Observatory)

Seiffert, C., Khoshgoftaar, T. M., Van Hulse, J., et al. 2010, Trans. Sys. Man Cyber.
Part A, 40, 185–197

Soszyński, I., Poleski, R., Udalski, A., et al. 2008, Acta Astron., 58, 163

Soszyński, I., Udalski, A., Szymański, M. K., et al. 2009, Acta Astron., 59, 239

Soszyński, I., Udalski, A., Szymański, M. K., et al. 2011, Acta Astron., 61, 217

Soszyński, I., Udalski, A., Szymański, M. K., et al. 2015, Acta Astron., 65, 297

97



BIBLIOGRAPHY

Soszyński, I., Udalski, A., Szymański, M. K., et al. 2016, Acta Astron., 66, 131

Stanek, K. Z. 1996, ApJ, 460, L37

Stetson, P. B. 1987, PASP, 99, 191

Stetson, P. B. 1993, in IAU Colloq. 136: Stellar Photometry - Current Techniques
and Future Developments, ed. C. J. Butler & I. Elliott, 291

Stetson, P. B. 2011, DAOPHOT: Crowded-field Stellar Photometry Package

Sutherland, W. & Saunders, W. 1992, MNRAS, 259, 413

Szewczyk, O., Pietrzyński, G., Gieren, W., et al. 2009, AJ, 138, 1661

Tody, D. 1986, in Society of Photo-Optical Instrumentation Engineers (SPIE) Con-
ference Series, Vol. 627, Instrumentation in astronomy VI, ed. D. L. Crawford,
733

U, V., Urbaneja, M. A., Kudritzki, R.-P., et al. 2009, ApJ, 704, 1120

Udalski, A. 2000, Acta Astron., 50, 279

Udalski, A. 2003, Acta Astron., 53, 291

Udalski, A., Kubiak, M., & Szymański, M. 1997a, Acta Astron., 47, 319

Udalski, A., Olech, A., Szymański, M., et al. 1997b, Acta Astron., 47, 1

Udalski, A., Szymański, M., Kaluzny, J., et al. 1993, Acta Astron., 43, 289

Udalski, A., Szymański, M., Mao, S., et al. 1994, ApJ, 436, L103

Udalski, A., Szymański, M. K., Soszyński, I., et al. 2008, Acta Astron., 58, 69

98



BIBLIOGRAPHY

Udalski, A., Szymański, M. K., & Szymański, G. 2015, Acta Astron., 65, 1

Valdes, F. G. 1998, in Astronomical Society of the Pacific Conference Series, Vol.
145, Astronomical Data Analysis Software and Systems VII, ed. R. Albrecht, R. N.
Hook, & H. A. Bushouse, 53

van de Steene, G. C., Jacoby, G. H., Praet, C., et al. 2006, A&A, 455, 891

VanderPlas, J., Connolly, A. J., Ivezic, Z., et al. 2012, in Proceedings of Conference
on Intelligent Data Understanding (CIDU, 47–54

VanderPlas, J. T. & Ivezić, Ž. 2015, ApJ, 812, 18

von Neumann, J. 1941, Ann. Math. Statist., 12, 367

Wyrzykowski, Ł., Kozłowski, S., Skowron, J., et al. 2010, MNRAS, 407, 189

Wyrzykowski, Ł., Kozłowski, S., Skowron, J., et al. 2009, MNRAS, 397, 1228

Wyrzykowski, Ł., Kozłowski, S., Skowron, J., et al. 2011a, MNRAS, 413, 493

Wyrzykowski, L., Skowron, J., Kozłowski, S., et al. 2011b, MNRAS, 416, 2949

Żebruń, K., Udalski, A., Szymański, M., et al. 2002, in The Ninth Marcel Grossmann
Meeting, ed. V. G. Gurzadyan, R. T. Jantzen, & R. Ruffini, 2147–2148

Zhang, H., Si, S., & Hsieh, C.-J. 2017, arXiv e-prints, arXiv:1706.08359

Zuiderwijk, E. 1989, GEMINI Newsletter Royal Greenwich Observatory, 26, 17

99


	Introduction
	Variable stars
	Pulsating variables
	Eclipsing binaries
	Detection of variable stars
	The Araucaria Project
	The Optical Gravitational Lensing Experiment

	Supervised machine learning classification
	The space of features
	The classifiers
	Support vector machines
	Random Forests
	Gradient boosting

	Confusion matrices and evaluation metrics
	Resampling and bagging

	Generating the light curves
	Instrumentation
	Data and processing
	Photometry and match
	Comparison with Araucaria Photometry

	Finding periodic variables
	The training data: Magellanic system as seen by OGLE
	The space of features: revisited
	The classifiers
	First generations
	The final classifier

	Visual inspection and period search

	Results: variable stars in NGC 55
	Period-luminosity law for NGC 55

	Conclusions and future work
	Summary of observations
	Scatter plots of feature space
	Catalogue of variable stars

