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Abstract

To ensure the efficient operation of photovoltaic systems, the maximum power point
(MPP) must be found under different environmental conditions using a maximum
power point tracking (MPPT) algorithm. Conventional methods such as the perturb
and observe (P&O) algorithm tend get stuck at local MPP (LMPP), not being able
to find the global MPP (GMPP). In this research, we explore the integration of
deep reinforcement learning (DRL) using a deep-q-network (DQN) agent to tackle
the GMPP problem in real-time experiments. The main contribution of this work is a
comparison between the DQN agent against the P&O algorithm for GMPPT under
real uniform and partial shading (PS) conditions and a pipeline for testing DRL
models. An open repository that includes PCBs schematics and layout, and also the
code used to train and deploy the models will be provided in a future publication. We
show that the DQN agent was able to outperform the P&O algorithm in simulations
in every scenario, while in real test benches, it did not happen. However, when the
P&O algorithm got stuck in a LMPP in PS scenarios, the DQN algorithm was able
to extract up to 63.5% more power than the P&O algorithm.
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GMPP Global Maximum Power Point
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ML Machine Learning

MPPT Maximum Power Point Tracking

P&O Perturb and Observe

PS Partial Shading

PV Photovoltaic

RL Reinforcement Learning

1. Introduction1

With the rise of energy demand across the world, solar energy has become one of2

the most widely used renewable energy sources. According to [1], in 2019 over 2%3

of the global electricity came from solar energy sources due to its continuous decline4

in price and the high potential of areas with rich solar radiation. Furthermore, it is5

estimated that the global solar photovoltaic (PV) capacity will increase from 593.96

GW in 2019 to 1582.9 GW in 2030, following capacity additions by China, India,7

Germany, the US, and Japan [2]. However, PV generation systems still have low8

efficiency of electric power generation [3], and the output power of these systems is9

highly dependant on weather changes and the nature of the load connected due to10

the non-linear I-V and P-V characteristics of PV modules [4].11

To tackle many of the PV systems problematic, Machine Learning (ML) methods12

have been applied to power prediction [5], irradiance prediction [6, 7], site-adaptation13

[8], fault detection [9] and control. For example; to consistently obtain the highest14

efficiency in solar power production under changing conditions, the voltage of the15

system is controlled to keep the system at the maximum power point (MPP) with16

the use of a maximum power point tracking (MPPT) algorithm. The most highly17

adopted MPPT control methods are mainly the Perturb-and-Observe (P&O) and18

the Incremental-Conductance methods due to their simplicity [10, 11]. However, to19

prevent oscillations around the MPP during its search, certain calibration levels are20

needed in these methods. In the presence of partial shading (PS) conditions, these21

algorithms tend to stay at a local maximum power point (LMPP) due to an over-22
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heating of the shaded PV cells [12], leading to lower energy conversions. To enhance23

the performance of PV systems, robust MPPT algorithms must be designed.24

In recent years, more studies have been conducted surrounding the performance of25

reinforcement learning (RL) agents applied to MPPT. RL is a technique that en-26

ables an agent to learn control policies using rewards provided by an interacting27

environment that is described as a Markov Decision Process [13]. One of the main28

advantages of these types of models is that it does not require complex mathematical29

models of the control system. One of the first uses of RL in MPPT was implemented30

by Kofinas et al. [14]. The authors proposed a Q-Learning tabular approach to track31

the MPP, achieving high convergence stability with shorter computational time than32

other meta-heuristic methods. The results obtained showed that the algorithm de-33

signed outperformed the conventional P&O method in three different scenarios, in34

which irradiance and temperature were changed. This research led to other similar35

tabular Q-learning methods applied to MPPT such as one made by Aurobinda et36

al. [15] and Bavarinos et al. [16], where comparisons between Q-Learning agents,37

SARSA agents and fuzzy-logic-sliding mode control were made.38

Although previous authors achieved remarkable results, the algorithms used had a39

major drawback represented in the low state and action spaces used to achieve their40

goal. Moreover, scenarios with PS were not mentioned in the studies mentioned. In41

Phan et al. [17], a deep Q-network (DQN) agent and a deep deterministic policy42

gradient (DDPG) agent [18] were proposed as ways of conducting an MPPT con-43

trol, which allowed the agents to deal with continuous state and action spaces on44

PS conditions. The results obtained by the models were compared to the commonly45

used P&O method. These showed that the DQL and DDPG models were able to46

arrive to the global MPP (GMPP) when PS conditions were present while the P&O47

algorithm got stuck in a local MPP (LMPP), generating a lower power production.48

More actor-critic based RL agents have also been tested for MPPT. Avila et al.49

[19, 20] constructed a DL model-free algorithm based on RL, which was trained and50
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tested in a custom developed OpenAI Gym environment in Python [21]. The TD351

algorithm was implemented to solve this problem in [20]. The results obtained by52

the authors showed that the maximum operating power point using the algorithm53

has a difference of less than 1% of the theoretical MPP. Extensive reviews regarding54

the use of machine learning techniques applied to MPPT were done by Gaviria et55

al. [22] and by Glavic [23].56

The main limitation in all previous studies is the lack of experiments in real sce-57

narios that validate the results presented in simulations. Moreover, an experimental58

pipeline is necessary to guide future research that applies RL to MPPT. This paper59

is a continuation of the work in [22] and is highly inspired the work in [17]. The60

main contributions of this research are the following:61

• A comparison between a DQN agent against the P&O method for MPPT62

under uniform and PS conditions in simulated and real scenarios.63

• A pipeline for testing RL models trained with MATLAB/Simulink in real-time64

with the use of a Raspberry Pi and TensorFlow Lite.65

• Open repository that includes the schematic of the converter used, the envi-66

ronment for training the RL model, the code used to convert the Matlab model67

to the TensorFlow Lite framework, and the code used to deploy and test the68

algorithms in a Raspberry Pi 4b. The open source repository will be published69

with another article.70

This paper is organized as follows. We first provide a brief introduction of the main71

ML techniques being applied in PV systems (Section 2). There, we describe the72

converter and PV system used to carry out the experiments, we define the Markov73

Decision Process, the simulation set-up, and the experimental-setup. Afterward,74

we provide the obtained results (Section 3). We first show the training process of75

the DQN agent and then, we show the simulation results by comparing the P&O76
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algorithm against DQN agent in Simulink. Next, we provide the experimental results77

gathered. Finally, we lay out the conclusions and future work (Section 4).78

2. Pipeline for Experimentation79

2.1. PV System and Buck Converter Configuration80

To carry out the current research, a DC-DC converter had to be characterized81

with a set of PV arrays. The PV module TE2200 was used for the simulation82

and experimental implementation of the system. Its specifications are illustrated in83

Table 1. To simulate the chosen PV module, we considered the bypass diodes that84

divide the PV module in three sections. Therefore, when simulating the system, we85

simulated three different modules with the characteristics shown in Table 2. Figure 186

shows the power-vs-voltage curve when PS is present over different sections of the87

PV module. Note that there are several LMPP for different values of voltage in88

which a MPPT algorithm could get stuck.89

Table 1: Specifications of TE2200 photovoltaic module.

Specifications Value

Maximum Power (Wp) 250
Number of Cells 60

Open Circuit Voltage, Voc (V) 37.3
Short Circuit Current, Isc (A) 8.6 A

Voltage at MPP at standard test conditions, Vmp (V) 30.3
Current at MPP at standard test conditions, Imp (A) 8.3

Temperature Coefficient of Isc (%/°C) 0.065
Temperature Coefficient of Voc (%/°C) -0.32

Based on the PV module selected, we designed a synchronous-buck-converter90

to carry out the research. The parameters of the synchronous buck converter are91

described in Table 3.92

The equation used to obtain the input capacitance is defined as

Cin ≥ (1−D) ∗ Imp

Fs ∗∆Vin

, (1)
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Table 2: Specifications of the PV modules simulated.

Specifications Value

Number of PV modules Simulated 3
Maximum Power per Module (Wp) 83.3333

Number of Cells per Module 20
Open Circuit Voltage per Module (V) 10.1
Short Circuit Current per Module (A) 8.6

Voltage at MPP per Module at Standard Test Conditions (V) 12.83333
Current at MPP per Module at Standard Test Conditions (A) 8.3

Temperature Coefficient of Isc (%/°C) 0.065
Temperature Coefficient of Voc (%/°C) -0.32

Figure 1: PV array power curve under partial shading conditions.

where D is the duty cycle, Imp is the current at maximum power point, Fs is the93

frequency at which the Pulse With Modulation is set and ∆Vin is the input voltage94

variation desired.95

To calculate the converters inductance the equation used is defined as

L =
D ∗ (1−D) ∗ Vmp

Fs ∗∆IL
, (2)

where V mp is the voltage at the maximum power point, and ∆IL is the output96

current variation desired. To calculate the value of the output capacitance used, the97

equation used was98
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Table 3: Specifications of the synchronous buck converter.

Specifications Value

Frequency, Fs (kHz) 90
Duty Cycle, D (%) 60

∆Vin, (V) Vmp ∗ 0.015
∆IL, (A)

Imp

D
∗ 0.3

∆Vout, (V) Vmp ∗D ∗ 0.0033
Inductance, L (µH) 20

Input Capacitance, Cin (µF ) 100
Output Capacitance, Cout (µF ) 110
Inductance Resistance, RL (Ω) 0.01

Large-signal MOSFET channel Resistance, Ron (Ω) 0.036
Reverse Recovery Charge, Qr (µC) 1.8
Reverse Recovery Time, tr (ns) 220

Cout =
∆IL

8 ∗ Fs ∗∆Vout

, (3)

where ∆Vout is the desired variation of the output voltage. Based on the designed99

converter, the DC-DC Tester at the LAAS Laboraotry was used to define the output100

voltage in terms of the input voltage as101

Vout = Vin ∗D ∗ R

Ron +RL +R
, (4)

where R is the loads resistance, RL is the inductance resistance and Ron is the102

MOSFET channel resistance. The efficiency of the converter was also obtained as103

is defined as104

η =
R

Ron +RL +R
∗ 1

1 + fs[ tr
D
+ Qr∗R

D2∗Vin
]
, (5)

where tr and Qr are the reverse recovery time and reverse recovery charge of the105
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MOSFET respectively.106

2.2. Markov Decision Process for MPPT107

To implement a control system based on DRL, we first need to define a Markov108

Decision Process (MDP) model of the PV system behavior. MDPs are a formaliza-109

tion of sequential decision making by an agent, where actions influence immediate110

rewards and sub-sequence situation [13]. MDPs are composed mainly of an agent111

and an environment. The agent interacts with the environment at each sequence of112

discrete time steps. At a given time step t ∈ N, the agent receives some represen-113

tation of the environment’s state, St ∈ S, and depending on the state, it selects an114

action, a ∈ A. At the next time step, the agent would receive a numerical reward,115

Rt ∈ R, and finds itself in a new state St+1. For the implementation of DRL on an116

MPPT, these variables must be defined first. We first define the observations in a117

given state as the difference between the current and previous time steps of power118

divided by the maximum power obtained at standard test conditions (PMPP,STC),the119

difference between the current and previous time steps of voltage divided by the open120

circuit voltage (Voc), and the previous perturbation of the duty cycle. The state at121

time step t space is defined as122

St =
{ Pt+1 − Pt

PMPP,STC

,
Vt+1 − Vt

Voc

,∆Dt

}
. (6)

In [17], the state-space was defined as the combination of voltage, current, duty123

cycle, and duty previous perturbation. This definition has the disadvantage that it124

would require to re-train a model to adapt to a new configuration set of PV arrays125

being used. Since our state-space features are standardized by the PMPP,STC and126

Voc, an agent trained for a defined PV array configuration could be used to control127

the MPP extraction of other configurations of PV arrays. This idea was not tested in128

this paper but could be explored in a future research. A are different perturbations129
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of the duty cycle ∆D. Given that the Q network is represented as Q(s, a|θ), where130

θ are the parameters of the neural network, the action at each step is calculated131

following an epsilon-greedy strategy as shown in Equation 8, where c ∈ [0, 1] is a132

random number:133

A = {−0.03,−0.02,−0.01, 0, 0.01, 0.02, 0.03}, (7)

at+1 =


argmax

a∈A
Q(st, a|θ) if c ≤ ϵ

random(a ∈ A) if c > ϵ.

(8)

The reward function is defined as follows:134

r = r1 + r2 (9)

r1 =
Pt+1

PMPP,STC

(10)

r2 =


( Pt+1

PMPP,STC
)2 if Pt+1 − Pt ≥ δ1

−( Pt+1

PMPP,STC
)2 otherwise.

(11)

In Equation 11, δ1 stands for a small constant that permit some oscillation around135

the MPP achieved by the agent. The agent receives the reward r at each time step.136

First, r1 allows the agent to distinguish between global and local MPP by giving the137

agent higher rewards if the agent stays at higher power points. On the other hand,138

r2 allows the agent gives the agent a positive rewards if there are positive increments139

and a negative reward otherwise.140

2.3. Simulation Set-Up141

A simulated scenario was implemented in Matlab/Simulink by using the Rein-142

forcement Learning Toolbox. The system operated with a 0.02s time step, which was143
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defined this way due to the operating capacities of the Raspberry Pi 4b, both for the144

DQN algorithm and the P&O algorithm. Each episode lasted 0.5s and set the ini-145

tial conditions of irradiance, temperature and initial duty cycle of the system. The146

irradiance was set according to the following rules; with a 60% chance, the episode147

would have no PS; with 20% chance, the episode would have one of the pv arrays148

partially shaded; and with another 20% chance, the episode would have two of the149

pv arrays partially shaded. The deep neural network architecture used to approxi-150

mate the critic agent is shown in Figure 2. Each fully connected layer is composed151

of 100 neurons each connected to a ReLU activation function, except the last one152

which is composed of one neuron with a linear activation function. To predict the153

action that will be used in a given time-step, each action is forwarded through out154

the network given a previous state. The action that generates the biggest predicted155

reward is the one used for the next time-step as previously showed in Equation 8.156

Figure 2: Critic neural network architecture.

To train the neural network, the Adam optimization method is used. The pa-157

rameters used to train the model are shown in Table 4.158

At each time step in the simulations, the network was trained using the stochastic159

gradient descent algorithm to minimize the loss function defined as160
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Table 4: DQN parameters.

Parameter Value

Discount Factor, λ 0.9
Target Smoothing Factor, τ 1e-03

Mini-Batch Size 512
Experience Buffer Length 1e6

Exploration Rate 1
Learning Rate 0.001
Optimizer Adam

Minimum Exploration Rate 0.001
Decay of exploration rate 0.000022

Number of Episodes 5000
Sample Time, (s) 0.02

Simulation Length, (s) 0.5

L(θ) = Est,at [(yt+1 −Q(st, at|θ))2], (12)

where Q(st, at|θ) is the predicted Q value at time step t and yt+1 is the target Q161

value defined as162

yt+1 = Est+1 [r + λ ∗max
a∈A

Q(st+1, a|θ′)|], (13)

where λ is the discount factor, r is the received reward and max
a∈A

Q(st+1, a|θ′) is163

the maximum Q value at time step t+1 given on all the possible actions. To prevent164

a catastrophic forgetting, the training algorithm uses the double DQN approach [24]165

by using a target network θ′ to compute the target Q. The equation to update the166

target network parameters θ′ is167

θ′ = τ ∗ θ + (1− τ) ∗ θ′, (14)
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where τ is the target smoothing factor. More information regarding the DQN168

training algorithm in Matlab can be found in [25].169

2.4. Experimental Set-Up170

The hardware specifications of the experiment are presented in Table 5. Consid-171

ering that the development board used was the Raspberry Pi 4 Model B, an Analog172

to Digital Converter (ADC) was needed to read analog data. To drive the power173

MOSFET IRFP150N for the Low and High Side of the converter, the Half-Bridge174

Driver IR2104 was used. Since a 90kHz Pulse Width Modulated (PWM) signal was175

required based on the Synchronous-Converter designed, the TL494 (a Pulse-Width-176

Modulation Control Circuit) was used. The TL494 module was controlled using a177

Digital to Analog converter (DAC). The system was characterized so that the Duty178

Cycle required by the development board was produced by the TL494 at 90kHz. The179

system schematic is shown in a future version of this document, while a diagram180

that depicts the experimental set-up used is presented in Fig 3.181

Table 5: Hardware specifications.

Hardware Specifications

Development Board Raspberry Pi 4b
ADC ADS1115
DAC MCP4725

Current Sensor LTS-25NP
PWM Generator TL494

MOSFET IRFP150N
MOSFET Driver IR2104

To deploy the trained model to the Raspberry Pi, the model was transformed to182

a Tensorflow Lite framework. To change the framework of the model, we first had183

to transform the MATLAB model to a Open Neural Network Exchange (ONNX)184

format. Subsequently, the model was transformed to Tensorflow and then into Ten-185

sorflow Lite.186

To compare the performance of the two algorithms, the algorithms were tested187
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Irradiation

Temperature

State

Buck Converter
1.1 Ohms

TF Lite DQN
Agent

250W PV Module

Action Sensor Data

Figure 3: Experimental set-up diagram.

under different test scenarios as shown in Fig 4. The algorithms were first compared188

under a no partially shaded scenario. Then, they were tested under partial shading189

scenario 1, which covers 80% of the surface of one of the strings connected to the190

first diode. This would generate a local and global MPP that the algorithms would191

have to surpass. Also, the algorithms were tested under partial shading scenario192

2 in which 2 sections of the module, separated by a diode, were uniformly shaded,193

covering 40% of each section. Lastly, in the partial shading scenario 3, the algorithms194

were tested under a non uniform shade that covers 60% and 40% of two different195

sections of the module, this would generate two LMPP and one GMPP.196

3. Results197

3.1. Training Results198

The training results of the DQN algorithm in the simulated scenario are illus-199

trated in Fig 5. The acquired reward in each episode depended highly on the initial200

conditions of the episode, described previously as the irradiation and temperature201

received by each PV module, the presence of partially shaded modules and the initial202

duty cycle defined. Note that DQN algorithm converges at around 3000 episodes and203

is highly dependant on the decay of the exploration rate defined. Around episode204
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(a) (b)

(c) (d)

Figure 4: Pictures of the experimental scenarios: (a) no partial shading; (b) partial
shading scenario 1; (c) partial shading scenario 2; (d) partial shading scenario 3.

4186, the exploration rate was around 0.1, which allowed the algorithm to explore205

throughout the maximum power point that it has arrived to. The equation to cal-206

culate the episode in which the exploration rate arrives to a certain value, given a207

exploration decay d, is defined as208
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N =
1

n
log1−d

Epn

Epo

, (15)

where n defines the steps used in each episode, Epn is the exploration rate desired209

and Ep0 is the initial exploration rate [26].210

Figure 5: Training process of DQN algorithm.

3.2. Simulation Results211

We show some of the acquired results when comparing the P&O algorithm212

against the DQN algorithm in simulation environments. First, we compared their213

performances in standard test conditions and the results are shown in Fig 6. In this214

scenario, both algorithm reached the MPP with ease, achieving an average reward215

of 231W each.216

The two algorithms were then tested under different PS scenarios. The scenario217

with one PV module shaded can be seen in Fig 7, where 2 of the PV modules218

received an irradiation of 1000W/m2 while the last one received an irradiation of219

200W/m2. Based on the presented figure, it is clear that the DQN algorithm was220

able to arrive to a GMPP while the P&O algorithm got stuck in a LMPP. This is221
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Figure 6: Extracted power and duty cycle of algorithms DQN and P&O at standard
test conditions.

confirmed by the average amount of power extracted by both algorithms. In Fig 8,222

two PV modules where partially shaded with different shades. It is also evident that223

the DQN algorithm was able to reach the GMPP while the P&O reached a LMPP,224

which allowed the DQN algorithm to extract more average power.225

Figure 7: Training process of DQN algorithm.
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Figure 8: Training process of DQN algorithm.

3.3. Experimental Results226

First we will provide a short description on how the experiments were conducted.227

Each algorithm (DQN and P&O) was tested in an interleaved manner in time stamps228

of 1 second in two different tests, one varying the initial duty cycle, selecting it229

randomly, and another one in which the initial duty was fixed. The power and duty230

cycle was saved at each time step (with a sample time of 0.02s) until the 1 second231

mark was completed. After both algorithms were tested after two seconds, the same232

experiment was repeated. This process was done 50 times. The irradiation was233

being measured throughout the 50 repetitions of the experiment for each algorithm.234

When all the data was acquired, the average and standard deviation of the power235

and duty cycle was calculated at each time step. Each of the displayed graphs plot236

the average power and duty cycle acquired, as well as the corresponding standard237

deviation which was represented by a shaded plot, throughout the 50 runs carried238

out for each algorithm.239
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3.3.1. No Partial Shading240

Figs 9 and 10 show the performance of the DQN and P&O algorithms under no241

partial shading conditions. In both scenarios, when a fixed duty cycle and when a242

varying duty cycle was set, P&O algorithm was able to obtain more average power243

throughout the experiments. The standard deviation reached by the P&O algorithm244

was also lower than the one of the DQN algorithm, which implies a better stability245

of the P&O algorithm throughout the experiments.246

Figure 9: Mean (solid line) and standard deviation (shaded region) of power and
duty cycle obtained using DQN and P&O under no partial shading conditions with
random initial duty cycle averaged over 50 runs.

3.3.2. Partial Shading Scenario 1247

Figs 11 and 12 show the performance of the DQN and P&O algorithms under248

partial shading scenario 1, varying and fixing the initial duty cycle at each exper-249

iment, respectively. Both algorithms achieved a similar performance when varying250

the initial duty cycle of the system, as shown in Fig 11. However, when we set the251

initial duty cycle to 0.25 as shown in Fig 12, it is clear that the P&O algorithm252

got stuck at a LMPP on average throughout the 50 runs of the algorithm while, on253
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Figure 10: Mean (solid line) and standard deviation (shaded region) of power and
duty cycle obtained using DQN and P&O under no partial shading conditions with
fixed initial duty cycle averaged over 50 runs.

average, the DQN agent was able to reach the GMPP. Here, the DQN algorithm254

was able to extract in average around 60% more energy than the P&O algorithm255

throughout the 50 runs.256

3.3.3. Partial Shading Scenario 2257

Figs 13 and 14 show the performance of the DQN and P&O algorithms under258

partial shading scenario 2. It is clear that the DQN algorithm had more trouble259

arriving to the GMPP when varying the duty cycle than when the duty cycle was260

fixed. The P&O algorithm was able to consistently arrive to the GMPP with min-261

imum variance at each time step while the high variance at each time step of the262

DQN algorithm suggests that, in multiple scenarios, the DQN was not able to arrive263

to the GMPP. Fig 14 shows that the stability of the DQN algorithm improved when264

the duty cycle was initialized at a constant value of 0.2.265
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Figure 11: Mean (solid line) and standard deviation (shaded region) of power and
duty cycle obtained using DQN and P&O under partial shading scenario 1 with
random initial duty cycle averaged over 50 runs.

Figure 12: Mean (solid line) and standard deviation (shaded region) of power and
duty cycle obtained using DQN and P&O under partial shading scenario 1 with
fixed initial duty cycle averaged over 50 runs.
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Figure 13: Mean (solid line) and standard deviation (shaded region) of power and
duty cycle obtained using DQN and P&O under partial shading scenario 2 with
random initial duty cycle averaged over 50 runs.

3.3.4. Partial Shading Scenario 3266

Fig 15 and 16 show the performance for the DQN and P&O algorithms under267

partial shading scenario 3. In both scenarios, both algorithms had high variance and268

had difficulties stabilizing when the a fixed duty cycle was set at the initial of each269

experiment and when the initial duty cycle was randomly selected. Although the270

DQN algorithm was able to produce more average power than the P&O algorithm271

in both scenarios, both algorithms were able to arrive to the GMPP for the scenarios272

presented based on the small difference identified between the two algorithms.273

3.3.5. Analysis of Experimental Results274

Based on the acquired data, Table 6 compares the percentage of power extracted275

by the DQN agent when compared with the power extracted by the P&O algorithm.276

A negative value indicates that the P&O algorithm extracted more power than the277

DQN agent. In partial shading scenario 1, the DQN agent was able to extract more278
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Figure 14: Mean (solid line) and standard deviation (shaded region) of power and
duty cycle obtained using DQN and P&O under partial shading scenario 2 with
fixed initial duty cycle averaged over 50 runs.

Figure 15: Mean (solid line) and standard deviation (shaded region) of power and
duty cycle obtained using DQN and P&O under partial shading scenario 3 with
random initial duty cycle averaged over 50 runs.
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Figure 16: Mean (solid line) and standard deviation (shaded region) of power and
duty cycle obtained using DQN and P&O under partial shading scenario 3 with
fixed initial duty cycle averaged over 50 runs.

than twice as much power as the P&O algorithm extracted when the experiments279

were done with a fixed initial duty cycle of 0.25.280

Table 6: Percentage of power extracted from the DQN agent when compared to the
power extracted by the P&O algorithm for each scenario.

Scenario Random Initial Duty Fixed Initial Duty
No Partial Shading -2.92% -9.09%

Partial Shading Scenario 1 -2.94% 63.5%
Partial Shading Scenario 2 -10.96% 0%
Partial Shading Scenario 3 2.3% 7.4%

However, the experimental results showed that the DQN algorithm was not able281

to surpass the P&O algorithm in multiple scenarios, while in the simulations it did.282

There are multiple reasons why this could have happen. First, the sensors that were283

used to conduct the experiments were not precise enough for the DQN algorithm to284

achieve the results that it was achieving in simulation. Second, it might be possible285

that the simulations in Matlab need to represent more accurately the experiment286

that is being conducted. Lastly, based on the results, we noticed that both the P&O287
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algorithm and the DQN algorithm were able to reach the GMPP for the partially288

shaded conditions. This means that, while in the simulations the P&O algorithm289

got stuck in LMPP, in practice, the algorithm was able to surpass this LMPP and290

arrive to the GMPP, as shown in Fig 17. In this figure, a red circle shows how291

around second 0.3, the P&O algorithm almost got stuck at a LMPP but was able292

to continue searching and ended up arriving to the GMPP. This might be caused by293

the simplicity of the test environment implemented. We only used one PV module294

of 250W to conduct the experiments. This fact, plus the current sensors noise,295

could have allowed the P&O algorithm to surpass the LMPP at partially shaded296

scenarios and tie with the DQN in these events. This might not have happened if297

the environment was composed by 3 or more PV modules since small changes in the298

sensors used would not affect the overall power so much so that the P&O method299

could easily arrive to the GMPP from a LMPP.300

Figure 17: Power and duty cycle of DQN and P&O under partial shading scenario
3 with fixed initial duty cycle.
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4. Conclusions and Future Research Directions301

In this study, an MPPT controller based on DQN was proposed and tested302

against the P&O both in simulations and in real test conditions. The DQN agent303

was able to outperform the P&O algorithm in simulation, while in the real test304

benches the DQN was not able to outperform it every time. However, when the P&O305

algorithm got stuck in a LMPP in partial shading scenarios, the DQN algorithm was306

able to extract up to 63.5% more power than the P&O algorithm. Therefore, this307

study shows that not only the potential of the application, but also shows the need308

for more experimental studies with more complex environments that could better309

show the limits of the P&O algorithm in experimental-setups against the DQN agent.310

This environments might include the use of a larger number of PV modules with at311

least 1000W being produced. Moreover, this study provides a guide to follow when312

conducting more experiments using deep RL agents on MPPT thanks to the open313

sources and pipeline given.314

Future research can be focused on testing different deep RL agents, such as the315

Soft-Actor-Critic, the Deep Deterministic Policy Gradient and twin-delayed deep316

deterministic policy gradient agents, in real test scenarios. The use of an emulator317

of partially shaded PV systems as the one presented in [27] would be useful to318

test the algorithm through more controlled PS scenarios. Also, using the proposed319

pipeline, other embedded systems can be evaluated to deploy trained RL agents for320

real-time decision making.321

References322

[1] H. Ritchie, M. Roser, and P. Rosado. (2022) Renewable energy. [Online].323

Available: https://ourworldindata.org/renewable-energy324

[2] G. Data. Global solar photovoltaic (PV) market update, 2019 with325

historic (2006-2018) and forecast (2019-2030). [Online]. Available: https:326

//www.businesswire.com327

25

https://ourworldindata.org/renewable-energy
https://www.businesswire.com
https://www.businesswire.com
https://www.businesswire.com


[3] M. E. El Telbany, A. Youssef, and A. A. Zekry, “Intelligent techniques for328

MPPT control in photovoltaic systems: A comprehensive review,” in 2014329

4th International Conference on Artificial Intelligence with Applications in330

Engineering and Technology. IEEE, 2014, pp. 17–22. [Online]. Available:331

https://ieeexplore.ieee.org/document/7351807/332

[4] F. Liu, S. Duan, F. Liu, B. Liu, and Y. Kang, “A variable step size INC MPPT333

method for PV systems,” IEEE, vol. 55, no. 7, pp. 2622–2628, 2008, conference334

Name: IEEE Transactions on Industrial Electronics.335

[5] M. S. Hossain and H. Mahmood, “Short-term photovoltaic power forecasting336

using an LSTM neural network and synthetic weather forecast,” IEEE, vol. 8,337

pp. 172 524–172 533, 2020. [Online]. Available: https://ieeexplore.ieee.org/338

document/9200614/339

[6] E. Miranda, J. F. G. Fierro, G. Narváez, L. F. Giraldo, and M. Bressan,340
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