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Summary

Variability is present in many real life problems and optimization models able to cap-

ture randomness can produce signi�cantly better results than deterministic approaches

(See Birge and Louveaux[8]. Markov Decision Processes (MDPs) are a speci�c model for

stochastic optimization, and faces the curse of dimensionality, reason for which plenty of

work is devoted to developing better algorithms. Some approximations have been de-

veloped for state reduction, others study the possibility of skipping some states during

iterations, and others intend to achieve reasonable near optimal approximations that run

faster.

But the state of the art, in general, is moving ahead from the tools that the industry

is using to solve its problems. Modeling tools are often an important mean through which

new models can become accessible to the industrial sector. Modeling tools are such that

permit a user to focus on the modeling process and not in the solving process, which tends

to be more complicated and often understandable just by few people. For example, many

mathematical programming languages allow a user to formulate and model a problem,

and solves the problem for the user, without needing her to fully understand non linear

optimality conditions. Many statistical methods have also become reachable to industrial

needs such as time series analysis. Some computational applications allow the user to

introduce the data and try di�erent models in order to �nd a proper one, without getting

involved in maximum likelihood estimation for the parameters of each model. Modeling
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tools of this type reduce the gap between the border of knowledge and the applicability of

such information.

This work presents a generic tool for modeling MDPs. The main purpose is to facilitate

the modeling process and to provide a solution to the problem in order to avoid distractions

from the modeling process. No proposals are being made in the solution algorithms. The

modeling process is aided by some essential features we believe should make it signi�cantly

simpler. The �rst of these is Object Oriented Programming (OOP). Each type of MDP

has some mathematical elements that completely characterize the problem. OOP permits

that each of these elements is represented computationally in a way that an analogy is

kept with the mathematical representation in order to achieve a natural modeling process.

Abstract classes and methods allow the framework to require these characteristic elements

to be speci�ed, and once ful�lled, the problem is modeled and can be solved.

The second important modeling facilitating feature is the introduction of events in

the modeling process. To our knowledge no models have been presented with events,

probably because they do not improve the computational results for the solution algorithms

but could event worsen it. But, for the purpose of this work, the introduction of events

simpli�es the modeling process by characterizing simpler transitions from a state to smaller

destination sets. During the development of the events model, a queuing control problem

was formulated which could not be represented with the previous model. Studying this

problem deeper we arrived to a new model where actions depend on events, useful in many

applications. The advance in this �eld consisted in proving that a problem without events

can be formulated being equivalent to each of the problems with events. Finally, the last

modeling features include a state exploration algorithm and the features that make Java

a friendly language.

This work was �rst started by Germán Riaño in 1997 in GeorgiaTech under direction

of Professor Robert Foley. At that time Professor Riaño conceived the object oriented
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structure of the program. He developed a �nite horizon solver using abstract classes and

abstract methods to force the user to provide the characteristic elements of the stochastic

and deterministic problems and return a solution.

In 2004 I started my work on the subject for my undergraduate senior project. Some

months later, when my conception of the mathematical model was clearer, we restructured

the framework. The data structures were modi�ed in order to save the value functions

and policies in an e�cient way without losing �exibility. The sets of states and actions

were de�ned and the deterministic problem was extended from the deterministic one and

not viceversa. The solution methodology was changed completely to allow independent

modeling from solving and interchangeable solvers, in fact the structure allows new solvers

to be coded modularly. The framework was extended to handle in�nite horizon discrete

time Markov decision processes (DTMDPs) and various solvers were developed to deal

with discounted cost in�nite horizon problems.

The work developed since then, started with documentation and a �rst version of the

JMDP User's Manual was �nished for the existing version. It was also tried as academic

material in the Stochastic Processes Seminar given by Dr. Riaño. The research target

changed completely and focused on similar tools for modeling MDPs. In terms of the pro-

gram, the algorithms were slightly improved using iterators, but the new modeling features

were included. The state exploration algorithm was developed for each type of problem

and average criteria solvers were implemented. The problem structure was reformulated

to be able to represent continuous time Markov decision processes, but without requiring

new solvers. So cover functions were included that formulate a DTMDP equivalent to the

CTMDP in order to solve it with the previous algorithms. Finally, the mathematical model

was formulated with events. Similar problems without events were proved equivalent to

the problems with events and the problem structure was modi�ed to include the event

model for each type of problem. At that point the research process also included searching

viii



for models with events in MDPs but these were not found.
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Chapter I

Introduction

Markov Decision Processes have seen a lot of development since the pioneering work of

Bellman and others [6]. Not only there is a signi�cant wealth of research on the subject

but also they have been successfully applied to a wide range of real life systems including

inventory management, revenue management[43, 25] systems used nowadays by airlines and

other industries[20, 2, 37]. Yet, they remain a rather sophisticated tool mastered by a few

researchers and consultants. To our knowledge they are not taught as standard material

at the undergraduate level in many IE or Management schools as are other optimization

techniques, quite notably linear programming[4].

In our opinion there are two main issues that have prevented the popularization of

dynamic programming and MDP. First, the so-called curse of dimensionality, by which we

mean that the number of states required to describe a system grows exponentially as the

size of the system increases. Second, as far as we know, there is not any available software

that allows the user to model a system without the need to worry about solving and

implementation details. The curse of dimensionality, by its own nature, will always impose

a limitation on the problems that can be solved by MDPs, but certainly the advent of

faster computers will allow larger systems to be modeled and solved e�ciently. Also there

are some state reduction techniques that have proved to be quite e�ective [40, 44, 47, 48].

This paper, however, does not deal with this issue, but rather is a proposal for the second:

a generic solver can be build that enables the user to focus on modeling. We present

an object oriented framework to attack this issue and describe the implementation we

developed.

When an O.R. practitioner today wants to solve a problem, modeling it as an LP or

MIP she has at her disposal an excellent array of software packages like AMPL, Mosel,

GAMS, Lingo, and OPL-Studio, that allows her to write the model in a very natural way,
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very similar to its mathematical counterpart, without the need to worry about the solving

details. The software then builds the matrices and passes the problem to its solver. Some

of them allow (or force) the user to select a third party solver (GAMS[30], AMPL[19]), so

there is a complete separation between modeling and solving the problem. The user does

not need to know any details about the simplex method to solve an LP or the subtleties

of Branch and Bound to solve an MIP. Granted, the solving time and the solution quality

can improve a great deal by means of a clever formulation or by tweaking the solver

parameters, but in principle she does not have to do the tweaking. In fact, some of the

more sophisticated cut generation techniques used by the solver are proprietary and she

would not be able to know about them. If every time that a practitioner wanted to solve

an MIP model she needs to build the model and code Branch and Bound then LP and

MIP would not be as popular as they are.

In this paper we present an MDP tool analogous to the one described for Linear pro-

gramming or MIP. The analyst can concentrate on modeling the problem and choose from

a set of solvers one at her convenience. The design of the system is modular, so third party

developers can build their own solvers. The paradigm used is not that of a text �le with

commands written in a speci�c language, like those used in linear programming that we

mentioned before, but rather it is based on Object Oriented Programming (OOP). OOP is

not a new idea, but it has gained a widespread di�usion thanks to programming languages

like C++ and Java [11, 46]. OOP enables the encapsulation of mathematical entities end

expose its functionality independently from its internal implementation.

When modeling an MDP the analyst has to follow these steps: she must characterize

the states of the system, the actions that can be considered in every state, the conditional

probability distribution of the destination state once an action has been taken in a given

state, and the immediate cost received per transition for every state and action (a brief

review on MDP is given below). Our framework establishes a computational element for

each of these mathematical elements that the user has to extend or implement in order to

represent the model. The elements have been designed in a way that it is natural for the

analyst, since there is a one to one correspondence.

The main purpose is to present a tool that facilitates the modeling process, and avoids

distortions in this process caused by the solving stage. In order to achieve this, various

features have been included in the present framework. The �rst one is clearly Object

Oriented Programming which permits a very close analogy between the mathematical
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elements and their computational representation. OOP also permits a hierarchical ordering

of the problems and the ability to oblige the user to de�ne some characteristic elements

of each problem. The second important feature is the ability of modeling with events. To

our knowledge, few literature has been written about MDPs with events[5, 28], probably

because they do not improve computational performance, but instead they may worsen

it. Using events improves the modeling process because the user has to describe simpler

transitions. The third feature is the exploration algorithm which �nds all the states in the

chain, and avoids the possible mistakes the user could make while describing the whole set

of states. Finally the use of Java avoids the user to get distracted by technical processes

like memory allocation and releasing, and avoids mistakes due to type unsafe declarations.

We know about tools similar to this in certain aspects. For instance, a few queuing

software is available ranging from winQSB[13] to PROBMELA[3], and MARCA[41]. Win-

QSB is a simple tool that calculates steady state probabilities given the matrices. MARCA

instead is a more powerful package capable of handling various models. None of these are

capable of managing optimization problems. From another perspective, stochastic linear

programming languages are being developed like Xpress-SP[16] for stochastic program-

ming, some extensions are being studied for AMPL[1], and SAMPL/SPInE[45]. These are

not fully comparable to the framework that is being presented in this paper because they

are not intended speci�cally for MDPs. From the perspective of discrete event systems,

Julien[22] and Mohanty[32] have developed frameworks for problem modeling. Speci�cally

on MDPs, one program able to solve them is winQSB that receives the matrices for each

action. Professor Riaño started an object oriented framework for �nite horizon problems

called DPS (Dynamic Programming Solver)[35] on 1997 under the direction of Robert Fo-

ley and has been working jointly with Julio Goez, on a continuous time Markov chain

modeling framework called JMarkov [36]. Speci�cally on Markov Decision Processes we

have heard of MDPLab[24] as an educational tool developed by Lamond to test di�erent

algorithms. MDPLab has its own language and reads the information from �les. It is the

most powerful program among the ones researched by us, and allows sparse matrix han-

dling for the probability transitions. It permits discrete time Markov chains modeling given

the initial amount of states from the beginning and indicating the transition probabilities

and rewards.

In our opinion, much of the development is done in the mathematical ground improving

the algorithms. In spite of this development, new solutions for companies take a long time
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to be implemented, until simple tools are at reach for professionals that do not need an

advanced mathematical formation. The previous software and packages are an enormous

advance in closing the gap between the leading mathematical models and their application

in real life problems.

The present document is organized in the following way. The second chapter describes

the mathematical MDP models and the notation that will be used. The third chapter

describes the mathematical models handling events and develops an example. The fourth

chapter describes the computational structure used to build the framework and how the dif-

ferent problems are handled. Fragments from the example introduced earlier are included.

Finally, the �fth chapter presents general conclusions.
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Chapter II

Mathematical Background - Markov Decision Process

The problems that can be modeled and solved with the present framework can be classi�ed

in various categories. They can be divided in �nite or in�nite horizon problems, or they

can also be divided in deterministic and stochastic problems. Problems with events can

be considered the general case and those without events would be a special case, or the

ones with events could be considered an extension of those without events. A suggested

taxonomy is shown in Figure 1 because the framework's structure will be analogous.

For instance, consider an inventory problem. When the future demands are known

beforehand the problem is deterministic, while the stochastic case would consider random

demand with known distribution. A �nite horizon problem would be useful to solve the op-

timal order policy of the year when seasonality is strong, while an in�nite horizon problem

would be useful to determine a general order policy if the demand stationary.

Deterministic - DP

Finite Horizon Infinite Horizon

Average
cost

Stochastic - MDP

Total
cost

Discounted
cost

Events Events Events

Total
cost DiscreteTime ContinuousTime

Average
cost

Total
cost

Discounted
cost

Events Events Events

Finite Horizon

Total
cost

Infinite Horizon

Average
cost

Total
cost

Discounted
cost

Figure 1: Taxonomy for MDP problems

The deterministic problems are known as Dynamic Programming problems, and the

stochastic problems are commonly called Markov Decision Processes (MDPs). The frame-

work's object oriented structure permits a classi�cation of the modeling classes analogous
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to the mathematical classi�cation presented in this section.

2.1 Finite Horizon Problems

We will show how a �nite horizon Markov decision process is built (for a complete reference

see Puterman [34] and Bertsekas [7]). Each type of problem is modeled with a class in

the presented framework. The �nite horizon problems are a branch of classes. Consider

a discrete space, discrete time, bivariate random process {(Xt, At), t = 0, 1, . . . , T − 1}.
Each of the Xt ∈ St represents the state of the system at stage t, and each At ∈ At

is the action taken at that stage. The quantity T < ∞ is called the horizon of the

problem. The sets St and At are the states and actions available at stage t, and we will

assume that both are �nite. Let Ht be the history of the process up to time t, where

Ht = (X0, A0, X1, A1, . . . , Xt−1, At−1, Xt). The dynamics of the system is governed by

a state in which an action is taken, leading the system to another state according to a

probability distribution. In general, the resulting state after a transition, depends on the

history and the action taken. The system satis�es the Markov property which implies

P{Xt+1 = j|Ht = h, At = a} = P{Xt+1 = j|Xt = i, At = a} = pijt(a). A decision rule is

a function πt that, given a history realization, assigns a probability distribution over the

set At. A sequence of decision rules π = (π0, π1, . . . , πT ) is called a policy . A policy π is

called Markov if given Xt all previous history becomes irrelevant, that is

Pπ{At = a|Ht = h} = Pπ{At = a|Xt = i}.

where Pπ means the distribution following policy π. A Markov policy π is called determin-

istic if there is a function ft(i) ∈ A such that

Pπ{At = a|Xt = i} =

1 if a = f(i)

0 otherwise.

For each action a taken from state i at stage t, a �nite cost ct(i, a) is incurred. Conse-

quently it is possible to de�ne a total expected cost vπ
t (i) incurred from time t to the �nal

stage T following policy π; this is called the value function

vπ
t (i) = Eπ

[
T∑

s=t

cs(Xs, As)
∣∣∣Xt = i

]
, i ∈ St (1)

where Eπ is the expectation operator following the probability distribution associated with

policy π. The problem is to �nd the policy π ∈ Π, where Π is the set of all policies, that

minimizes the objective function shown above v∗t (i) = infπ∈Π vπ
t (i).
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Such optimal value function has to satisfy Bellman's optimality equation

v∗t (i) = min
a∈At(i)

{
ct(i, a) +

∑
j∈St(i,a)

pijt(a)v∗t+1(j)

}
, i ∈ St, t = 0, 1, . . . , T − 1, (2)

where At(i) is the set of feasible actions that can be taken from state i at stage t and

St(i, a) = {j ∈ St+1|pijt(a) > 0} is the set of reachable states from state i taking action

a at stage t. It can be shown that there exists a deterministic decision rule πt : St →
At, t = 0, 1, . . . , T − 1 that is optimal. So it is only necessary to search among the

deterministic decision rules for each stage.

Observe that equation (2) suggests an algorithm to solve the optimal value function,

and consequently the optimal policy. It starts from some �nal values of vT (i) and solves

backward the optimal decisions for the other stages. The optimal decision rule can be

obtained taking, in every state, the action that minimized the right hand side (breaking

ties arbitrarily). Notice that, in order to solve the problem, At(i) and St(i, a) are essential.

The implicit algorithm in (2) also requires ct(i, a) and pijt(i, a). Thus these four elements

completely characterize a �nite horizon MDP.

2.2 In�nite Horizon Problems

The family of in�nite horizon problems are represented by another branch of classes, and

extend from another class, independently from the �nite horizon classes in the presented

framework. Consider a discrete space discrete time bivariate random process
{
(Xt, At), t ∈

N
}
. The discrete time in�nite horizon problem will be denoted DTMDP. Notice the time

horizon is now in�nite. In particular we will assume that the the system is time homo-

geneous, this means that at every stage the state space and action space remain constant

and the transition probabilities are independent of the stage pijt(a) = pij(a) = P{Xt+1 =

j|Xt = i, At = a} for all stages. Consequently, a policy π = (π0, π0, . . .) must also be time

homogeneous.

Costs are also time homogeneous so ct(i, a) = c(i, a) stands for the cost incurred when

action a is taken from state i for every stage. Besides the total cost objective function

presented in the �nite horizon problem, it is customary to de�ne two other objective

functions: discounted cost and average cost. The respective value functions under a policy

π are

vπ
α(i) = Eπ

[ ∞∑
t=0

αtc(Xt, At)
∣∣∣X0 = i

]
, i ∈ S,
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for the discounted cost where 0 < α < 1,

vπ(i) = Eπ

[ ∞∑
t=0

c(Xt, At)
∣∣∣X0 = i

]
, i ∈ S,

for the total cost, and

vπ(i) = lim
T→∞

1
T

Eπ

[
T∑

t=0

c(Xt, At)
∣∣∣X0 = i

]
, i ∈ S,

for the average cost. The respective optimal value functions are v∗α(i) = infπ∈Π vπ
α(i),

v∗(i) = infπ∈Π vπ(i), and g = v∗(i) = infπ∈Π vπ(i), where g is optimal regardless of the

state in an irreducible chain. Optimality conditions can be derived for each case. For

instance it can be shown that v∗α(i) satis�es the following Bellman's optimality equation

v∗α(i) = min
a∈A(i)

{
c(i, a) + α

∑
j∈S(i,a)

pij(a)v∗α(j)

}
, i ∈ S (3)

where A(i) is the set of feasible actions from state i in any stage and S(i, a) is the set

of reachable states. The costs c(i, a), the transition probabilities pij(i, a) and the sets of

feasible actions A(i) and reachable states S(i, a) characterize a problem and are enough

to determine a solution to the problem.

There are various algorithms for solving the discounted cost problem. One of them is

almost implicit in equation (3). The algorithm, called Value Iteration, begins with some

initial values for each state for the right side and calculates new values on the left side

that will be introduced in the right side in the next iteration, until these values converge

within a tolerance of ε. It can be shown that for 0 < α < 1 the algorithm converges

regardless of the initial values. Further explanation on this or other algorithms can be

found in Bertsekas [7].

2.3 Continuous Time Markov Decision Processes

The continuous time problems are represented in classes independently from the DTMDPs.

Continuous time problems are commonly used for queuing problems for example in ser-

vice centers, production networks and call centers. For this section consider an in�nite

horizon problem with time-homogeneity, where the set
{(

X(t), A(t)
)
, t ≥ 0

}
is the bi-

variate process that describes the state of the system and the action taken at time t, on

a continuous time space. The continuous time in�nite horizon problem will be denoted

8



CTMDP. Time-homogeneous transitions between states are described by a transition rate

λij(a) = limh→0 P{X(t + h) = j|X(t) = i, A(t) = a}. The Markov property implies that

the time between transitions from one state to another has an exponential distribution with

parameter λi(a) equal to the sum of the exit rates from the former state. This implies that

a transition occurs only when the state of the system X(t) changes and no self transitions

are allowed. Rate λ is such that λ ≥ λ(i, a) for all states and actions. Costs can be lump

costs c̃(i, a) incurred in the instant when an action is taken and can also be continuously

incurred at rate γ(i, a) while remaining at state i.

In the discounted case, the discount factor 0 < α < 1 is still relevant but will alternately

be referred to as the interest rate 0 < β where α = (1 + β)−1. It can be shown that

the discrete time process with transitions is equivalent to the continuous time process,

uniformizing the chain with jumps from one state to itself if its transitions are

pij(a) =

{
1− 1

λλi(a), i = j;
1
λλij(a), i 6= j.

The discrete instantaneous costs are represented by

c(i, a) =
β + λi(a)

β + λ

(
c̃(i, a) +

γ(i, a)
β + λi(a)

)
, i ∈ S, a ∈ A.

The CTMDP is treated as a DTMDP and the value functions de�ned in the preceding

sections still hold, the algorithms are also valid, and the convergence is not altered. For

further references see Stidham [42] and Serfozo [39].

When the criteria is average cost per stage, the uniformization probabilities are the

same, but the equivalent cost for the DTMDP is

c(i, a) =
λi(a)

λ

(
c̃(i, a) +

γ(i, a)
λi(a)

)
, i ∈ S, a ∈ A.

A CTMDP is completely characterized by the following elements: the sets of feasible

actions A(i), the sets of reachable states S(i, a), transition rates λij(a), the lump costs

c̃(i, a), and the cost rates γ(i, a). Only in the discounted case, an interest rate β is needed.
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Chapter III

Event modeling

Modeling with events is a common practice in an area called Discrete Event Systems

(DES) related to electric engineering (see Marchand [28] or Cassandras [12] for a complete

reference). Particularly relating MDPs with events is the work of Becker [5], Mahade-

van [27], and Feinberg [17]. Martinelli [29] has worked on parameter dependant DES and

Mohanty [32] has developed a framework for optimal control of DES.

The present section introduces events in order to simplify the modeling process. The

model presented is an extension of the models presented before in the sense that the same

problems can be represented, conditioning each transition to the event triggering it. The

advantage of such a presentation lies on the fact that conditioning reduces the reachable set

for each state and permits an easier characterization of the system dynamics. For example,

in an inventory problem, the transitions are conditioned to the demand that occurs in each

state when the action has already been taken. Each of the problems with events is modeled

with one class in the presented framework, and each class with events extends the class

representing the problem without events.

3.1 Event conditioning

For the mathematical model extending the previous ones with events, consider the discrete

time random process
{
(Xt, At, Et), t = 0, 1, . . . , T − 1

}
, where Xt represents the state of

the system, At represents the action taken, and Et is the event that happens at stage t

that triggers the transition to Xt+1 and belongs to a set of events at stage t, Et. The

history of the process up to stage t, is de�ned Ht = (X0, A0, E0 . . . , Xt−1, At−1, Et−1, Xt).

The markovian behavior of the system implies that P{Xt+1 = j|Ht = h, At = a,Et =

e} = P{Xt+1 = j|Xt = i, At = a,Et = e}. Consequently the dynamics can be described

by transition probabilities de�ned as pijt(a, e) = P{Xt+1 = j|Xt = i, At = a,Et = e}
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that describe the conditional probability of reaching state j in the set of reachable states

St(i, a, e), given that the current state is i, action a is chosen and given that event e occurs.

The actions also present a markovian property in the sense that P{At = a|Ht = h} =

P{At = a|Xt = i}. Finally, the P{Et = e|Ht = h, At = a} = P{Et = e|Xt = i, At = a}.
Let ct(i, a, e) be the cost incurred by taking action a at stage t from state i and

pt(e|i, a) = P{Et = e|Xt = i, At = a} be the conditional probability of occurrence of

event e at stage t.

In the �nite horizon problem, the value function is de�ned as

vπ
t (i) = Eπ

[
T∑

s=t

cs(Xs, As, Es)
∣∣∣Xt = i

]
, i ∈ S0, t = 0, 1, . . . , T − 1.

The purpose of this section is to show that the process with events is equivalent to

another process without events such as the ones described earlier in section 2.1. Consider

Et(i, a) to be the set of active events from state i and action a is chosen at stage t, then

St(i, a) =
⋃

e∈Et(i,a)

St(i, a, e), i ∈ St, a ∈ At, t = 0, 1, . . . , T − 1,

pijt(a) =
∑

e∈Et(i,a)

pt(e|i, a)pijt(a, e), i, j ∈ St, a ∈ At, t = 0, 1, . . . , T − 1,

ct(i, a) =
∑

e∈Et(i,a)

pt(e|i, a)ct(i, a, e), i ∈ St, a ∈ At, t = 0, 1, . . . , T − 1.

It is then possible to build an equivalent �nite horizon MDP, such that an optimal

solution for it will be optimal for the initial problem. The characteristic elements are

At(i), Et(i, a), St(i, a, e), pijt(a, e), pt(e|i, a), and ct(i, a, e). In the in�nite horizon problem,

a similar equivalence is valid but the time homogeneity assumption is necessary. Actions

are chosen from a set A(i) and the set of active events is E(i, a). Notice that for the

problems treated in this section, the set of active events can depend on the action. The

transition probabilities are de�ned as pij(a, e) and determine the probability of reaching

state j in the set of reachable states S(i, a, e), given action a is taken from state i, and

given event e triggers the transition. Let c(i, a, e) be the cost incurred by taking action

a from state i when event e occurs, and let p(e|i, a) = P{Et = e|Xt = i, At = a} be

the conditional probability of occurrence of event e at every stage. The equivalence is as
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follows:

S(i, a) =
⋃

e∈E(i,a)

S(i, a, e), i ∈ S, a ∈ A,

pij(a) =
∑

e∈E(i,a)

p(e|i, a)pij(a, e), i, j ∈ S, a ∈ A,

c(i, a) =
∑

e∈E(i,a)

p(e|i, a)c(i, a, e), i ∈ S, a ∈ A.

The three optimization criteria described in section 2.2 are also valid as before,

vπ
α(i) = Eπ

[ ∞∑
t=0

αtc(Xt, At, Et)
∣∣∣X0 = i

]
, i ∈ S

vπ(i) = Eπ

[ ∞∑
t=0

c(Xt, At, Et)
∣∣∣X0 = i

]
, i ∈ S

vπ(i) = lim
T→∞

1
T

Eπ

[
T∑

t=0

c(Xt, At, Et)
∣∣∣X0 = i

]
, i ∈ S.

The characteristic elements are A(i), E(i, a), S(i, a, e), pij(a, e), p(e|i, a), and c(i, a, e).

In the continuous time problem there are no explicit probabilities. Consequently, the

equivalent CTMDP problem without events is built with the following transformations.

S(i, a) =
⋃

e∈E(i,a)

S(i, a, e), i ∈ S, a ∈ A,

λij(a) =
∑

e∈E(i,a)

λij(a, e), i, j ∈ S, a ∈ A,

c̃(i, a) =
∑

e∈E(i,a)

p(e|i, a)c̃(i, a, e), i ∈ S, a ∈ A,

γ(i, a) =
∑

e∈E(i,a)

p(e|i, a)γ(i, a, e), i ∈ S, a ∈ A,

where,

p(e|i, a) =

∑
k∈S(i,a,e) λik(a, e)

λi(a)
e ∈ E , i ∈ S, a ∈ A. (4)

The characteristic elements are A(i), E(i, a), S(i, a, e), λij(a, e), c̃(i, a, e), and γ(i, a, e).

Once an equivalent CTMDP without events is formulated, it is solved formulating an

equivalent DTMDP as described in section 2.3.
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3.2 Modeling procedure

In order to illustrate the mathematical modeling procedure for the DTMDP with events,

we will develop an inventory example. The modeling process could be generally described

as

1. Identify stages, states, actions, events

2. Identify a type of problem

3. Identify sets of active events, feasible actions, reachable states.

4. Identify transitions and costs.

Consider a car dealer selling identical cars an handling a weekly (periodic) review

inventory system. Each car is bought at $c and sold at $p. A transporter charges a �xed

fee of $K per truck for carrying the cars from the distributor to the car dealer, and each

truck can carry L cars, and the order arrives the same day it is ordered. The exhibit hall

has space for M cars. If a customer orders a car and there are no cars available, the car

dealer gives him the car as soon as it arrives with a $b discount. The car dealer does not

allow more than B backorders of this type. Holding inventory implies a cost of capital

of β annually (interest rate). The marketing department has informed that the demand

follows a Poisson process with mean θ cars per week. Which is the optimal order policy

that minimizes costs? The rest of this section describes the detailed modeling process.

Let Dt represent the random weekly demand, pn = P{Dt = n} and qn = P{Dt ≥ n}.
The problem is an in�nite horizon stochastic problem. It is possible to model the problem

with or without events.

1. States. Each state Xt is the inventory level at the end of week t, where the stages

are weeks.

2. Actions. Each action At is the order placed at week t.

3. Events. Each event Et represents the realization of the random demand that occurs

in each week t.

4. Type of problem. The problem on-hand is an in�nite horizon problem, it is stochastic

and the time is discrete. We will use events.
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5. Feasible Actions. For each state i the feasible actions that can be taken are those

that will not exceed the exhibit hall's capacity. The maximum order feasible is M−i,

so the feasible set of actions for each state i is A(i) = {0, . . . ,M − i}.

6. Active Events. For each state i and given action a is taken, zero-demand is active

in every state. Demand equal to i + a + B is indistinguishable from larger demands.

So the sets of active events are E(i, a) = {0, . . . , i + a + B}.

7. Reachable States. The only reachable state when action a is taken from state i and

event e occurs is (i + a− e). The set of reachable states is S(i, a, e) = {i + a− e}.

8. Transition Probabilities. When demand is greater than or equal to i + a + B the

destinations state is (0), and all indistinguishable.

pij(a, e) =

{
pi+a+B if e < i + a + B

qi+a+B if e ≥ i + a + B

9. Costs. The cost incurred depends on various factors. The ordering cost only depends

on the order and is only charged when it is positive, and charged per truck, and when

only part of the truck is occupied, the whole truck is charged
⌈

a
L

⌉
. The holding cost

depends only on the state and is charged only when there is positive stock, and the

pending orders cost charged only when there is negative stock. (ih)+ and (ib)−.

Finally, there is an expected lost sales cost(See Zipkin [49]) L(i, a, e) = E[Dt −
(i + a + B)]+ = qi+a+B

(
θ − (i + a + B)

)
+ (i + a + B)pi+a+B. The total cost is

c(i, a, e) =
⌈

a
L

⌉
+ (ih)+ + (ib)− + qi+a+B

(
θ − (i + a + B)

)
+ (i + a + B)pi+a+B.
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Chapter IV

Framework Architecture

This section explains the main core of the object oriented framework that we introduce.

The main idea is to have objects representing the basic structures in an MDP, like states,

actions and events. A problem is also represented as an object. The idea used is to include

abstract classes for each problem type. An abstract class cannot be instantiated, it can

only be subclassed [11]. The abstract methods in each class oblige the user to de�ne

the characteristic elements for each type of problem as explained in the mathematical

description of the various types of problems. Finally, some classes represent solvers for

di�erent types of problems and optimization criteria, and receive a speci�c type of problem.

All the architecture is intended to facilitate the modeling process and allow the user to

focus on problem formulation and modeling without distracting with solving algorithms.

This means that the procedure to model a problem starts by de�ning the basic elements

(states, actions, and events when present). Then the user chooses an abstract problem type

and extends such class, implementing the abstract methods that characterize his speci�c

problem. The problem is at this point modeled. In order to solve it, a default solving

method is con�gured, but the user can prove di�erent solvers, methods or even plug in his

own solver.

The framework was built in Java because of its �exibility and because it has become

common for these type of applications like [31, 23, 18, 26, 33, 21] or see[9] for an up to

date information. The speed problems faced at the beginning are being overcame with

the recent versions of the hot spot compiler. Besides, Java 1.5 presents a new feature that

facilitates the use of abstract classes called generics [10]. This one of the modeling features

included.

The solvers included are designed to solve only DTMDPs and �nite horizon problems.

The strategy to solve any in�nite horizon problem, is to formulate an equivalent DTMDP
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when it is not one, and then solve it. Analogies were described above in order to formulate

problems without events that are equivalent to the problems with events, and DTMDPs

equivalent to the CTMDP without events. The state expansion for the event dependent

actions problem is also done in a user transparent way.

The framework has three packages which group objects of di�erent types as described

above. The �rst package is called jmdp.basic and contains the basic elements that make up

an MDP model and the objects interacting with them, that are not problems themselves.

The jmdp package has the classes that represent the problems to be modeled. Finally, the

jmdp.solvers package contains the solving methods coded in this framework. The solution

is completely independent from the modeling, which is an interesting feature present in

advanced modeling languages like Mosel[15]. Independent modeling is another modeling

facilitating feature. A brief description of these packages follows.

4.1 Basic elements package

This package is a collection of classes designed to represent the most basic elements that

interact in a MDP. Abstract classes State, Action, and Event represent those objects. The

user must extend each class in order to have her own states, actions, and events when

needed. The abstract classes allow as general an implementation as possible for the user

to use his/her most suitable structure. For ease of use, the abstract classes StateArray<S>,

ActionArray<A>, and EventArray<E> are extensions of the previous ones, and represent each

structure with an internal array. Getters and setters are encouraged to encapsulate the

objects' attributes.

This package also includes classes that represent sets of the previous objects which are

States<S>, Actions<A>, and Events<E>. Notice the use of generics in the sets, where for

instance, States<S> means that the class represents a set of objects of type S. The ab-

stract classes StateSet<S>, ActionSet<A> and EventSet<E> are extensions of the set classes

and internally implement a java.util.TreeSet that stores the objects in an ordered way

avoiding duplicates.

Finally this package includes the objects that represent some type of interaction be-

tween basic elements. The class ValueFunction<S>, assigns a value to each state. Class

Policy<S,A> stores objects DecisionRule<S,A> for each stage of a �nite horizon problem, or

a single decision rule for an in�nite horizon problem. Each DecisionRule<S,A> represents

a deterministic decision rule and stores the action for each state. Class Solution<S,A>

16



includes a Policy<S,A> and a ValueFunction<S,A> and is the object returned by every

solve() method in every solver. Some Exceptions are also included in this package.

4.2 Modeling package

Deterministic

FiniteMDP InfiniteMDP

Stochastic

DTMDP CTMDP

DTMDPev

FiniteDP InfiniteDP

MDP

DTMDPevA CTMDPev CTMDPevA

FiniteMDPev FiniteMDPevA

Figure 2: Classes

The modeling package contains the classes that represent all the di�erent types of

problems described in section 2 and represented in �gure 1. The class structure is depicted

in �gure 2. Class MDP<S,A> has the principal attributes and procedures an MDP must have,

like a default solver, a Solution<S,A>, and the getSolution() method. The higlighted

classes in fugure 2 represent problems and they have or inherit abstract methods that

the user must implement in order to correctly model the intended problem. Only class

CTMDP<S,A> will be described in this section and the inventory example presented in section

3.2 will be shown at the end illustrating class DTMDPev<S,A>. The other classes are described

in the user's manual[38]. Notice that all the classes handle generics and the speci�c state,

action, and event types used must be indicated.

The classes that are not highlighted are structural classes. This permits that some

attributes that are common to various classes are only included in the superclass. Another

procedure common to various classes is the state exploration procedure. Once the set of

reachable states is implemented for a certain type of problem, and given a set of initial

states, this algorithm explores the states in a Breadth First Search mode (see Ciardo[14]).

Given a �nite state structure, it is possible to explore all the states in the chain that can

be reached from these initial states after �nite transitions. The method iterates until it

�nds no new states. It was observed that the user de�nition of the whole set of states

in the modeling process was a source for errors. When the chain structure becomes more

complex and the set of actions is signi�cant, the beforehand determination of such a set is
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complicated. This is another one of the important modeling features included.

The elements that characterize a continuous time in�nite horizon Markov decision

problem (CTMDP) were commented in section 2.3. Given the states and actions that

are independent of the type of problem, the procedure to model the problem needs the

identi�cation of the type of problem and the class that represents such problem. The

abstract methods in class CTMDP<S,A> are those listed in table 1. This information is

enough to completely characterize a problem of this type. The mentioned procedures are

abstract methods in the problem class and the user must implement them in the extending

class. The framework uses this information to formulate the characteristic elements of

DTMDP<S,A>, and the solution algorithms then solve the problem as a DTMDP.

Mathematical Object or Method
representation

X(t) ∈ S public class MyState extends State

A(t) ∈ A public class MyAction extends Action{(
X(t), A(t)

)
, t > 0

}
public class MyProblem extends CTMDP<MyState,MyAction>

A(i) public Actions<MyAction> feasibleActions(MyState i)

S(i, a) public States<MyState> reachable(MyState i, MyAction a)

λij(a) public double rate(MyState i, MyState j, MyAction a)

c̃(i, a) public double lumpCost(MyState i, MyAction a)

γ(i, a) public double continuousCost(MyState i, MyAction a)

Table 1: CTMDP abstract methods and related objects

One of the most important modeling features in the framework is the ability of modeling

with events. In section 3 the models handling events were presented. The modeling package

includes these as can be seen in �gure 2 where classes ending with ev represent that

type of problem with events. These classes extend from their equivalent classes without

events but now include abstract methods receiving events as parameters. For example, the

CTMDPev<S,A,E> class
({(

X(t), A(t), E(t)
)})

has the following abstract requirements A(i),

E(i, a), S(i, a, e), λij(a, e), c̃(i, a, e), and γ(i, a, e).

4.3 Solving package

The solving mechanisms are not the main topic of this article; no particular novelty is

presented in them. Nevertheless the �exibility of the framework allows di�erent solvers

to be easily coded and introduced in the package. All solver classes inherit from the

Solver<S,A> abstract class. The constructor receives a problem to be solved and all the
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implementing classes must implement a solve() method that returns a Solution<S,A>

object with the optimal policy and the optimal value function. Currently, solvers are

implemented to solve the �nite horizon problem (deterministic or stochastic). The value

iteration algorithm is implemented for the in�nite horizon discounted problem and allows

activating or deactivating the Gauss-Seidel modi�cation and using error bounds [7]. Policy

iteration algorithm has been implemented using JMP [21] and modi�ed policy iteration has

also been implemented for discounted problems. In the case of average cost optimization

criteria, only relative value iteration is currently implemented and interaction with a linear

programming solver is under development. For the continuous time case and the problems

with events, all the algorithms presented for the discrete time case still work with the

same convergence properties. The problems where actions depend on events experiment a

signi�cant state multiplication that will a�ect the computational time. Each problem class

has a default solver assigned for that type of problem. Users are able to focus on modeling

and then simply ask for the optimal solution.

Other solvers will be shortly included in the package that are not intended to reach

a solution to the optimization problem, but, for a given policy, calculate measures of

performance. Estimating a steady state probability when possible, the solver calculates the

probability of each state and calculates the expected value of some measure of performance.

These measures could be e�ective rate, queue length, server utilization, etc. Having the

e�ective rate, the time dependent measures can also be calculated like the waiting time.

4.4 Application and Results

Recall the problem mentioned in section 3.2. Each state is the level of physical inventory.

Class InvLevel represents each state.

Consider :

public class InvLeve l extends StateArray {

public InvLeve l ( int k ) {

super (new int [ ] {k } ) ;

}

public int getLeve l ( ) {

return s t a tu s [ 0 ] ;

}

@Override

public St r ing label ( ) {

19



return "Leve l  " + getLeve l ( ) ;

}

}

The actions that can be taken in each state are the orders placed. Class Order represents

each of these objects.

public class Order extends Action {

private int s i z e ;

Order ( int k ) {

s i z e = k ;

}

public f ina l int g e tS i z e ( ) {

return s i z e ;

}

public int compareTo ( Action a ) {

return ( s i z e − ( ( Order ) a ) . s i z e ) ;

}

public St r ing label ( ) {

return "Order " + s i z e + " Units " ;

}

}

The events that can happen in each state are demands. Class Demand represents each

of these objects, and its structure is analogous to the one presented in Order and InvLevel.

This problem corresponds to an in�nite horizon, discrete time Markov decision process

(DTMDP) with events, and the class able to model these type of problem is DTMDPev<S

extends State,A extends Action,E extends Event>. It is �rst necessary to implement an

object that extends DTMDPev and indicate the states, actions, and events that will be used.

public class InventoryProblem extends DTMDPev<InvLevel , Order , Demand> {

Then the methods declared as abstract in the superclass need to be implemented, but

their parameters are the states, actions, and events indicated.

public abstract Actions<Order> f e a s i b l eA c t i o n s ( InvLeve l i ) ;

public abstract Events<Demand> act iveEvents ( InvLeve l i , Order a ) ;

public abstract States<InvLevel> reachab l e ( InvLeve l i , Order a , Demand e ) ;

public abstract double prob ( InvLeve l i , InvLeve l j , Order a , Demand e ) ;

public abstract double prob ( InvLeve l i ,Demand e ) ;

public abstract double immediateCost ( InvLeve l i , Order a , Demand e ) ;
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These are the characteristic elements of this type of problem: A(i), E(i, a), S(i, a, e),

pij(a, e), p(e|i, a), and c(i, a, e). For example, the set of feasible actions A(i) = {0, . . . ,M−
i} is implemented as follows.

@Override

public Actions<Order> f e a s i b l eA c t i o n s ( InvLeve l i ){

ActionsSet<Order> ac t i onSe t = new ActionsSet<Order >() ; //empty s e t

int max = maxInventory − i . g e tLeve l ( ) ;

for ( int n = 0 ; n <= max ; n++){

ac t i onSe t . add (new Order (n ) ) ; //add each f e a s i b l e ac t i on

}

return ac t i onSe t ; // re turn the s e t

}

}

The result for this problem, with parameters K = 6, B = 0, θ = 4, M = 15, h = 10,

A = 100, b = 600, is stored as a Solution<InvLevel,Order,Demand> and the policy can be

out printed as follows.

Value Iteration Solver for Average reward problem

Using Gauss -Seidel modification

********* Best Policy *********

In every stage do:

STATE ------> ACTION

LEVEL 0 ------> ORDER 15 UNITS

LEVEL 1 ------> ORDER 14 UNITS

LEVEL 2 ------> ORDER 12 UNITS

LEVEL 3 ------> ORDER 12 UNITS

LEVEL 4 ------> ORDER 6 UNITS

LEVEL 5 ------> ORDER 6 UNITS

LEVEL 6 ------> ORDER 0 UNITS

LEVEL 7 ------> ORDER 0 UNITS

...

LEVEL 14 ------> ORDER 0 UNITS

LEVEL 15 ------> ORDER 0 UNITS
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Chapter V

Conclusions

Tools for modeling and optimizing stochastic environments are scarce. The generic frame-

work presented is able to model a general type of MDP. It permits a structured modeling

process by including abstract methods that oblige to implement the key elements that

characterize the problem. The ease of modeling is the main concern and is supported on

independent element identi�cation to characterize a problem using OOP. The introduction

of events permits an easier and structured procedure for modeling. The framework also

includes a state exploration algorithm in order to facilitate the modeling process.

The framework allows modeling �nite and in�nite horizon problems independently with

various optimization criteria. Deterministic dynamic programming problems are solved as

DTMDPs with trivial probability transitions. Continuous time problems are transformed

into DTMDPs for their solution. The inclusion of events is handled by transforming the

problem into the same type of problem but without events, and then applying the solving

procedure for such.

The framework is �exible enough to handle new data structures and new solution algo-

rithms can be included. Some users can focus on modeling without distracting on solving

procedures, but other advanced users can tune up any of the included algorithms, or build

their own. The contribution of the present work is the introduction of an object oriented

framework, that is generic, and is focused on modeling and uses events for modeling.

There are still many aspects to develop and others to research. The development of

an interface that interacts with linear programming solvers and MPS formats is under

development. There are pleanty state reduction techniques [40, 44, 47, 48] that should

be implemented in order to solve complex systems. The development of e�cient linear

systems solvers is important in order to be able to compute the steady state probabilities

of the system under some speci�c policy. In that case, a solution would be characterized by
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a policy, a value function and some measures of performance like the e�ective rate of the

system, a throughput, queue lengths, average waiting time, etc. Professor Takahashi, juror

of this work, suggested the State, Action, and Event classes to be changed to interfaces.

As mentioned before, the curse of dimensionality causes the state space to grow very

fast. In that case it would be useful to use the implementation of Serializable in TreeSet

that is inside each object States, in order to use hard disk memory to save the set of part

of the set of states.

In terms of research, the problems of dynamic queuing control were studied and were

handled with a model where actions depend on the event. This model should be studied

closer and compared with the classical models used in queuing control. Further research

should be done around the use of events in MDPs.
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Appendix A

User's Manual

A.1 Introduction

The present document is the user's manual of Java Markov Decision Process Package

(JMDP). It is an object oriented framework designed to model dynamic programming

problems (DP) and Markov Decision Processes (MDPs).

A.2 Java and Object Oriented Programming

Java is a relatively new publicly available language c by Sun Microsystems. The main

characteristics that Sun intended to have in Java are:

• Object-Oriented.

• Robust.

• Secure.

• Architecture Neutral

• Portable

• High Performance

• Interpreted

• Threaded

• Dynamic

Object Oriented Programming (OOP) is not a new idea. However it has not have an

increased development until recently. OOP is based on four key principles:
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• abstraction.

• encapsulation

• inheritance

• polymorphism

An excellent explanation of OOP and the Java programming language can be found in

[7].

The abstraction capability is the one that interest us most. Java allows us to de�ne ab-

stract types like Actions, States, etc. We also de�ne abstract functions like immediateCost().

We can program the algorithm in terms of this abstract objects and functions, creating a

�exible tool. This tool can be used to de�ne and solve DP problems. All the user has to

do is to implement the abstract functions. What it is particularly nice is that if a function

is declared as abstract, then the compiler itself will require the user to implement it before

attempting to run the model.

A.3 Markov Decision Process - The Mathematical Model

The general problems that can be modeled and solved with the present framework can be

classi�ed in �nite or in�nite horizon problems. In any of these cases, the problem can be

deterministic or stochastic. See Figure 3.

Finite horizon Infinite horizon

Total reward Total reward
Average reward

per stage
Discounted

reward

Deterministic Stochastic.

Figure 3: Taxonomy for MDP problems

The deterministic problems are known as Dynamic Programming problems, and the

stochastic problems are commonly called MDPs.
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A.3.1 Finite Horizon Problems

We will show how a Markov Decision Process is built. Consider a discrete space, discrete

time, bivariate random process {(Xt, At), t = 0, 1, . . . , T}. Each of the Xt ∈ St represents

the state of the system at stage t, and each At ∈ At is the action taken at that stage. The

quantity T < ∞ is called the horizon of the problem. The sets St and At are called the

space state and the action space, and represent the states and actions available at stage

t; we will assume that both are �nite. The dynamics of the system are de�ned by two

elements. First, we assume the system has the following Markov property

P{Xt+1 = j|Xt = i, At = a}

= P{Xt+1 = j|Xt = i, At = a,Xt−1 = it−1, At−1 = at−1, . . . , X0 = i0}.

We call pijt(a) = P{Xt+1 = j|Xt = i, At = a} the transition probabilities. Next, actions

are taken when a state is realized. In general the action taken depends on the history of

the process up to time t, i.e. Ht = (X0, A0, X1, A1, . . . , Xt−1, At−1, Xt). A decision rule

is a function πt that given a history realization assign a probability distributions over the

set A. A sequence of decision rules π = (π0, π1, . . . , πT ) is called a policy . We call Π is

the set of all policies. A policy is called Markov if given Xt all previous history becomes

irrelevant, that is

Pπ{At = a|Xt = i, At−1 = at−1, Xt−1 = it−1, . . .} = Pπ{At = a|Xt = i},

where we use Pπ{·} to denote the probability measure (on events de�ned by (Xt, At))

induced by π. A Markov policy is called stationary if for all t = 0, 1, . . . , i ∈ S, a ∈ A,

Pπ(At = a|Xt = i) = Pπ(A0 = a|X0 = i).

Notice that a stationary policy is completely determined by a single decision rule, and

we have π = (π0, π0, π0, . . .). A Markov policy is called deterministic if there is a function

ft(i) ∈ A such that

P{At = a|Xt = i} =

1 if a = ft(i)

0 otherwise.

For each action a taken from state i at stage t, a �nite cost ct(i, a) is obtained. Consequently

it is possible to de�ne a total expected cost vπ
t (i) obtained from time t to the �nal stage
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T following policy π; this is called the value function

vπ
t (i) = Eπ

[
T∑

s=t

rs(Xs, As)
∣∣∣Xt = i

]
, i ∈ S0 (5)

where Eπ is the expectation operator following the probability distribution associated with

policy π. The problem is to �nd the policy π ∈ Π, that minimizes the objective function

shown above.

v∗t (i) = inf
π∈Π

vπ
t (i).

Such optimal value function has to satisfy Bellman's optimality equation

v∗t (i) = min
a∈At(i)

{
ct(i, a) +

∑
j∈St(i,a)

pijt(a)v∗t+1(j)

}
, i ∈ S, t = 0, 1, . . . , T − 1. (6)

where At(i) is the set of feasible actions that can be taken from state i at stage t and St(i, a)

is the set of reachable states from state i taking action a at stage t. Observe that equation

(6) implies an algorithm to solve the optimal value function, and consequently the optimal

policy. It starts from some �nal values of vT (i) and solves backward the optimal decisions

for the other stages. Since the action space At is �nite, the Bellman equation shows that

it is possible to �nd a deterministic decision rule ft(i) (and hence a deterministic policy)

that is optimal, by choosing in every stage in every state the action that minimizes the

right hand side (breaking ties arbitrarily).

A.3.2 In�nite Horizon Problems

Consider a discrete space discrete time bivariate random process {(Xt, At), t ∈ N}. Notice
the time horizon is now in�nite. Solving a general problem like this is di�cult unless we

make some assumptions about the regularity of the system. In particular we will assume

that the the system is time homogeneous, this means that at every stage the space state

and action space remain constant and the transition probabilities are independent of time

pijt(a) = pij(a) = P{Xt+1 = j|Xt = i, At = a} for all t = 0, 1, . . .. Costs are also

time homogeneous so ct(i, a) = c(i, a) stands for the cost incurred when action a is taken

from state i. However it is customary to de�ne two objective functions, besides total

cost: discounted cost, and average cost. We will explain these three problems in the next

subsections
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A.3.2.1 Discounted cost

In the discounted cost problem the costs in the �rst stages are more important than the

further ones. In particular, a cost incurred at time t is assumed to have a present value

αtc(i, a), where 0 < α < 1 is a discount factor. If the interest per period is r then

α = 1/(1 + r). The total expected discounted cost gives rise to a value function under

policy π de�ned as

vπ
α(i) = Eπ

[ ∞∑
t=0

αtr(Xt, At)
∣∣∣X0 = i

]
, i ∈ S (7)

In this case, the optimal value function is

v∗α(i) = inf
π∈Π

vπ
α(i),

and it can be shown that it satis�es the following Bellman's optimality equation

v∗α(i) = min
a∈A(i)

{
c(i, a) + α

∑
j∈S(i,a)

pij(a)v∗α(j)

}
, i ∈ S (8)

where A(i) is the set of feasible actions from state i in any stage and S(i, a) is the set of

reachable states. Notice that since t does not appear in the equation it is possible to �nd

an stationary policy that is optimal.

There are various algorithms for solving the discounted cost problem. One of them is

almost implicit in equation (8). The algorithm is called Value Iteration and begins with

some initial values v
(0)
α (i) and iteratively de�nes the n-th iteration value function v

(n)
α (i)

in terms of v
(n−1)
α (i) according to

v(n)
α (i) = min

a∈A(i)

{
c(i, a) + α

∑
j∈S(i,a)

pij(a)v(n−1)
α (j)

}
, i ∈ S.

It can be shown that for 0 < α < 1 the algorithm converges regardless of the initial

function. For further details see Bertsekas[2] or Stidham[6]. If the algorithm has stopped

after N iterations , then the recommended policy will be

f(i) = argmin
a∈A(i)

{
c(i, a) + α

∑
j∈S(i,a)

pij(a)v(N)
α (j)

}
, i ∈ S.

A policy is said to be ε-optimal if its corresponding value function satis�es min |vβ(i) −
v∗(i)| < ε. If the previous algorithm stops when min |v(n)

α (i)− v
(n−1)
α (i)| < ε(1− α)/(2α))

then it can be shown that the stationary policy π = (f, f, . . .) is ε-optimal.
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The Policy Iteration algorithm starts with a deterministic policy f(i) and through a

series of iterations �nd improving policies. In every iteration for a given policy f(i) its

corresponding value function is computed solving the following linear system

vf (i) = r(i, f(i)) + α
∑

j∈S(i,f(i))

pij(f(i))vf (j), i ∈ S, (9)

where vf (i) if the total expected discounted cost under the deterministic stationary policy

π = {f, f, f, . . .}. A new policy f ′ is found through the following policy-improvement step

f ′(i) = argmin
a∈A(i)

{
r(i, f(i)) + α

∑
j∈S(i,a)

pij(f(i))vf (j)

}
, i ∈ S.

After a succession of value computation and policy improvement steps the algorithm stops

when no further improvement can be obtained. This guarantees an optimal solution instead

of an ε-optimal one, but can be very time consuming to solve the systems. The discounted

cost problem can also be solved with a linear program. See [6] for details.

A.3.2.2 Total Cost

The value function in the total cost case is given by

vπ(i) = Eπ

[ ∞∑
t=0

r(Xt, At)
∣∣∣X0 = i

]
, i ∈ S

and the optimal value function is

v∗(i) = inf
π∈Π

vπ(i)

The total cost problem can be thought of as a discounted cost with α = 1. However the

algorithms presented do not work in this case. The policy evaluation in the policy iteration

algorithm fails since the linear system (9) is always singular; and there is no guarantee that

the value iteration algorithm converges unless we impose some additional condition. This

is due to the fact that the total cost might be in�nite. One of the conditions is to assume

that there exists an absorbing state with zero-cost and that every policy eventually reaches

it. (Weaker conditions can also be used, see [2] ). This problem is also called the Stochastic

Shortest Path problem, since since if the costs are negative then the minimum expected

total cost can be thought of as the minimal expected cost accumulated before absorption

in a Graph with random costs.
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A.3.2.3 Average cost

In an ergodic chain that reaches stable state, the steady state probabilities are independent

of the initial state of the system. Intuitively, the average cost per stage should be a constant

regardless of the initial state. So the value function is

vπ(i) = lim
T→∞

1
T

Eπ

[
T∑

t=0

r(Xt, At)
∣∣∣X0 = i

]
, i ∈ S

and the optimal value function is the same for every step

g = v∗(i) = inf
π∈Π

vπ(i)

The average cost per stage problem can be obtained by solving the following linear

program

g = min
xia

∑
i∈S

∑
a∈A(i)

c(i, a)xia (10a)

s.t.
∑

a∈A(j)

∑
i∈S(j,a)

pij(a)xia =
∑

a∈A(i)

xja j ∈ S (10b)

and
∑
i∈S

∑
a∈A(i)

xia = 1 (10c)

where the solution is interpreted as

xia = lim
t→0

P{Xt = i, At = a} i ∈ S, a ∈ A(i).

The equation (10a) is the average cost per transition in steady state, (10b) are analogous to

the balance equations in every markovian system and (10c) is the normalization condition.

The optimal policy can be obtained after the LP has been solved as

πi(a) = P{At = a|Xt = i} =
xia∑

b∈A(i) xib
. i ∈ S, a ∈ A(i)

It can be shown that for every i ∈ S the is only one a ∈ A(i) that is positive, so the optimal

policy is always deterministic. There is also an iterative solution based on a modi�cation

of the value iteration algorithm. See [5] for details.

Remark 1 It may seem to the reader that the in�nite horizon admits more type of cost

functions that the �nite counterpart. That is not the case. The fact that the cost function

depends on t, allows us to de�ne a discounted cost as ct(i, a) = αtc(i, a), and an average

cost as ct(i, a) = 1
T c(i, a).
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A.3.3 Deterministic Dynamic Programming

This is a particular case of the �nite horizon problem de�ned earlier. When the set of

reachable states St(i, a) has only one state for all t ∈ N, i ∈ S, a ∈ A, then it is clear

that all the probability of reaching this state has to be 1.0, and 0 for every other state.

This would be a deterministic transition. So it is possible to de�ne a transition function

h : S ×A×N → S, that assigns to each state and action to be taken at the given stage, a

unique destination state. Under this conditions, the Bellman equation would look like

vt(i) = min
a∈At(i)

{
ct(i, a) + vt+1

(
h(i, a, t)

)}
, i ∈ S, t ∈ N.

Naturally, there are also in�nite horizon counterparts as in the probabilistic case.

A.3.4 Main modeling elements in MDP

Recall the Bellman equation (6). As explained before, Xt and At are the state and the

action taken at stage t respectively. The set At(i) is the set of actions that can be taken

from state i at stage t. So the optimal action is selected only from this feasible action set,

for the statement to make sense. In the equation, the �rst cost is taken, and then it is

added to the expected future value function.

The expected future value function is a sum over the states in St(i, a). This is the set

of reachable states from state i given that action a is taken at stage t. If this set was not

de�ned, then the sum would be over all the possible states S, and its value would be the

same, only that there would be many probabilities equal to zero.

As a summary, if the elements in Table 2 are clearly identi�ed, then it is possible to

say that the Markov Decision Process has been de�ned.

Element Mathematical
representation

States Xt ∈ S
Actions At ∈ A
Feasible actions At(i)
Reachable states St(i, a)
Transition probabilities pijt(a)
Costs ct(i, a)

Table 2: Main elements
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A.4 Framework Design

As stated before, the intention is to make this framework as easy to use as possible. An

analogy is stated between the mathematical elements presented above and the computa-

tional elements that will be explained. There is �rst a general overview of the framework,

and speci�c details of each structure will be presented afterwards. This �rst part should

be enough to understand the examples.

The framework is divided in two packages. The modeling package is called jmdp, and

the solving package is jmpd.solvers. The user does not need to interact with this second

one, because a standard solver is de�nes for every type of problem. However, as the user

gains experience he mights want to �ne-tune the solvers or even de�ne his/her own solver

by using the package jmdp.solvers.

The following steps will show how to model a problem. An inventory problem will be

used.

1. De�ning the states. The �rst thing to do when modeling a problem, is to de�ne

which will be the states. Each state Xt is represented by an object or class, and the

user must modify the attributes to satisfy the needs of each problem. The class State

is declared abstract and can not be used explicitly; the user must extend class State

and de�ne his own state for each type of problem. Once each state has been de�ned,

a set of states S can be de�ned with the class States. For example, in an inventory

problem, the states are inventory levels. The following �le de�nes such a class. It

has a constructor, and, very important implemente compareTo() to establish a total

ordering among the states. If no comparator is provided, then the sorting will be

made according to the name, which might be very ine�cient in real problems.

2. De�ning the actions.The next step is to de�ne the actions of the problem. Again,

each action At is represented by an object called Action, and this is an abstract class

that must be extended in order to use it. In an inventory problem, the actions that

can be taken from each state are orders placed.

3. De�ning the problem. In some way, the states and actions are independent of

the problem itself. The rest of the modeling corresponds to the problem's structure

that is also represented by an object. In this case, the object is more complex than

the ones de�ned earlier, but it combines the important aspects of the problem. The
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classes that represent the problem are also abstract classes and must be extended in

order to be used. See table (3) for reference on which class to extend for each type

of problem.

Type of Problem Class to be extended
Finite Horizon Dynamic Programming Problem FiniteDP<S,A>

In�nite Horizon Dynamic Programming Problem In�niteDP<S,A>1

Finite Horizon MDP FiniteMDP<S,A>

In�nite Horizon MDP Ini�niteMDP<S,A>

Table 3: Types of Problems

public class InventoryProblem extends FiniteMDP<InvLevel , Order>{

. . .

}

Once one of these classes is extended in a blank editor �le, compilation errors will

prompt up. This doesn't mean the user has done anything wrong, it is just a way to

make sure all the requisites are ful�lled before solving the problem. Java has a feature

called generics that allows safe type transitions. In the examples, whenever S is used,

it stands for S extends State that is the class being used to represent a state. In the

same way A is the representation of A extends Action. In the inventory example,

class FiniteMDP<S,A> will be extended and the editor will indicate the user that

there are compilation errors because some methods have not yet been implemented.

This means the user must implement this methods in order to model the problem,

and also for the program to compile. It is necessary that the state and the action that

were de�ned earlier are indicated in the �eld <S,A> as state and action as shown in

the example. This will allow the methods to know that this class is using these two

as states and actions respectively.

4. Feasible actions. The �rst of these methods is public Actions getActions(S i, int t).

For a given state i this method must return the set of feasible actions A(i) that can

be taken at stage t. Notice that the declaration of the method takes element i as

of type S but in the concrete example, the compiler knows the states that are being

used are called InvLevel and so changes the type.

public Actions getAct ions ( InvLeve l i , int t ){

Actions<Order> ac t i onSe t = new Act ionsCo l l e c t i on<Order >() ;
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for ( int n=0; n<=K−i . l e v e l ; n++){

ac t i onSe t . add (new Order (n ) ) ;

}

return ac t i onSe t ;

}

The example procedure returns the actions corresponding to the set {0, 1, . . . ,K−i},
the user can declare an empty set called actionSet of type ActionsCollection<Order>,

which is an easy-to-use extension of Actions<A>. The generics use is indicating that

the set will store objects of type Order. Then for each iteration of the for cycle, create

a new order and this new action is added to the set. After adding all the actions

needed, the method returns the set of actions.

5. Reachable states. The second method in the class FiniteMDP<S,A> that must

be implemented public States reachable(S i , A a, int t) indicates the set of reachable

states St(i, a) from state i and given that action a is taken at stage t . The example

shows how to de�ne the set of states {0, 1, . . . , a + i}. First declare an empty set

called statesSet of type StatesCollection<InvLevel> which is an easy-to-use extension

of States<S>, that indicates this set will store objects of type InvLevel. Then a for

cycle adds a state for each value between 0 and a + i.

public Sta te s r eachab l e ( InvLeve l i , Order a ) {

States<InvLevel> s t a t e s S e t = new Sta t e sCo l l e c t i on <InvLevel >() ;

for ( int n=0;n<=a . s i z e+i . l e v e l ; n++)

s t a t e s S e t . add (new InvLeve l (n ) ) ;

return s t a t e s S e t ;

}

6. Transition Probabilities. The method public double prob(S i, S j, A a) is still

pending to be implemented and represents the transition probabilities pijt(a).

7. Costs. The last method is the one representing costs ct(i, a) incurred when taking ac-

tion a from state i represented by the method public double immediateCost(S i, A a).

Once these methods are implemented the class should compile.

8. The main method. In order to test the model and solve it, the class may also have

a main method. This is of course not necessary, since the class can be called from
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other classes or programs provided you have been careful to declare it constructor

public. The following example shows that the name of the class extending FiniteMDP

is InventoryProblem so the main method must �rst declare an object of that type,

with the necessary parameters determined in the constructor method. Then the

solve () method must be called from such and the problem will call a default solver,

solve the problem, store the optimal solution internally. You can obtain information

about the optimal policy and value functions by calling the getOptimalPolicy() and

getoptimalValue() methods. There is also a convenience method called printSolution()

which prints the solution in standard output.

public stat ic void main ( St r ing args [ ] ) {

InventoryProblem prob = new InventoryProblem (maxInventory ,

maxItemsPerOrder , truckCost , holdingCost , theta ) ;

prob . s o l v e ( )

prob . p r i n tSo l u t i on ( )

}

MDP

Actions

Action

Actions

Action

Policy

DecisionRule

Policy

DecisionRule

States

State

States

State

Solver

MyState

MyAction

MyProblem

Solver solver
Policy policy
States states

•Actions getActions(State i)
•States reachable(State i, Action a)
•double prob(State i, State j, Action a)
•double immediateCost(State i, Action a)

Figure 4: Problem's structure.
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Element Mathematical Computational

representation representation

States Xt ∈ S public class MyState extends State

Actions At ∈ A public class MyAction extends Action

Process {Xt, At} public class MyProblem extends FiniteMDP<S,A>

Feasible actions At(i) public Actions feasibleActions(S i , int t)

Reachable states St(i, a) public States reachable(S i , A a, int t)

Transition probs pijt(a) public double prob(S i, S j, A a, int t)

Costs ct(i, a) public double immediateCost(S i, A a, int t)

For details on the construction of specifc sets, modifying the solver or solver options,

see the Java documentation and the Advanced Features section.

A.5 Examples

This sections shows some problems and their solution with JMDP in order to illustrate its

use. The examples cover the usage of the DP, FiniteMDP, and In�niteMDP classes.

A.5.1 Deterministic inventory problem

Consider a car dealer selling identical cars. All the orders to the distributor have to be

placed on Friday eve and arrive on Monday morning before opening. The car dealer is

open Monday to Friday. Each car is bought at USD $20.000 and sold at USD$22.000.

A transporter charges a �xed fee of USD$500 per truck for carrying the cars from the

distributor to the car dealer, and each truck can carry 6 cars. The exhibit hall has space

for 15 cars. If a customer orders a car and there are not cars available, the car dealer gives

him the car a soon as it gets with a USD$1000 discount. The car dealer does not allow

more than 5 pending orders of this type. Holding inventory implies a cost of capital of

30% annually. The marketing department has handed in the following demand forecasts,

for the next 12 weeks, shown in table (4).

Weeks
t 1 2 3 4 5 6 7 8 9 10 11 12

Dt 10 4 3 6 3 2 0 1 7 3 4 5

Table 4: Demand forecast.
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Let's �rst formulate the mathematical model, and then the computational one. The

parameters in the word problem are in Table 5.

K Fixed cost per truck.
c Unit cost.
p Unit price.
Dt Demand at week t.
h Holding cost per unit per week.
b Backorder cost.
M Maximum exhibit hall capacity.
B Maximum backorders allowed.
L Truck's capacity.
T Maximum weeks to model.

Table 5: Parameters

The problem will be solved using dynamic programming to determine the appropriate

amount to order in each week in order to minimize the costs. The problem has a �nite

horizon and is deterministic.

1. States. Each state Xt is the inventory level at each stage t, where the stages are

the weeks. When there are backorders, they will be denoted as a negative inventory

level. The set of states S = {−B, . . . , 0, . . . ,M} are all the levels between the negative
maximum backorders and the maximum inventory level.

2. Actions. Each action At is the order placed in each stage t. The complete set of

actions are the orders from 0 to the addition of the maximum exhibit hall's capacity

and the maximum backorders allowed. A = {0, . . . , B + M}.

3. Feasible Actions. For each state i the feasible actions that can be taken are those

that will not exceed the exhibit hall's capacity. Ordering 0 is the minimum order

and is feasible in every state. The maximum order feasible is M − i, so the feasible

set of actions for each state i is At(i) = {0, . . . ,M − i}.

4. Destination. The destination state when action a is taken from state i is the sum

of the cars in that state and the cars that are ordered, minus the cars that are sold.

h(i, a, t) = i + a−Dt.

5. Costs. Finally, the cost incurred depends on various factors. The ordering cost is

only charged when the order is positive, and charged per truck. The holding cost
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is charged only when there is positive stock, and the backorder cost charged only

when there is negative stock. There is �nally a cost for selling each car given by the

di�erence between price and cost.

OC(a) =

{
0 if a = 0⌈
a
L

⌉
if a > 0

HC(i) + BC(i) =

{
ib if i ≤ 0

ih if i > 0

ct(i, a) = OC(a) + HC(i) + BC(i) + (p− c)Dt

Now, computationally, the �le would look like this.

A.5.2 Finite horizon stochastic inventory problem

Consider the car dealer in the past example. The car dealer selling identical cars. All the

orders placed to the distributor arrive on Monday morning. The car dealer is open Monday

to Friday. Each car is bought at USD $20.000 and sold at USD$22.000. A transporter

charges a �xed fee of USD$500 per truck for carrying the cars from the distributor to the

car dealer, and each truck can carry 6 cars. The exhibit hall has space for 15 cars. If a

customer orders a car and there are not cars available, the car dealer gives him the car

a soon as it gets with a USD$1000 discount. The car dealer does not allow more than 5

pending orders of this type. Holding inventory implies a cost of capital of 30% annually.

Now instead of receiving demand forecasts, marketing department has informed that the

demand follows a Poisson process.

The parameters of the problem are shown in table 6

The problem is a �nite horizon stochastic problem. Markov Decision Processes can be

used in order to minimize the costs.

1. States. Each state Xt is the inventory level at each stage t, where the stages are

the weeks. When there are backorders, they will be denoted as a negative inventory

level. The set of states S = {−B, . . . , 0, . . . ,M} are all the levels between the negative
maximum backorders adn the maximum inventory level.
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K Fixed cost per truck.
c Unit cost.
p Unit price.
h Holding cost per unit per week.
b Backorder cost.
M Maximum exhibit hall capacity.
B Maximum backorders allowed.
L Truck's capacity.
T maximum weeks to model.
Dt Random variable that represents the weekly demand.
θ Demand's mean per week t.
pn P{Dt = n}
qn P{Dt >= n}

Table 6: Parameters

2. Actions. Each action At is the order placed in each stage t. The complete set of

actions are the orders from 0 to the addition of the maximum exhibit hall's capacity

and the maximum backorders allowed. A = {0, . . . , B + M}.

3. Feasible Actions. For each state i the feasible actions that can be taken are those

that will not exceed the exhibit hall's capacity. Ordering 0 is the minimum order

and is feasible in every state. The maximum order feasible is M − i, so the feasible

set of actions for each state i is At(i) = {0, . . . ,M − i}.

4. Reachable States. The minimum reachable state when action a is taken from state i

would be −B, when the demand is maximum (b + i). The maximum reachable state

when action a is taken from state i is i when the demand is minimum (0). So the set of

reachable states are all the states ranging between these two: St(i, a) = {−B, . . . , i}.

5. Cost. The costs incurred depends on various factors. The ordering cost is only

charged when the order is positive, and charged per truck.

OC(a) =

{
0 if a = 0⌈
a
L

⌉
if a > 0

The holding cost is charged only when there is positive stock, and the backorder cost

charged only when there is negative stock.

HC(i) + BC(i) =

{
ib if i ≤ 0

ih if i > 0
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Finally, there is an expected lost sales cost (Using x = i + a + B):

E[Dt − x]+ =
∞∑

d=x+1

(
d− x

)
pd

=
∞∑

d=x+1

dpd −
∞∑

d=x+1

xpd

=
∞∑

d=x+1

d
θde−θ

d!
− x

∞∑
d=x+1

pd

= θ

∞∑
d=x+1

θd−1e−θ

(d− 1)!
− xqx+1

= θ

∞∑
d=x+1

pd−1 − xqx+1

= θ

∞∑
d=x

pd − xqx+1

= θ(qx)− x(qx − px)

= θ(qx − px)− xqx

Now, computationally, the �le would look like this.

A.5.3 In�nite horizon stochastic inventory problem

Consider the car dealer in the past example. The car dealer selling identical cars. All the

orders placed to the distributor arrive on Monday morning. The car dealer is open Monday

to Friday. Each car is bought at USD $20.000 and sold at USD$22.000. A transporter

charges a �xed fee of USD$500 per truck for carrying the cars from the distributor to the

car dealer, and each truck can carry 6 cars. The exhibit hall has space for 15 cars. If a

customer orders a car and there are not cars available, the car dealer gives him the car

a soon as it gets with a USD$1000 discount. The car dealer does not allow more than 5

pending orders of this type. Holding inventory implies a cost of capital of 30% annually.

Now instead of receiving demand forecasts, marketing department has informed that the

demand follows a Poisson process.

The parameters of the problem are shown in table (7).

The problem is a �nite horizon stochastic problem. Markov Decision Processes can be

used in order to minimize the costs.
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K Fixed cost per truck.
c Unit cost .
p Unit price.
h Holding cost per unit per week.
b Backorder cost.
M Maximum exhibit hall capacity.
B Maximum backorders allowed.
L Truck's capacity.
Dt Random variable that represents the weekly demand.
θ Demand's mean per week t.
pn P{Dt = n}
qn P{Dt >= n}

Table 7: Parameters

1. States. Each state Xt is the inventory level at each stage t, where the stages are

the weeks. When there are backorders, they will be denoted as a negative inventory

level. The set of states S = {−B, . . . , 0, . . . ,M} are all the levels between the negative
maximum backorders adn the maximum inventory level.

2. Actions. Each action At is the order placed in each stage t. The complete set of

actions are the orders from 0 to the addition of the maximum exhibit hall's capacity

and the maximum backorders allowed. A = {0, . . . , B + M}.

3. Feasible Actions. For each state i the feasible actions that can be taken are those

that will not exceed the exhibit hall's capacity. Ordering 0 is the minimum order

and is feasible in every state. The maximum order feasible is M − i, so the feasible

set of actions for each state i is At(i) = {0, . . . ,M − i}.

4. Reachable States. The minimum reachable state when action a is taken from state i

would be −B, when the demand is maximum (b + i). The maximum reachable state

when action a is taken from state i is i when the demand is minimum (0). So the set of

reachable states are all the states ranging between these two: St(i, a) = {−B, . . . , i}.

5. Costs. The cost incurred depends on various factors. The ordering cost is only

charged when the order is positive, and charged per truck.

OC(a) =

{
0 if a = 0⌈
a
L

⌉
if a > 0
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The holding cost is charged only when there is positive stock, and the backorder cost

charged only when there is negative stock.

HC(i) + BC(i) =

{
ib if i ≤ 0

ih if i > 0

Finally, there is an expected lost sales cost (Using x = i + a + B):

E[Dt − x]+ =
∞∑

d=x+1

(
d− x

)
pd

=
∞∑

d=x+1

dpd −
∞∑

d=x+1

xpd

=
∞∑

d=x+1

d
θde−θ

d!
− x

∞∑
d=x+1

pd

= θ

∞∑
d=x+1

θd−1e−θ

(d− 1)!
− xqx+1

= θ

∞∑
d=x+1

pd−1 − xqx+1

= θ

∞∑
d=x

pd − xqx+1

= θ(qx)− x(qx − px)

= qx(θ − x) + xpx

Now, computationally, the �le would look like this.

A.6 Advanced Features

The sections above were intended to show an easy way to use JMDP. The package has

some more features that make it more �exible and powerful than what was shown above.

This section is intended for users that are already familiar with the previous sections and

want to customize the framework according to their speci�c needs.

A.6.1 States and Actions

The public abstract class State implements Comparable<State> is declared as an abstract

class. As an abstract class it may not be used directly but must be extended. Abstract
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classes can't be used directly and must be extended.

This class implements Comparable, which implies that objects of type State have some

criterion of order. By default the order mechanism is to order the States according to the

String name property. This is the most general case because allows states such as "Active"

or "Busy" that don't have any numerical properties. It is not e�cent to organize states in

such a way because comparing Strings is very slow; but this is �exible. In many cases it

will be easier to represent the system state by a vector (i1, i2, . . . , iK) of integers. In this

case, it is more e�cient to compare states according to this vector. The class StateArray is

an extension of State that has a �eld called int [] status. This class changes the Comparable

implementation to order the states accorging to status. This is also an abstract class and

must also be extended to be used.

When State objects have to be grouped, for example when the reachable method must

return a set of reachable states, the States<S> structure is the one that handles this

operation. This class is also an abstract class and implements Iterable<S>. There is no

restriction on how the user can store the State objects as long as Iterable<S> is implemented

and an public void add(S s) method is implemented. This means the user can use an array,

a list, a set or any other structures. For beginner users, the class StatesCollection<S> was

built to make a faster and easier way to store the State objects. The StatesCollection<S>

class extends States and organizes the objects in a Set from the java. util . Collections.

It is important to use the generics in a safe mode in the States object and its extensions.

Its declaration is abstract public class States<S extends State> implements Iterable<S>.

This means that Every time a States object is declared, it must specify the type of objects

stored in it. For example: States<MyState> theSet = new StatesCollection<MyState>(); is

the right way to ensure that only objects of type MyState are stored in the object theSet.

This also makes the iterator that the class returns, to iterate over MyState objects.

The behavior of class Action is completely analogous to that of class State. The class is

abstract and must be extended to be used. The default criterion of ordering is alphabetical

order of the name attribute. But there is an ActionArray that can have an integer array

stored as properties representing the action. This objects compare themselves according

to the array instead of the name allowing faster comparisons. The set of actions is called

Actions<A extends Action> implements Iterable<A>. This class does not need to have the

add method implemented, but works analogously to class States<S>. For simplicity, class

ActionsCollection<A> stores the objects in a Set from java. util . Collections.
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A.6.2 Decision Rules and Policies

The deterministic decision rules πt as referred in the MDP mathematical model, are func-

tions that assign a single action to each state. The computational object representing a

decision rule is public �nal class DecisionRule<S extends State, A extends Action>. Prob-

ably the most common method used by a �nal user will be public A getAction(S i) which

returns the Action assigned to a State. Remember the generics structure where State and

Action are only abstract classes. Consider the following example where the method's result

is stored in a: MyAction a = myDecisionR.getAction(new MyState(s));, where only extensions

of State and Action are being used.

Non stationary problems that handle various stages use a policy π = (π1, π2, . . . , πT )

that is represented by public �nal class Policy<S extends State, A extends Action>. A

Policy stores a DecisionRule for each stage. It may be useful to get the action assigned to

a state in a particular stage using the method public A getAction(S i, int t) that used with

generics could look like this: MyAction a = pol.getAction(new Mystate(s), 0); where again

State and Action are only abstract classes that are not used explicitly.

A.6.3 MDP class

The MDP class is the essence of the problem modeling. This class is extended in order to

represent a Markov decision process or a dynamic programming problem. For each type

of problem, a di�erent extension of class MDP must be extended (See table 3). Remem-

ber always to indicate the name of the objects that represent the states and the actions

extending State and Action respectively; these are indicated as <S> and <A> in the class

declaration.

After declaring a new public class MyProblem extends FiniteMDP<MyState,MyAction>,

various compilation errors pop up. This doesn't mean that something was done wrong, it

is just to remember the user that some methods must be implemented for the problem to

be completely modeled. A summary of the methods is shown on table (8).

A.6.4 Solver classes

The Solver class is a very general abstract class. It requires the implementing class to have

a public void solve() method that reaches a policy that is optimal for the desired problem,

and stores this policy in the Policy <S,A> policy �eld inside the problem. The current

package has a dynamic programming solver called FiniteSolver, a value iteration solver and
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Class Abstract Methods
FiniteDP<S,A> public abstract Actions<A> getActions(S i, int t)

public abstract S destination(S i, A a, int t)

public abstract double immediateCost(S i, A a, int t)

FiniteMDP<S,A> public abstract Actions<A> getActions(S i, int t)

public abstract States<S> reachable(S i, A a, int t)

public abstract double prob(S i, S j, A a, int t)

public abstract double immediateCost(S i, A a, int t)

In�niteMDP<S,A> public abstract Actions<A> getActions(S i)

public abstract States<S> reachable(S i, A a)

public abstract double prob(S i, S j, A a)

public abstract double immediateCost(S i, A a)

Table 8: Abstract methods.

a policy iteration solver. The three of them have convenience methods printSolution() that

allow the user to print the solution in standard output or to a given PrintWriter. For larger

models the user might not want to see the solution in the screen, but rather extract all the

information through getOptimalPolicy(), and getOptimalValueFunction() methods.

A.6.4.1 FiniteSolver

public class FiniteSolver<S extends State, A extends Action> extends AbstractFiniteSolver

This solver is intended to solve only �nite horizon problems. The constructors only

receive problems modeled with FiniteMDP (or FiniteDP) classes, implying that only �nite

horizon problems can be solved. The objective function is to minimize the total cost

presented in equation (5), in the mathematical model.

A.6.4.2 ValueIterationSolver

public class ValueIterationSolver<S extends State, A extends Action> implements Solver.

This solver minimizes the discounted cost vπ
α presented in equation (7) on the mathe-

matical model. The constructor only receives problems of type In�niteMDP<S,A>, which

implies the class in only intended to solve in�nite horizon, discounted problems.

The algorithm used to solve the problem is the value iteration algorithm that consists

on applying the transformation described on equation (8) repeatedly until the results are ε

apart. It can be proved (see Stidham[6]) that the result will be ε-optimal. The value func-

tions start in 0.0 by default, but it can be changed using public void setInitVal(double val),
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and this may speed up the convergence of the algorithm. The ε is also an important crite-

rion for the speed convergence and may be changed from its default value in 0.0001, using

public void setEpsilon(double epsilon); a bigger ε will speed up convergence but will make

the approximation less accurate.

The Gauss-Seidel modi�cation presented by Bertsekas[2] is used by default and may be

deactivated using public void setGaussSeidel(boolean val). This modi�cation will cause the

algorithm to make less iterations because the value function v(i) is changing faster than

without the modi�cation. It is also possible to activate the Error Bounds modi�cation

presented by Bertsekas[2], that is deactivated by default. This modi�cation changes the

stopping criterion and makes each iteration faster.

Finally, it is possible to print the �nal value function for each state on screen using

the public void setPrintValueFunction(boolean val) method. In some cases, for comparison

purposes, it may be useful to be able to see the time it took the algorithm to solve the

problem by activating public void setPrintProcessTime(boolean val). The two last options

are deactivated by default.

A.6.4.3 PolicyIterationSolver

The public class PolicyIterationSolver is also designed to solve only in�nite horizon problems

and this is restricted in its constructor that only receives In�niteMDP<S,A> objects as

problem parameter. This solver minimizes the discounted cost DRvπ presented in equation

(7) on the mathematical model. The solver uses the policy iteration algorithm. This

algorithm has a step in which a linear system of equation needs to be solved, so the JMP[3]

package is used. This class also allows to print the �nal value function for each state on

screen using the public void setPrintValueFunction(boolean val) method. The solving time

can be shown by activating public void setPrintProcessTime(boolean val). These two last

options are deactivated by default.

A.7 Further Development

This project is currently under development, and therefore we appreciate all the feedback

we can receive. We plan to extend this package so that it is able to solve in�nite-horizon

models. Also, we will provide more internal routines to store the data, so that decision

can be taken on the �y whether to use main or secondary memory.
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Appendix B

Unhanded work

This appendix shows some of the work that was not included explicitly in the thesis work.

The �rst section shows another model with events where the events depend on actions.

This model was programmed and the classes are available. The second section presents a

summary of the technical features included in the program.

B.1 Event Dependent Actions

It is relevant to discuss the second model, in which the actions taken can depend on the

event that occurs. This is a common case that arises, for instance when no preemption is

desired in a queuing system: actions can be taken about the servers only these are free but it

is not possible to interrupt service, so actions can be taken upon departure and not when an

arrival occurs. Originally, in the �nite horizon problem
{
(Xt, At, Et), t = 0, 1, . . . , T − 1

}
with event dependent actions, a deterministic decision rule πt : St → At was de�ned

as a function assigning an action to a state. If actions also depend on events, it would

be necessary to rede�ne a function such that πt : (St × Et) → At. Consider the following

alternate approach: de�ne a new state i′ ∈ (St×Et) = S ′t, and include the information about

the occurring event inside the state, where the deterministic decision rule πt : S ′t → At.

Consequently
∣∣∣∣Et(i′)

∣∣∣∣ = 1 if i′ ∈ S ′t. Consider i′ = (i, e1), j′ = (j, e2), and Et(i) is the set

of active events from state i at stage t (does not depend on the action) then

S ′t(i′, a) =
⋃

s∈St(i,a,e1)

{s} × Et+1(s), i′ ∈ S ′t, a ∈ A, t = 0, 1, . . . , T − 1,

pi′j′t(a) = pt+1(e2|j, a)pijt(a, e1), i, j ∈ S, a ∈ A, t = 0, 1, . . . , T − 1,

ct(i′, a) = pt(e1|i, a)ct(i, a, e1), i′ ∈ S ′t, a ∈ A, t = 0, 1, . . . , T − 1.

The characteristic elements are Et(i), At(i, e), St(i, a, e), pijt(a, e), pt(e|i), and ct(i, a, e).
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The discrete time �nite horizon problem with event dependent actions is equivalent to

a discrete time �nite problem without events, for which the optimization criteria and

optimality conditions formulated in section 2.1 still apply. Mathematically, this is a simple

solution to handle events, but the state expansion is computationally ine�cient.

An analogous transformation is valid in the in�nite horizon case. Consider i′ = (i, e1),

j′ = (j, e2), and E(i) is the set of active events from state i at every stage then

S ′(i′, a) =
⋃

s∈S(i,a,e1)

{s} × E(s), i′ ∈ S ′, a ∈ A,

pi′j′(a) = p(e2|j, a)pij(a, e1), i′, j′ ∈ S ′, a ∈ A,

c(i′, a) = p(e1|i, a)c(i, a, e1), i′ ∈ S ′, a ∈ A.

The elements that completely characterize a problem of this type are E(i), A(i, e),

S(i, a, e), pij(a, e), p(e|i, a), and c(i, a, e). In the continuous time problem,

S ′(i′, a) =
⋃

s∈S(i,a,e1)

{s} × E(s), i′ ∈ S ′, a ∈ A,

λi′j′(a) = p(e2|j, a)λij(a, e1), i′, j′ ∈ S ′, a ∈ A,

c̃(i′, a) = p(e1|i, a)c̃(i, a, e1), i′ ∈ S ′, a ∈ A,

γ(i′, a) = p(e1|i, a)γ(i, a, e1), i′ ∈ S ′, a ∈ A,

where p(e|i, a) has to be calculated as in (4).

The elements that completely characterize a problem of this type are E(i), A(i, e),

S(i, a, e), λij(a, e), c̃(i, a, e), and γ(i, a, e). These elements are enough to formulate a

CTMDP with elements A(i′),λi′j′(a), S(i′, a), c̃(i′, a), and γ(i′, a). Then, an equivalent

DTMDP is formulated. Consider a queuing system with k servers. The only possible

events are arrivals A and departures D. When a transition is triggered by a departure, the

server that was freed can be disabled. In the case of an arrival, the only possible action is

to do nothing. The system is illustrated in �gure (5) where states i′ are denoted by (i, k, e)

where i are the entities in the system, k are the servers, and e is the only active event

for that state. Notice the enormous state expansion but it is possible disable servers only

upon departures.
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0,k,A 1,k,A 2,k,A 3,k,A

1,k,D 2,k,D 3,k,D

0,k-1,A 1,k-1,A 2,k-1,A 3,k-1,A

1,k-1,D 2,k-1,D 3,k-1,D

0,k-2,A 1,k-2,A 2,k-2,A 3,k-2,A

1,k-2,D 2,k-2,D 3,k-2,D

Figure 5: Queue example

B.2 Technical Features

This section describes some technical features of the present software development project.
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Ubication CVS repository of the University
Java features JDK 1.5

Abstract classes with Generics
JUnits for every example
Iterators in the solvers
Javadoc

Problems modeled Finite and in�nite horizon
Stochastic and deterministic
Discrete and continuous time

Optimization objectives Total cost
Discounted cost
Average cost

Solving algorithms Backwards �nite dynamic programming
Value Iteration

Gauss-Seidel modi�cation
Error Bounds modi�cation

ε modi�cation for convergence
Policy Iteration

Modi�ed policy iteration
ε modi�cation for convergence

Gauss-Seidel modi�cation
Relative Value Iteration

Gauss-Seidel modi�cation
Error Bounds modi�cation

ε modi�cation for convergence
Solution Process time calculation

Iterations report
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